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Abstract—Nowadays, commodity computers are complex
heterogenous systems that provide a huge amount of compu-
tational power. However, to take advantage of this power we
have to orchestrate the use of processing units with different
characteristics. Such distributed memory systems make use of
relatively slow interconnection networks, such as system buses.
Therefore, most of the time we only individually take advantage
of the central processing unit (CPU) or processing accelerators,
which are simpler homogeneous subsystems. In this paper we
propose a collaborative execution environment for exploiting
data parallelism in a heterogeneous system. It is shown that this
environment can be applied to program both CPU and graphics
processing units (GPUs) to collaboratively compute matrix
multiplication and fast Fourier transform (FFT). Experimental
results show that significant performance benefits are achieved
when both CPU and GPU are used.
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I. INTRODUCTION

Recent trends in computer systems are relying on a het-
erogeneous paradigm as their basic architectural principle.
Through their inherently parallel nature, the current hetero-
geneous systems are capable of delivering high computa-
tional power. Although almost impossible to predict, future
computer architectures will certainly embrace higher levels
of complexity by joining increasingly diverse and powerful
processing devices. Modern heterogeneous environments
sustain remarkable degrees of architectural complexity that
span from distributed-memory systems comprising a set of
computational resources with diverse capabilities, heteroge-
neous microchip processors as the IBM Cell BE [1], field-
programmable arrays, or commodity desktop computers
equipped with standard graphic processing units (GPUs) [2].

In general, heterogeneous systems can be modeled as a set
of interconnected computational resources with distributed
address spaces and diverse functionalities. As a result, ap-
proaching the potential peak performance of these systems
is an especially difficult task and requires to deal with
numerous programming challenges. At first, usually hard-to-
solve problems present in every parallel system have to be
dealt with, such as computation partitioning, data migration,
and synchronization between processing units. Secondly,
inclusion of special devices with different designs, character-
istics and processing potentials demands dealing with several
vendor-specific programming models at the same time, and

usually requires integration of existing high performance
libraries and software to maximize the performance. Finally,
application optimization leads to an almost endless set of
solutions to achieve load balancing, and usually assumes
per-system based performance modeling in order to provide
adequate task distribution and scheduling schemes.

At present, almost every currently available commodity
desktop computer stands for a unique heterogeneous sys-
tem. The heterogeneous aspect is evidenced by the pres-
ence of multi-core general-purpose processors on a single
die (CPU), many-core GPUs capable of performing gen-
eral purpose computations, or any connected specialized
accelerator/co-processor. Joining this enormous computa-
tional power clearly reveals the high performance potential
of current personal computers (PCs). However, most of the
present scientific work is only focusing on using one of
those devices at a time and solely for domain-specific com-
putations, thus leaving this synergetic potential practically
unexplored. Moreover, practical studies and evaluations of
the unified execution in current commodity desktop hetero-
geneous systems are surprisingly quite rare [3]–[6].

Attaining high performance in collaborative desktop en-
vironments brings to practice all the enumerated problems
typical for heterogeneous systems. However, direct appli-
cation of extensively covered solutions for parallel and
distributed environments to off-the-shelf systems is far from
being straightforward due to architectural differences and
employment of different programming models. First of all,
the overall system architecture is based on master-slave
paradigm, thus demands different roles to be assigned to
the available computational resources depending on their
positions and functionalities, as presented in Fig. 1. In
general, CPU (host processor) is the only resource allowed
to transparently access the whole range of global memory,
whereas specially designed accelerators (devices) are usually
performing the computations in their own local memories
using different instruction sets. This naturally designates the
CPU as the global execution controller and it has to retain
the control over the complete collaborative execution on all
underlying functional units.

Communication between the host and devices is explicitly
performed via bidirectional interconnection channels, i.e.,
all data movements must be performed by physically off-
loading the portions of data from host to device execution



Figure 1: Architecture of the heterogeneous systems.

space and vice versa. In practice, limited bandwidth of the
interconnection buses between host and device introduces an
additional overhead to the overall execution time, and it can
be even a performance bottleneck for applications with high
communication to computation ratio. Moreover, the commu-
nication path between devices in off-the-shelf heterogeneous
systems is restricted by the overall architectural principle,
implying that underlying computational units are usually not
free to explicitly communicate between each other (even
if they are of the same type) without including the host
processor as an intermediate in the communication path.
This host-bound communication model has several major
implications to the overall system usability. Firstly, device
synchronization problem is almost completely devoted to
the host. Secondly, only a small subset of already developed
parallelization methods for distributed environments can be
implemented, although the address spaces are distributed.

In addition to modern CPUs which typically incorporate a
collection of identical superscalar processors (cores), current
heterogeneous desktop systems already support a wide range
of architecturally divergent underlying devices. As for ex-
ample, the many-core GPU architecture embraces hundreds
of simple cores capable of outperforming the CPUs for the
applications with high arithmetic intensity. Due to signifi-
cant architectural differences, acquiring peak performance
of heterogeneous desktop systems usually involves care-
ful coalescing of diverse, per-device programming models
and/or vendor-provided high performance libraries. Com-
bining those programming models into a single application
requires the knowledge of specific device architectural de-
tails and forces the entirely dissimilar programming and
optimization techniques to be reconciled. These models
can be as disparate as PThreads [7] or OpenMP [8] for
shared-memory multi-core CPUs, and CUDA [9] or ATI
Brook+ [10] for the GPUs.

Achieving a load balanced and efficient execution across
multiple devices demands complex and careful computation
partitioning prior to the actual execution. Computation par-
titioning must take into account the parameters which are
crucial for sustaining the high performance of the overall
system, such as different processing capabilities and scarce
memory capacities of the computational resources, and also
time needed to perform data movements. Often specific
devices are better suited for executing applications of a
particular kind, thus partitioning should be conducted in

order to address only the devices on which performance
benefits are expected.

This paper focuses on developing a heterogeneous com-
putational environment capable of utilizing all the existing
processing power present in the modern off-the-shelf desktop
systems to execute a single problem in a collaborative
manner. This environment includes a specific scheduling
module which is capable of delivering different workloads
to the devices thus allowing to achieve the optimal load-
balancing via exhaustive search. This approach is tested in
a heterogeneous system comprising a quad core CPU and
a GPU executing two of the most common applications for
scientific and digital signal processing, namely dense matrix
multiplication and complex fast Fourier transform (FFT). We
show that our approach is capable of achieving significant
speedups comparing not only to a single core execution, but
also to multi-core execution.

The paper is organized as follows. In Section 2 the
proposed heterogeneous environment and unified execution
model are presented. Section 3 describes the programming
examples of the platform for the case of dense matrix
multiplication and FFT. In section 4 experimental results are
reported. Section 5 discusses the related work, and section
6 concludes the paper and lists the potential future work.

II. HETEROGENEOUS COMPUTATIONAL ENVIRONMENT
FOR COLLABORATIVE EXECUTION

In order to accommodate concurrent execution in current
off-the-shelf desktop systems, we present herein a unified
execution model capable of exploiting the platform’s full
heterogeneous potentials employing both task and data par-
allel execution approaches.

Due to different requirements implied by the system’s
architectural demands, task as a basic unit of programming
has to be redefined. Proposed abstraction in Figure 2 reflect
coarse-grained task structure which is redefined to include a
set of parameters to sustain its heterogeneous execution. First
of all, task is extended with a set of configuration parameters
which allow to set up the execution environment. Configur-
ing the task execution environment is crucial to reflect its
implementation constraints, because the task implementation
may be bound to only a certain type of devices, or it might
require more than one device at a time for execution. In order
to encourage concurrent execution on multiple devices, the
task must be Divisible into finer-grained program portions
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Figure 2: Abstract structure of the task in unified execution model.
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Figure 3: Structure of the unified execution model.

called Primitive Jobs. Each Primitive Job consists of a set
of functions, marked as Host and Device Code, as shown
in Figure 2. The Device Code refers to a set of func-
tions to drive direct on-device execution, whereas the Host
Code embraces the necessary data arrangement operations
executed only on the host processor prior the any device
kernel call. This separation is guided by the overall system
architectural demands and the host-bound communication
pattern. Primitive Jobs are the only computational carriers
in system, and their concurrent execution on several devices
at a time require separate implementations on per device type
basis, by simply adding the Host and Device functions. Fur-
thermore, the task might also be Agglomerative, if permitted
by Primitive Job implementations. In this mode several
Primitive Jobs can be grouped into one coarser-grained job,
thus allowing batches of Primitive Jobs to be executed on a
device. At the bottom line, task which is neither Divisible
nor Agglomerative is a single coarse-grained task consisting
of a single Primitive Job and executed on a device specified
in the configuration parameters.

In Figure 3 the high-level structural model of the proposed
collaborative environment is presented. The execution begins
with the group of tasks entering the system. These tasks are
then forwarded to the Task Scheduler which is responsible
for selecting the task which will be executed next in the
system according to several criterions, such as: all specified
conditions from the task configuration parameters are satis-
fied, including the availability of the requested devices, and
all previous tasks on which the current task is dependent on
have finished their executions, i.e., dependencies are satis-
fied. The current implementation of the Task Scheduler uses
list scheduling scheme requiring the tasks to be organized
in a list where dependencies are specified by enumerating
the preceding tasks on which the current one depends.

Once the task is selected, it can be executed in one of two
supported modes, i.e. task parallel or data parallel mode. if
the selected task is not Divisible, it is simply forwarded to
the Job Dispatcher which assigns a requested device to the
task and initiates on device execution by launching the kernel
calls. It is also the Job Dispatcher’s responsibility to track
the status and control the execution of all started kernels.
At the same time, the Task Scheduler continues to examine
the list of tasks, and in case that all the prerequisites are

satisfied, it is also free to forward to the Job Dispatcher
to a larger number of independent tasks. In a situation like
this, we can have multiple independent tasks running in the
system, thus accommodating the task level parallelism.

Furthermore, if selected task is marked as Divisible, its
primitive jobs are arranged in Job Queue structure according
to the parameters specified by the task properties. The
current implementation permits a grid organization of the
Primitive Jobs inside the Job Queue which dimensions can
span to up to three. Practically, Job Dispatcher is supplied
by different functions in respect to the dimension of the
Job Queue, which allows to search over a set of Primitive
Jobs and map them to the requested devices. If the task is
also Agglomerative, Job Dispatcher will select the largest
number of Primitive Jobs, as specified by configuration
parameters. This means that the different portions of a single
task will be executed on several devices simultaneously,
thus accommodating data level parallelism. However, it is
worth to emphasize that the current implementation allows
the Primitive Jobs to include the parallel sections inside the
Device Code, thus allowing Primitive Job to be executed
using a nested parallelism paradigm.

The Device Query module interacts with all other modules
in the system and provides a mechanism to examine and
identify all underlying devices which are currently present
in the system. It maintains a specific data structure which
holds all relevant information related to each device, such
as resource type, current status, device memory management
and performance history.

The programming framework provided herein is con-
structed with a special focus on providing methods to over-
come the programming challenges of heterogeneous desktop
systems. Fist of all, hard coding of the Host and Device Code
for every Primitive Job allows the integration of different
programming models and vendor-specific high-performance
libraries, thus allowing to attain the peak performance of
each device. Secondly, data migration functions have to be
explicitly programmed inside its wrapper functions, thus
accommodating the use of existing optimization techniques
offered for the specific devices. Furthermore, a set of
functions in the Job Dispatcher module is responsible to
enforce the synchronization between the host and devices.
As the efficient heterogeneous execution relies on the ade-
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Figure 4: Parallelization of the general matrix multiplication.
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Figure 5: Parallelization of the matrix multiplication for large matrices.

quate computational partitioning, proposed task abstractions
and user defined per-task configuration parameters allow
different task granularities to be executed in the system, thus
accommodating extremely flexible computation partitioning
schemes. Moreover, as the developed platform is capable
of storing the task performance history for each device, it
can be re-used to extend the Job Dispatcher to perform the
agglomerations of the Primitive Jobs in a manner to maxi-
mize the performance benefits of the collaborative execution.
Finally, the platform can also be configured to run in an
exhaustive search mode, where the Parallel Jobs are executed
on the requested devices with varying workloads, in order to
find optimal mapping and decide on the best load balancing
scheme. Those results can be re-used in the systems where
multiple runs of the same kernels are required.

III. PROGRAMMING THE HETEROGENEOUS PLATFORM
FOR MATRIX MULTIPLICATION AND 3D FFT

In order to evaluate the presented approach, we have
implemented two of the most commonly used applications
in linear algebra and digital signal processing, namely dense
matrix multiplication and 3D complex fast Fourier trans-
form. Both applications are computationally intensive and
encompass data parallelism which makes them perfectly
suited for providing a detailed insight on the attainable
performance in heterogeneous commodity desktop systems.
Applications are implemented following the fundamental
principles presented in the unified execution model in the
previous section, each with their own computational require-
ments and parallelization techniques.

A. Matrix Multiplication
The general method for performing multiplication of two

dense matrices, A and B, that produces matrix C, is based
on a block decomposition, where M×K, K×N , and M×N
matrices are divided into sub-matrices of an P ×R, R×Q,
and P × Q size, respectively. As shown in Fig. 4, each C
sub-matrix ci,j requires the following computation:

ci,j =
K/R∑
l=0

ai,l × bl,j (1)

where 0 ≤ i ≤M/P and 0 ≤ j ≤ N/Q.

Although feasible, direct implementation of the general
multiplication in current heterogeneous systems embraces
huge drawbacks concerning the number of data transfers
needed to be preformed. However, careful selection of the P ,
Q, and R (P = M , N = Q) parameters allows derivation of
the algorithm which accommodates the memory transfer re-
duction to only K/R transfers, thus providing the possibility
to attain the system’s peak performance.

In order to perform matrix multiplication in the unified ex-
ecution model, a single matrix multiplication task is declared
as Divisible and Agglomerative, and its Primitive Jobs are
grouped into the one dimensional Job Queue of the size of
K/R. Prior to actual kernel execution, each computational
device is supplied with the A matrix, which is followed by
the Primitive Jobs’ agglomeration and distribution according
to the specified scheme in the task configuration parameters.
Nevertheless, this implementation is bound to the memory
capacities of the requested devices, which means that the
device with the smallest amount of global memory sets the
algorithm’s upper bound.

To lessen those restrictions, we implemented the block
matrix multiplication using the Horowitz scheme, which
requires eight block matrix multiplications to be performed,
as depicted in Fig. 5. Horowitz implementation in our
environment starts by forming the task list consisting of
eight matrix multiplication kernels. Each task is defined as
Divisible and Agglomerative with assigned one dimensional
Job Queue. As a result, all eight matrix multiplications are
performed using the full potential of the heterogeneous desk-
top systems, and scheduled by the Task Scheduler according
to the specified requirements and device availability.

Finally, to perform general block matrix multiplication a
single Divisible and/or Agglomerative task can be used with
a 3D Job Queue of the M/P×K/R×N/Q size, with a block
matrix storage in order to reduce the impact of repacking the
data on host processor prior to kernel execution.

B. 3D FFT

Starting from a general definition of a 3D discrete Fourier
transform as a complex function H(n1, n2, n3) for a given
function of the same type h(k1, k2, k3), both defined over the
tree-dimensional grid 0 ≤ k1 ≤ N1 − 1, 0 ≤ k2 ≤ N2 − 1,
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0 ≤ k3 ≤ N3 − 1,

Wj = exp (−2πikjnj/Nj) (2)

H(n1, n2, n3) =
N3−1∑
k3=0

N2−1∑
k2=0

N1−1∑
k1=0

W1W2W3h(k1, k2, k3)

(3)
one can notice three distinct implementation possibilities in
parallel environments, namely:

H = FFT1D(FFT1D(FFT1D[h])) (4)
= FFT1D(FFT2D[h]) (5)
= FFT2D(FFT1D[h]). (6)

Method 4 requires 1D fast Fourier transforms to be applied
on each dimension of the original function, whereas methods
5 and 6 demand 2D FFT application on two dimensions
accompanied by 1D FFT transform along the remaining
dimension of the original function. The major drawback
in parallel implementation of 3D FFT is induced by the
inevitable transpositions of the input data between FFTs
applied on different dimensions. Moreover, after executing
the final FFT, an additional transposition is required to
restore the original data layout. Fig. 6 depicts the complete
process of performing 3D FFT when method 5 is employed,
as the best suited for parallelization due to its characteristics.

Implementing method 5 for 3D FFT on the top of the
presented unified execution model requires to form a list
of three different and dependent tasks to be scheduled
for execution in the system. First task is assigned with
2D FFT batch execution and declared as Divisible and/or
Agglomerative with the 1D Job Queue of a maximal size N1.
Once the first task has finished its execution, the 3D matrix
needs to be transposed to allow the execution of the 1D FFT
batches over the third dimension. Depending of the matrix
storage scheme, and used transposition method (in-situ/out-
of-place, parallel/sequential), second task can be declared
with a suitable combination of Divisible and Agglomerative
flags. As soon as transposition is performed, the third task is
allowed to proceed to the Job Dispatcher. As in the case of
2D FFTs, 1D fast Fourier transform over the third dimension
requires the task to be set as Divisible and/or Agglomerative
with the 1D Job Queue of a maximal size N2×N3. If needed,
forth transposition task can be also added to the scheduler
in order to bring back the original data layout.

IV. EXPERIMENTAL RESULTS

In order to evaluate the performance of the unified execu-
tion approach in heterogeneous commodity computers, the
proposed platform is implemented in the desktop environ-
ment consisting of an Intel Core 2 Quad Q9550 processor,
12 MB L2 cache, running at 2.83 GHz, and 4 GB of DDR2
RAM as the CPU, and a nVidia GeForce 285 GTX with
1.476 GHz of core frequency and 1 GB of global memory as
the GPU. Devices are interconnected via Memory Controller
Hub with 1.33 GHz Front Side Bus to the CPU, whereas PCI
Express 2.0 16x is used at the GPU side.

Focusing on the collaborative environment implementa-
tion, the system is built using OpenMP [8] as de facto
standard for shared-memory processors, and CUDA [9]
programing model for NVIDIA GPUs. Vendor-provided
high performance libraries are used for assessing the peak
performance of computational units, namely Intel Math
Kernel Library (MKL) 10.1 [11] for the CPU, and CUBLAS
3.0 [9] and CUFFT 3.0 [9] libraries for the GPU with CUDA
3.0 beta driver. The enlisted libraries serve as the kernel
providers for task’s Primitive Jobs in their Device Code mod-
ules, namely for dense matrix multiplication and complex
2D and 1D batch fast Fourier transformations. Both imple-
mentations involve double precision floating point arithmetic
and employ offered optimization techniques without altering
the library sources, such as: vector intrinsics and thread
affinity for MKL kernels, and pinned memory allocation in
combination with streaming for GPUs.

All experiments are conducted on Linux Open Suse 11.1,
using task, data or nested parallelism if permitted by the
implementation. For data parallel executions, the unified
platform was set to operate in the exhaustive search mode
over an extensive set of possible solutions in order to achieve
as balanced as possible task execution. Thus, the obtained
results are providing real insight on the potentials of the
tested desktop system to achieve the highest performance.
The experiments are conducted to exploit different collab-
orative computational capabilities of the platform, and the
results are compared with the best results for each device
type present in the system using double precision floating
point operations per second (FLOPS). It is also worth to
mention, that due to its characteristics, certain parts of a
Scheduler and Dispatcher must be executed by a single host
thread at a time, but still no significant scheduling overhead
can be spotted in the experimental results.
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Figure 7: Matrix multiplication performance without nested parallelism.
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Figure 8: Matrix multiplication performance using nested parallelism.

A. Matrix Multiplication

In order to evaluate performance of dense matrix multi-
plication, several tests are conducted using double precision
floating-point arithmetic on square matrices with varying
sizes (M = K = N ), and the results are presented in
Figures 7 and 8. For the matrix sizes which are not limited by
the global memory of the graphic processing unit, optimized
implementation presented the Section 3 is used, whereas for
the cases when matrices can not fit into the GPU’s memory,
the implementation is based on Horowitz scheme. In this
case, the largest executable problem on the GPU is for the
matrices with less than 5120 elements in each dimension.

For sizes that fit into GPU global memory, the results are
obtained using exhaustive search over the combinations of
workload distribution for both devices in order to find the
optimal load balancing scheme. The acquired schemes are
then re-used when performing the Horowitz multiplications
on the matrix blocks, which is basically the reason why a
slight drop in GFLOPs can be spotted for the 6144 test case
(eight matrix multiplications are performed using the 3072
matrix kernels). The results presented in Fig. 7 are obtained
when combining a GPU with different number of CPU cores,
where each core was independently executing the assigned
problem portions. As it can be seen, our collaborative
implementation is capable of outperforming the GPU only
execution and the multicore execution using the full parallel
CPU capacities (four cores) for all tested cases. As expected,
the best results are obtained using the GPU and three CPU
cores, where the fourth core is completely devoted to control
the execution on the GPU. Moreover, with the proposed
collaborative execution model and careful parallelization
methods, we were able to retain the high performance in
our environment even for the test cases which are generally
not executable on a single device, thus demonstrating the
full platform’s synergetic potential.

The same set of tests is repeated employing the MKL’s
parallel implementations for the CPU, as shown in Fig. 8.
The number of nested threads was varied according to the
number of available threads, thus the execution in one thread
was expanded to two (1x2) or four (1x4) threads, or when

two cores work in parallel with the remaining two cores.
The obtained results show the possibility to outperform the
GPU and CPU only executions even for nested parallelism.
However, we do not encourage neither execution which
combines GPU and nested parallel execution in the CPU,
nor overloading the CPU with the number of threads larger
than the number of cores. The practical evaluations show
very high performance fluctuations for memory transfers
between host and device, when the CPU operates in one
of the mention modes. This is due to the limited ability of
the memory subsystem to serve both Front Side Bus (FSB)
and PCI Express requests at a same time, thus making the
execution on the device unpredictable.

In this particular case, this impact is not clearly visible
due to the high computation to communication ratio of the
matrix multiplication, which is evidenced by the relatively
small gap between the GPU kernel execution time, and
performance of the GPU with the bidirectional transfers
included. However, this gap narrows with the increase of the
problem size, whereas the GPU kernel execution remains
constant. This proves that the concept of grouping the
memory transfers generally provides performance benefits.
Still, deriving the general performance metric for optimal
transfer size is not really possible due to the transfer’s
high per-system and per-application dependencies. In this
particular case, all the transfers above 4KB were capable of
achieving the high performance.

B. 3D FFT

According to the remarks given in Section 3, we imple-
mented double-precision complex 2D and 1D batch FFTs
using the proposed unified model. The tests were mainly
conducted to evaluate the benefits of performing the 3D FFT
in the collaborative execution environment, and these two
batches represent the major steps for calculating it.

In contrast to matrix multiplication, FFT operation em-
braces significantly higher communication to computation
ratio, as it requires transferring a larger amount of data
organized in a three dimensional matrix. In order to reduce
the impact of memory transfers in the overall execution
time, several optimization techniques are supported by the
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Figure 9: 2D FFT batch results without nested parallelism.
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Figure 10: 2D FFT batch results with nested parallelism.
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Figure 11: 1D FFT batch results without nested parallelism.
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Figure 12: 2D FFT memory transfer impacts.

current implementation. Firstly, data is allocated in special
memory regions, referred as page-locked or pinned memory,
to reduce pre-transfer overheads at the CPU side. Secondly,
communication is overlapped with the computation using
CUDA streaming approach. As the streams are bound to
memory transfers, there is no general rule on how many
streams should be taken into consideration, thus we extended
the exhaustive search to find the optimal number of streams.

The obtained results for the 2D FFT batches are presented
in Figures 9 and 10. The 2D FFT execution without nested
parallelism shows slight performance gains in the collabora-
tive environment. Moreover, the results obtained for nested
parallel executions in Fig. 10 are highly unstable. This is
mainly due to the previously referred incapability of memory
system to serve both FSB and PCIe requests, but also to the
volatile performance of the MKL kernels and the overall
system load. On the other hand, results obtained for the
1D FFT batch execution in Fig. 11 show that collaborative
execution is favorable for certain problem sizes. Figure 12
depicts the performance when calculating 2D FFT batches in
GPU core only (GPU Kernel), and when memory transfers
are included for standard (1 GPU) and optimized (1 GPU
[streamed]) implementations. The results reveal that the
current bottleneck for executing the FFT lies in a limited
interconnection bandwidth between host and device.

Finally, taking into account that the obtained execution
values must be extended to include the time needed to per-
form the matrix transpositions, the collaborative execution

of the complete 3D FFT in the given testing system and
for the evaluated problem sizes is not capable of providing
significant performance benefits.

V. RELATED WORK

Recent studies related to heterogenous commodity desk-
top systems are mostly focused on exploiting the com-
putational capabilities of their devices, but mainly from
the perspective of using a single device at a time to per-
form domain-specific calculations. Occasional attempts to
unify the functional resources into a collaborative execu-
tion environment are generally twofold. One approach to
accomplish the execution unification is to introduce high-
level hybrid programming models, such as OpenCL [12],
RapidMind [13], Stanford’s Brook [10], and Google’s
PeakStream [14], or to develop the compiler frameworks
to sustain the collaboration, e.g. HMPP [15], MCUDA [16],
or OpenMP to GPGPU [17].

Another strategy, encouraged by our current implementa-
tion, anticipates the low-level integration of highly optimized
and vendor-specific libraries to accommodate not only high
performance, but also finest level of application tuning and
control. The recent works adapting this strategy [3]–[6]
are predominantly focusing on performance and memory
transfer modeling in order to find an optimal mapping for un-
derlying computing devices. Although a large set of obtained
experimental results allows us to derive a model of this kind,
the derived model will certainly have a questionable practical



aspect due to its high per-system and per-application nature.
Thus, we believe that adopting a scheduler with a dynamic
policy will provide a more general approach.

Studies on matrix multiplication in CPU-GPU environ-
ments [3], [4] and [6], are mainly oriented to reach peak
performance, thus restricting the implementation to the
optimized algorithm for small matrix sizes as presented in
Section 3. Although the potential to attain high performance
using this approach is undeniable and confirmed by the
results in Section 4, its practical use is limited to a finite set
of problem sizes due to high per-device memory demands.
In order to provide a support for larger problem sizes, in
this paper we address more demanding approaches, i.e., the
Horowitz matrix multiplication and a generalized distributed
version of the algorithm which lessens the memory require-
ments by appropriately selecting the execution parameters.

Focusing on the 3D FFT algorithm, to the best of our
knowledge there are no present studies dealing with its
implementation and evaluation in the heterogeneous desktop
systems. Also, Ogata et. al. [5] agree on the lack of the
studies in this area, when implementing 2D FFT algorithm
in a CPU-GPU environment.

VI. CONCLUSION AND FUTURE WORK

Commodity computers provide a set of heterogeneous
computational resources that are quite powerful but hard
to use as a whole parallel system. This paper proposed a
collaborative execution environment for such heterogeneous
systems, which have been used to program parallel appli-
cations by exploiting task and data parallelism. Based on
the proposed programming environment, CPU and GPUs
have been applied to collaboratively compute matrix mul-
tiplication, and the major 3D FFT tasks, namely 2D and
1D FFT batch execution. Experimental results show that
significant performance benefits are achieved when both
CPU and GPU are used in case of matrix multiplication,
whereas the available interconnection bandwidth between
CPU and GPU limits the performance for FFT batches.

Potential future developments should be conducted in a
manner to re-use the presented modeling principles. This
work should continue to target desktop systems with a
higher degree of heterogeneity, such as systems equipped
with several GPUs and special accelerators. Finally, a set of
topics which will guide our future investigation embraces
the adaption of advanced scheduling policies, performance
prediction, programming applications with different require-
ments, and unlocking the application self-tuning domain in
respect to the current system load and device capabilities.
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