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Abstract: A novel class of high performance dedicated functional units for the computation of the H.264/AVC quanti-
zation and rescaling operations is presented in this paper.Such optimized processing structures are based on a
set of highly flexible and fast architectures, which can be configured to provide different trade-offs in terms of
performance and hardware cost. Experimental results obtained using a Xilinx Virtex-5 FPGA demonstrated
the superiority of the proposed architectures in terms of performance and hardware efficiency. Moreover,
these results also proved that their corresponding functional units can realize the H.264/AVC quantization and
rescaling operations in real-time, for video sequences with resolutions up to the Digital Cinema format.

1 INTRODUCTION

The H.264/AVC standard is nowadays regarded as the
de-factostandard for modern video applications. This
mostly results from its high coding efficiency and in-
creased flexibility to support different classes of ap-
plications, mainly through the use of multiple com-
binations of coding profiles and levels [1]. More-
over, the several extensions that have also been re-
cently introduced to H.264/AVC, e.g., the Fidelity
Range Extensions (FRExt) [2] or the Scalable Video
Coding (SVC) [3] amendment (that most likely will
be supported by most future real-time video encoders
and decoders), provide further and even more signifi-
cant advantages for applications using this standard in
video coding areas different from the traditional TV
broadcasting and video telephony and conferencing.

In what concerns to the basic source-coding al-
gorithm, H.264/AVC implements a block-based mo-
tion compensated transform coding scheme very sim-
ilar to the one adopted in the previous ISO/IEC
MPEG-x and ITU-T H.26x video standards. How-
ever, the complexity constraints of H.264/AVC are
much higher than those of any of its antecessors, ow-
ing to the adopted improved prediction processes and
more elaborate compression techniques [4]. Such
lossy compression procedure is mostly implemented

in the quantization and rescaling (i.e., inverse quan-
tization) stages of the video codec and aims at opti-
mizing the trade-off between compression efficiency
and visual distortion. As a result, in H.264/AVC the
quantization and rescaling operations not only present
significant improvements to its classical realizations,
but they also allow the application of several algorith-
mic optimizations that can reduce its complexity and
provide efficient hardware implementations.

As it can be seen in Figures 1 and 2, these char-
acteristics are most relevant for the implementation
of high performance video encoders and decoders,
since quantization and rescaling significantly affect
both the latency and the performance of such sys-
tems. Consequently, efficient functional units with
low latency response and high data processing capa-
bilities are required for the computation of these op-
erations, especially when real-time operation is con-
sidered. However, achieving a good compromise be-
tween performance, hardware cost and power con-
sumption for such functional units, which are critical
factors in the development of embedded systems, is
not an easy task for a system designer owing to the not
so diminished complexity constraints still imposed by
the H.264/AVC quantization and rescaling operations.

In this paper, a new set of functional units for
the computation of the H.264/AVC quantization and
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Figure 1: Generic block diagram of a H.264/AVC encoder.
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Figure 2: Generic block diagram of a H.264/AVC decoder.

rescaling operations that is capable of overcoming all
the above mentioned constraints is presented. The
proposed functional units can be used to implement
hardware accelerators for the computation of either
the quantization or the rescaling operations. In ad-
dition, these functional units can also be integrated
with other existing processing structures for the com-
putation of the H.264/AVC transforms [5], in order to
develop integrated transform-and-quantization hard-
ware accelerators and thus to optimize the codec over-
all system performance.

The rest of this paper is organized as follows.
In Section 2 the quantization and rescaling algo-
rithms adopted in H.264/AVC are reviewed. Section 3
presents a set of dedicated architectures to implement
such algorithms. Experimental results for the imple-
mentation of these circuits in a Xilinx Virtex5 FPGA
device are provided in Section 4 and Section 5 con-
cludes the paper.

2 QUANTIZATION IN H.264/AVC

2.1 The Quantization Algorithm

Similarly to previous video standards, the quanti-
zation in H.264/AVC is performed using a scalar

quantizer. However, such quantizer implements an
added complexity non-linear quantization function,
which allows the encoder to more accurately man-
age the trade-off between bit-rate and image qual-
ity. To achieve such goal, the H.264/AVC quantizer
supports 52 different Quantization Steps (Qsteps) in
the range between 0.625 and 224, distanced apart
by 12%. These steps are indexed by a Quantization
Parameter (QP) common to all the coefficients of a
transformed block1. Furthermore, the quantizer also
incorporates the Scaling Factors (SFs) that were left
over from the integer transform procedure [6], in or-
der to allow the computation of the transform using
solely integer arithmetic. Equation (1) describes the
operation of an H.264/AVC quantizer, whereZi j is a
quantized coefficient andWi j is the corresponding un-
scaled coefficient of linei and columnj of a given
block of transform coefficients.

Zi j = round

(
Wi j

SFi j

Qstep(QP)

)
(1)

To reduce the complexity of the quantization op-
eration, and thus to simplify and speedup its compu-

1In the High Profiles of H.264/AVC [1], it is possible
to change the quantization step size within a block of coef-
ficients when thefrequency-dependent quantizationtool is
adopted.



QP%6 n= 0 n= 1 n= 2
0 13107 5243 8066
1 11916 4660 7490
2 10082 4194 6554
3 9362 3647 5825
4 8192 3355 5243
5 7282 2893 4559

Table 1: Definition of the values form(QP,n) (see (3)).

tation, an alternative formulation using only integer
arithmetic operations can be adopted for (1) [6]. Such
representation, which is shown in (2), replaces the di-
vision by an integer multiplication and an arithmetic
shift right operation. Moreover, it allows to better
control the quantization procedure near the origin for
all macroblock and transform types, as well as to min-
imize the size of the Look-Up Table (LUT) that stores
all the possible combinations for the SF and QP val-
ues. With such approach, this LUT (identified as MF
in (2)) consists only of 6× 3 different pre-computed
14-bit positive integer values and is indexed using QP
and the position of the coefficients within a block, as
it can be seen from (3) and Table 1. The value off
represented in (2) is presented in (4).

Zi j = round

[(
Wi j

MF(QP)i j

2⌊ QP
6 ⌋

+ f

)
1

215

]
(2)

MF(QP)i j =




m(QP,0) m(QP,2) m(QP,0) m(QP,2)
m(QP,2) m(QP,1) m(QP,2) m(QP,1)
m(QP,0) m(QP,2) m(QP,0) m(QP,2)
m(QP,2) m(QP,1) m(QP,2) m(QP,1)


 (3)

f =





2
3
⌊ QP

6 ⌋ , i f INTRA block
2
6
⌊ QP

6 ⌋ ,otherwise
(4)

The formulation presented in (2) is only valid for
the quantization of the AC transform coefficients, ow-
ing to the smaller dynamic range of the DC coeffi-
cients. This is the consequence of the DC transform
coefficients being transformed not only using a 2D
Discrete Cosine Transform (DCT) function, but also
by a 2D Hadamard transform [1]. As a result, this
distinct behavior for the DC transform coefficients
must be incorporated into the rounding stage of the
quantization process. The final formulation for the
H.264/AVC quantization operation is presented in (5),
which is valid for both the AC (h = 0) and the DC
(h= 1) transform coefficients of INTER and INTRA
macroblocks. The value ofh, represented in (5), is
shown in (6).

Zi j = round

[(
Wi j

MF(QP)i j

2⌊ QP
6 ⌋

+ f ×2h−⌊ QP
6 ⌋
)

1
215+h

]

(5)

h=

{
1 , i f H4×4

∨
H2×2

0 ,otherwise (6)

2.2 The Rescaling Algorithm

The inverse quantization operation consists in the re-
construction of the quantized data, which is typically
achieved by scaling such data by a quantization step
size (Qstep). However, in H.264/AVC this rescal-
ing algorithm presents some modifications, in order
to compensate the changes introduced in the trans-
form procedure (i.e., the Pre-scaling Factors (PFs)
left over from the inverse transform computation [6])
and to simplify its implementation. Consequently,
the H.264/AVC rescaling algorithm is formulated as
shown in (7), whereWS

i j is a scaled coefficient andZi j

is a quantized coefficient.

WS
i j = Zi j ×Qstep(QP)×PFi j ×64 (7)

The constant value 64 in (7) is only used to improve
the accuracy of the H.264/AVC inverse transform pro-
cess. Nonetheless, as a result of such scaling opera-
tion the residue values computed by the inverse trans-
form functions reflect this constant value, and thus do
not correspond to the desired reconstructed residue
valuesŶi j . Consequently, in H.264/AVC the scaled
residue values (̂YS

i j ) are adjusted in the last phase of
the decoding procedure, as shown in Figure 3, in or-
der to obtain the final reconstructed pixel values. Such
operation is shown in (8) and consists in dividing by
64 and rounding towards zero the final results of the
inverse transform operation.

Ŷi j =
ŶS

i j +32

64
(8)

Likewise the quantization algorithm, (7) can also
be rewritten using only integer arithmetic operations,
which allows reducing the complexity of the rescaling
operation and, consequently, to simplify and speed up
its computation. Such alternative formulation, which
introduces no penalty in the PSNR performance [7],
is shown in (9) and was obtained by taking into ac-
count the same set of optimizations described in sub-
section 2.1 for quantization. In this particular case,
the considered optimizations allowed replacing two
multiplications by a shift left operation and an integer
multiplication, where its second operand is obtained
from a LUT indexed using QP and the position of the
coefficients within the block. Furthermore, the LUT
that is involved in the computation of the rescaling
operation (V) also only contains 6×3 different pre-
computed positive integer values, but of 5-bit width
each, as it can be seen from (10) and Table 2.
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AdjustementRescaling
Yij

SZij Wij
S Yij

^

Figure 3: Reconstruction of the residue values.



QP%6 n= 0 n= 1 n= 2
0 10 16 13
1 11 18 14
2 13 20 16
3 14 23 18
4 16 25 20
5 18 29 23

Table 2: Definition of the values forν(QP,n) (see (10)).

WS
i j = Zi j ×V(QP)i j ×2⌊ QP

6 ⌋ (9)

V(QP)i j =




ν(QP,0) ν(QP,2) ν(QP,0) ν(QP,2)
ν(QP,2) ν(QP,1) ν(QP,2) ν(QP,1)
ν(QP,0) ν(QP,2) ν(QP,0) ν(QP,2)
ν(QP,2) ν(QP,1) ν(QP,2) ν(QP,1)


 (10)

Nonetheless, the operation represented in (9) only
allows to obtain valid scaled AC coefficients, since the
values depicted in Table 2 strictly concern to the pre-
scaling factors required for the inverse integer DCT
function. As a result, a more generic formulation
of the rescaling procedure that is valid for both the
AC and the DC coefficients is shown in (11). This
new formulation guarantees that the dynamic range
is maximized for all transform types and that the dif-
ferences in the quantization step sizes for luma and
chroma blocks are accordingly processed. The values
of α andτ are shown in (12) and (13), respectively.

WS
i j =

(
Zi j ×V(QP)i j +α

)
×2⌊ QP

6 ⌋−τ (11)

α =

{
21−⌊ QP

6 ⌋ , i f inverse H4×4
∧
(QP< 12)

0 ,otherwise
(12)

τ =





2 , i f inverse H4×4
1 , i f inverse H2×2
0 ,otherwise

(13)

3 PROPOSED FUNCTIONAL
UNITS

3.1 Quantization Functional Unit

Although the quantization formulation presented
in (5) is relatively simple, its direct implementation in
hardware presents significant disadvantages in terms
of cost and complexity. Such penalty is mostly owed
to the amount and complexity of the involved multi-
plication and division operations, whose computation
requires elaborate and hardware harvesting circuits,
especially when high performance is required.

However, the implementation complexity of (5)
can be greatly reduced by taking into consideration

Architecture Pipeline Registers
Configuration A/B B/C C/D

Unpipelined - - -

2 pipe stages -
√

-

3 pipe stages
√ √

-

4 pipe stages
√ √ √

Table 3: Configurations of the proposed architectures.

the quite specific properties of the H.264/AVC quan-
tization operation [7]. In particular, by recalling that
the underlying algorithm was developed to be imple-
mented in 16-bit integer arithmetic for input data with
9-bit dynamic range2. The only exception to this point
is the productWi j ×MF(QP)i j , which has a 31-bit dy-
namic range. However, the final quantized values are
guaranteed to fall within a 16-bit range. On the other
hand, one of the two multiplications and all the divi-
sions specified in (5) involve operands that are power
of 2 values, and therefore can be replaced by arith-
metic shift-right operations. Nonetheless, such com-
putation can even be further simplified by applying
the distribution property, which allows to use a single
arithmetic shift-right operation to realize all the divi-
sions.

As a result of all these observations, the formula-
tion presented in (5) can be rewritten as in (14), where
ϕ is given by (15) andβ takes the value 0 for INTRA
type blocks and 1 for INTER type blocks. Such less
complex formulation evidences that the computation
of a quantized coefficient may be represented as a
four stage process involving very few integer arith-
metic operators, namely a multiplier, a barrel shifter
and a couple of adders. Figure 4 depicts the architec-
ture that is herein proposed to implement such formu-
lation, which has been denominated as H.264/AVC
Forward Quantization Unit (FQU).

Zi j =
(
Wi j ×MFi j +ϕ

)
>>

(⌊
QP
6

⌋
+15+h

)
(14)

ϕ =

(
2⌊

QP
6 ⌋

3
>> β

)
<< h (15)

The FQU architecture is very flexible, in or-
der to provide high processing rates and sup-
port different configurations with distinct hardware
cost/performance/latency characteristics. Table 3 lists
the processing phases involved in the implementation
of each configuration of FQU. Among such config-
urations, the one requiring fewer hardware resources
consists of a nonpipelined version of the proposed ar-
chitecture. All the other configurations are pipelined

2The transform inputs are prediction residuals and thus
they have a 9-bit range for 8-bit pixel data, which originates
transform coefficients with a maximum 16-bit range.
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Figure 4: Proposed architecture for the quantization unit.

designs with properly balanced stages, where the
number of pipeline stages varies between 2 and 4. As
a result, the latency of the four designs ranges be-
tween one and four clock cycles. Nonetheless, the
throughput for all the designs is always one quan-
tized coefficient per clock cycle. Hence, this provides
the required trade-offs between hardware cost, perfor-
mance and latency.

In what concerns to the functionality of the FQU,
phaseA is used to fetch the scaling factor (MF) and all
the data depending onQP from ROMs. Moreover, the
shift amount for the final adjustment of the quantized
coefficient is also computed in this phase, as well as
the rounding factors for the quantization operation.
However, such rounding operation is only realized in
phaseC, by using the scaled data values that are deter-
mined in phaseB. In fact, it is also in phaseB that the
value to be used in the rounding operation is definitely
computed, so as to keep all the processing phases as
balanced as possible. Lastly, in phaseD the final val-
ues of the quantized coefficients are adjusted using
the barrel shifter and are subsequently made available
at the output port of the FQU.

3.2 Rescaling Functional Unit

The observations that were mentioned in subsec-
tion 3.1 also apply to (11), and can therefore be used
to develop an efficient architecture for the computa-
tion of the rescaling operation. However, in this par-
ticular case the adopted simplification only consists
in using a shift operation to replace an integer multi-
plication by a power of 2 operand. Nonetheless, such
shift operation can consist of an arithmetic shift-right
or shift-left displacement, depending on the operand
sign. Such alternative and less complex formulation
is presented in (16).

WS
i j =





(
Zi j ×Vi j +α

)
>>

(
τ−
⌊

QP
6

⌋)
, i f c1

∨
c2

(
Zi j ×Vi j +α

)
<<

(⌊
QP
6

⌋
− τ
)

,otherwise

c1 : inverse H4×4
∧

QP< 12
c2 : inverse H2×2

∧
QP< 6

(16)

By comparing Figure 5, which depicts the archi-
tecture of the proposed H.264/AVC Inverse Quanti-
zation Unit (IQU) implementing (16), with Figure 4
it is possible to conclude that IQU and FQU are two
very similar structures, with not so different opera-
tion modes. In fact, the architecture of the IQU can
also be configured to implement one out of four dis-
tinct configurations, whose characteristics and offered
performance levels are entirely identical to the corre-
sponding configurations of the FQU. Table 3 clearly
demonstrates this property.

The similarities in the functionality of the two
structures are also quite evident. In fact, the most sig-
nificant difference between the operation mode of the
IQU and FQU architectures concerns to the phase in
which the value to be used in the rounding operation
is computed: in IQU such computation takes place
in phaseA, while in FQU it takes place throughout
phaseA and phaseB. Consequently, the functional-
ity of IQU can be extrapolated from the description of
FQU’s functionality presented in subsection 3.1.

4 IMPLEMENTATION AND
RESULTS

The proposed architectures were fully described
using the IEEE-VHDL hardware description lan-
guage. Such parameterizable generic descriptions
were used to synthesize the two functional units
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Figure 5: Proposed architecture for the rescaling unit.

for a general purpose Virtex5 XC5VFX70TFFG1136
FPGA device, by using the synthesis tool from Xilinx
Design Suite 12.4i, in order to validate its functional-
ity and to assess the involved hardware costs and the
offered performance levels. Tables 4 and 5 present
the results that were obtained for the implementation
of each configuration of the FQU and IQU circuits, re-
spectively, by considering a synthesis procedure ori-
ented for timing performance.

The results shown in Tables 4 and 5 demonstrate
the rather insignificant hardware requirements of the
proposed architectures, independently of the consid-
ered configuration. In fact, the obtained data reveals
that even the implementations of the most hardware
costly structures for each architecture require a sin-
gle DSP48E slice to implement the multiplier and less
than 150 Virtex slices to implement the remaining cir-
cuit elements. This consists only of about 1% of the
total capacity of the adopted FPGA device, which is
considered to be of medium size [8].

Regarding to the obtained performance levels, the
maximum allowed clock frequencies presented in Ta-
bles 4 and 5 evidence the high processing rates that
are offered by the proposed architectures. In fact,
according to such results it is possible to conclude
that the proposed FQU and IQU processing structures
can comply with the real-time requirements of video
codecs up to the Digital Cinema format (2048×4096

Architecture

Nonpipelined
Pipelined

2 stages 3 stages 4 stages

FFs 36 69 136 155

LUTs 69 93 110 102

DSP48Es 1 1 1 1

Max. F. [MHz] 197.7 197.7 282.0 282.0

Applications HD1080p HD1080p Digital Cinema

Table 4: Results of the implementation of FQU in a Xilinx
Virtex5 FPGA.

pixels).
More specifically, Tables 4 and 5 show that the

nonpipelined configurations allow to process video
sequences in real-time with resolutions up to 1080×
1920 pixels, while the pipelined designs are able to
extend such processing capabilities to the 2048×
4096 resolution. Such performance differences re-
sult not only from splitting the critical path of the
two circuits in multiple pipeline stages, but also from
the usage of specialized processing modules of the
FPGA device, namely the DSP48E slice [9]. For the
nonpipelined configurations, the DSP48E slice was
used to implement a fast multiplier, which allowed
to significantly improve the performance of the pro-
posed architectures. Such performance gains were
even greater for the pipelined configurations of all the
proposed designs, which made use of the DSP48E cir-
cuit to implement a very optimized and fast multiply-
and-accumulate unit. Conversely, the performance
differences between the 2-stages and the 3/4-stages
pipelined designs are owed to the reduction in the
setup time of the multiplier operands. By comput-
ing such values in a different pipeline stage, it be-
comes possible to have the DSP48E multiply-and-
accumulate unit operating at a much higher clock
frequency, and therefore to significantly improve the
global circuit performance.

The obtained implementation results also prove

Architecture

Nonpipelined
Pipelined

2 stages 3 stages 4 stages

FFs 46 99 142 154

LUTs 147 136 140 153

DSP48Es 1 1 1 1

Max. F. [MHz] 191.1 198.9 282.0 282.0

Applications HD1080p HD1080p Digital Cinema

Table 5: Results of the implementation of IQU in a Xilinx
Virtex5 FPGA.



that the proposed FQU and IQU architectures effec-
tively allow to trade-off performance for hardware
cost. This can be clearly seen for the nonpipelined,
2-stages and 3-stages pipelined designs, whose hard-
ware resources scale accordingly with the increase
of the maximum allowed clock frequencies. On the
other hand, the data presented in Tables 4 and 5 also
demonstrate that there is not a particular advantage
in using a design with 4 pipeline stages in an FPGA
implementation: the performance gain regarding a 3-
stage implementation is non-existent despite the in-
crease in the hardware cost to implement an extra
pipeline register (register C/D). However, the perfor-
mance gains offered by these configurations are ex-
pected to be quite relevant when different implemen-
tation technologies are considereed (e.g., ASIC), ow-
ing to the typical relatively high propagation time of
barrel shifters.

5 CONCLUSION

A new set of high performance and hardware
efficient functional units for the implementation of
the H.264/AVC quantization and rescaling operations
is proposed in this paper. Such processing struc-
tures consist of very simple dedicated architectures
with a quite flexible organization, in order to support
several different implementations with distinct per-
formance/hardware cost trade-offs and combinations
of functionality. Such characteristics can be used
to develop single functionality non-pipelined and
pipelined circuits for the computation of either the
quantization or rescaling operations of H.254/AVC
codecs. In both cases, the implemented processing
structures can be integrated in H.264/AVC video cod-
ing systems either as specialized functional units of a
general purpose or specialized processor, or as hard-
ware accelerators when multi-core systems are con-
sidered. Experimental results concerning the imple-
mentation of the proposed functional units in a Xil-
inx Virtex-5 FPGA device operating at 282 MHz
demonstrated its reduced hardware cost and high per-
formance levels. In fact, the obtained performance
results revealed that the proposed architectures are
able to process video sequences with resolutions up
to 4096×2048 (Digital Cinema format) in real-time
(30 fps).
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