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Abstract

This paper investigates the problem of scheduling dis-
cretely divisible applications in highly heterogeneous dis-
tributed platforms which deploy modern desktop systems
with limited memory as computing nodes. We propose an
algorithm for hierarchical load balancing at both inter-
and intra-node platform levels which relies on realistic per-
formance models of computation and communication re-
sources. An iterative procedure, based on the proposed
algorithm, is also presented for building accurate perfor-
mance models during the application run-time. The pre-
sented approach was evaluated for a 2D FFT batch applica-
tion executed on a distributed system with four CPU+GPU
nodes. The experimental results show the advantages of us-
ing the proposed approach by outperforming the ”optimal”
implementation by at least 4 times on GPU devices.

1. Introduction

Nowadays, a common practice to increase processing
power involves the construction of complex distributed sys-
tems by interconnecting commodity desktop computers. In
addition to multi-core CPUs, current desktop systems are
equipped with programmable accelerators, such as Graph-
ics Processing Units (GPUs), which raise both the system’s
processing power and the level of intrinsic heterogeneity.
Incorporating those desktop systems as distributed process-
ing nodes results in highly heterogeneous computing plat-
forms that are already recognized as future mainstream dis-
tributed solutions [8]. The research in the area of highly
heterogenous computing is still in its infancy, thus the true
potentials of those systems are yet to be fully explored.

We investigate herein the efficient multi-level schedul-
ing of discretely divisible load (DL) applications on highly
heterogeneous distributed systems. The DL model [12]
represents parallel computations that can be divided into
arbitrary-sized load fractions for independent parallel pro-
cessing with no precedence constraints. The DL theory has

been recently applied to a wide spectrum of scientific prob-
lems, such as image and signal processing, database pro-
cesses, linear algebra and simulations [12]. The DL appli-
cations naturally fit to systems with high level of hetero-
geneity, where architectural differences between computing
devices demand the use of different, often vendor-specific,
programming techniques, models and tools.

In highly heterogeneous distributed environments, the
DL scheduling requires to partition the total application
load into fractions to be processed on computing devices
in each desktop system (node), such that the overall cross-
device and cross-node execution is as balanced as possible.
We propose herein a new DL scheduling algorithm that al-
lows to achieve load balancing at both system levels, i.e.,
inter- and intra-computing node levels. Inter-node load bal-
ancing aims at partitioning the load such that all computing
nodes finish processing at the same time. Intra-node load
balancing is performed at a single desktop system level by
sub-partitioning the node-assigned load fraction such that
the parallel sub-load computations on all heterogeneous de-
vices in a node finish at the same time.

In contrast to the state of the art approaches, we do not
make any assumptions to ease the modeling of computing
devices or other system resources. The load partitioning is
performed according to the real performance models of rel-
evant system parts, which are built from the values obtained
during the application run-time. We model the computa-
tion performance on a per node and a per device basis, as
well as communication at the level of both inter- and intra-
node networks. The load assigned to a single device is sub-
partitioned into many smaller chunks in order to: (i) reduce
the impact of inevitable delays when distributing and re-
trieving the load by overlapping computation and commu-
nication; (ii) efficiently use the bandwidth of bidirectional
asymmetric communication links in desktop systems; (iii)
respect the amount of supported concurrency, and (iv) fit
into the limited device memory. To the best of our knowl-
edge, this is one of the first works that target DL scheduling
problems in highly heterogeneous systems.



2 Related Work

Due to its practical importance, several authors have
already studied divisible load scheduling (DLS) problems
in heterogeneous distributed systems [2–4, 9, 10]. How-
ever, the work proposed herein differs from the current
state of the art approaches in several aspects. First of all,
the above-cited works consider the traditional CPU-only
distributed computing environments, whereas in this pa-
per we target highly heterogeneous hierarchical distributed
platforms which deploy heterogeneous desktop systems
equipped with specialized accelerators (such as GPUs).
Limited by the CPU-only environment, the above-cited
works mainly consider one-port communication model with
symmetric bandwidth. Additionally, we take into account
asynchronous bidirectional full-duplex asymmetric com-
munication models for intra-node device interconnections.
Moreover, to the best of our knowledge, there is only one
publication [1] dealing with DLS problems in CPU+GPU
systems, but only for a specific application type.

In terms of modeling, the usual practice in DLS [1–3]
is to derive the closed-form expressions or optimal algo-
rithms by modeling computation/communication time with
linear or affine functions of the load size. In contrast, we
do not make those assumptions, but we rather model com-
putation and communication via continuous functions con-
structed from the real application execution. The works pre-
sented in [4, 9, 10] also model computation with continu-
ous functions, but they do not consider any communication
modeling. When dealing with limited memory, current ap-
proaches [2, 3] are mainly focused on fitting the input load
into the finite size of either input buffer or main memory of
the computing device. In contrast, we consider a real appli-
cation execution which generally requires additional mem-
ory space to be allocated for data structures used during the
processing. Moreover, the proposed approach allows to as-
sign the computing device with a load fraction that exceeds
the available memory, which is processed in many sub-load
distributions that fit into the device memory. This approach
greatly differs from the other solutions in the literature, such
as [9], where in case of a memory exceeding load, the de-
vice is assigned with the maximum load size and the re-
maining load is re-distributed among the other devices.

Focusing on the highly heterogeneous distributed sys-
tems, their employment for scientific computations repre-
sents a very recent research topic, where the most of sci-
entific efforts investigate porting of domain specific ap-
plications to multi-GPU cluster systems [7, 8]. Only rare
attempts are made on investigating distributed computing
potentials across both CPUs and GPUs, such as [11] for
database applications. To the best of our knowledge, there
are no published scientific studies investigating DLS prob-
lems in highly heterogenous systems.
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Figure 1. Highly heterogeneous system.

3 System Model and Problem Formulation

Let S = (A,D, C,Ψτ ,Ψω,Φι,Φo, µι, µω, µo) be a
highly heterogeneous distributed DLS system, where the di-
visible load A is to be distributed and processed on a set
of |D| heterogeneous desktop systems D = {Di}|D|i=1 in-
terconnected with a communication network C. Figure 1
presents a generalized hierarchical disposition of comput-
ing elements in a highly heterogenous distributed system
with several interconnected desktop systems as comput-
ing nodes. Depicted desktop nodes adopt a master-worker
topology that positions the CPU as the master. In order to
avoid complex indexing schemes, the index i is implicitly
assumed for single desktop system parameters.

Each computing node (desktop system) is defined as
Di = (H, ψτ , ψω, φι, φo) and represented with a hetero-
geneous star network H = (P,B,E). Due to employ-
ment of master cores for execution, a set of m + w pro-
cessing devices is defined as P = PM ∪ PW , where
PM = {p1, ..., pm} is a set of m cores on the CPU master,
and PW = {pm+1, ..., pm+w} is a set of w ”distant work-
ers” in a Di desktop system. The term ”distant worker”
refers to a processing device, such as GPU, connected to the
master via a communication link. E = {em+1, ..., em+w}
is a set of w links that connect the master to the PW distant
workers and the available memory at each distant worker is
described with B = {bm+1, ..., bm+w}.

Let N be a total load of the application A divisible into
load fractions of an arbitrary size x. In contrast to the
usual DL practice to model computation/communication
time with linear or affine functions of the load size x, we de-
scribe these relations with performance functions. Namely,
for each load fraction x processed on a device or communi-
cated over a link for a certain time t, we continuously extend
the obtained discreet values of relative performance (x/t)



by a piece-wise linear approximation to form a performance
function [4]. Hense, those performance models are more re-
alistic in capturing the behavior of applications and complex
heterogeneous systems characteristics [10]. We consider hi-
erarchical performance modeling for highly heterogeneous
distributed systems via: i) inter-node models at the overall
system level to describe the performance of each desktop
system (Ψτ , Ψω , Φι and Φo functions); and ii) intra-node
models at the level of each device in a desktop system (ψτ ,
ψω , φι and φo functions).

Intra-node functions ψω = {ψωj (x)}m+w
j=1 model the rel-

ative computation performance of each P device as a func-
tion of the load size x. Bidirectional full-duplex asymmetric
bandwidth of each link from E is modeled with φι(x) and
φo(x) functions (where index ι reflects the communication
direction from the master to a distant worker, and index o
from a distant worker to the master). Dedicated links for
each master-distant worker pair allow modeling of total rel-
ative performance with ψτ (x) function, calculated as the
ratio between the load size x and the total time taken to
process and communicate the load with the master in a Di

system. Focusing on inter-node performance models, rela-
tive computation performance of each D desktop system is
modeled with Ψω = {Ψωi(x)}|D|i=1 functions by consider-
ing the total time needed to communicate and process the
assigned load fractions on all devices in a Di desktop sys-
tem. Bidirectional bandwidth of C links between two pairs
of distributed desktop systems is modeled with Ψι(x) and
Ψo(x) functions. In this paper, we mainly address the DLS
problem where total application loadN is accessible in each
desktop system Di, namely to master processors. Never-
theless, the proposed approach is general enough to allow
definition of different distribution schemes, which depend
on the distributed network topology, by specifying the C set
interconnection structure. The total relative performance,
Ψτ (x), is calculated using the total time taken to distribute
and process the load on a desktop system.

Current research in limited memory DLS [2,3,9] mainly
focuses on fitting the input load size into the worker’s mem-
ory (or input buffer) without considering the allocation of
additional memory during processing. For traditional CPU-
only distributed systems this requirement is usually ne-
glected, due to possible allocation in virtual memory ad-
dress space, which can not be assumed for accelerators,
such as GPUs. Therefore, we characterize the application
by input, output and execution memory requirement func-
tions, µι(x), µo(x), and µω(x, P ), respectively. We also
define the execution memory requirement µω(x, P ) as a
function of load size x and device type P , to reflect that
different per-device implementations of the same problem
might have different memory requirements.

In order to establish the efficient DL scheduling in highly
heterogenous distributed systems, there are three problem
parts that must be carefully addressed. The first part of

the problem is how to divide the total load N into fractions
α = {α1, ..., α|D|} to be simultaneously processed on each
Di heterogeneous desktop system, such that the load dis-
tribution α is as balanced as possible. The second part of
the problem is how to divide each αi sub-load into frac-
tions βi = {βi,1, ..., βi,m, βi,m+1, ..., βi,m+w} to achieve
load balancing between each master core and distant worker
p1, ..., pm, pm+1, ..., pm+w in aDi desktop system. Finally,
the third part of the DLS problem is how to sub-partition
a given load fraction {βi,j}m+w

j=m+1 in terms of number of
chunks and number of sub-load distributions at the distant
worker pi,j according to: (i) relative performance models
of computation, ψωi,j , and asymmetric full-duplex network
links, φιi,j , φoi,j ; (ii) amount of concurrency supported by
the pi,j ; and (iii) limited worker’s memory bi,j , such that
the processing is finished in the shortest time.

4 Divisible Load Scheduling Algorithm for
Highly Heterogeneous Systems

We propose herein a three-step algorithm for efficient
DL scheduling on highly heterogeneous distributed systems
that employ heterogeneous desktop computers as process-
ing nodes. In the first step, inter-node α-distribution is de-
termined by partitioning the total application load N. In the
second step per-device load sizes are decided for intra-node
β-distributions, whereas in the third step βi,j sub-loads are
further sub-partitioned for each distant worker in a node.

Step 1 – α distribution determination. Inter-node α
distributions are calculated by applying the results of the re-
search conducted in [10], for the case without any commu-
nication modeling, to our communication-aware total per-
formance functions Ψτ (x). Hence, the optimal load distri-
bution lies on a straight line that passes through the origin
of the coordinate system and intersects Ψτ (x), such that:

α1

Ψτ1 (α1)
= · · · =

αi

Ψτi (αi)
= · · · =

α|D|

Ψτ|D| (α|D|)
;

|D|∑
i=1

αi = N (1)

Step 2 – β distribution determination. Similarly, the
optimal intra-node βi load distribution for each desktop sys-
tem Di lies on a straight line that passes through the origin
of the coordinate system and intersects the communication-
aware ψτ (x) total performance functions, such that:

βi,1

ψτi,1 (βi,1)
= · · · =

βi,m+w

ψτi,m+w
(βi,m+w)

;

m+w∑
j=1

βi,j = αi (2)

Step 3 – γ distribution determination. In this
step, each previously calculated βi,j load is further sub-
partitioned to reduce the processing time at the single
distant worker level by overlapping communication and
computation of sub-partitions. In order to avoid com-
plex indexing schemes, in following equations the in-
dexes i and j refer to the parameters of a ”distant
worker” pi,j in a desktop system Di. We allow parti-
tioning of the βi,j load into sub-load distributions Γ =
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(a) Overlap of a single communication with computation at the time.
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(b) Complete concurrency between communication and computation.

Figure 2. Overlapping concurrency amounts.

{Γ(k)}, 1 ≤ k ≤ |Γ|, where each consists of sub-load
fractions Γ(k) = {γkl }, 1 ≤ l ≤ |Γ(k)|, such that:

|Γ|∑
k=1

|Γ(k)|∑
l=1

γkl = βi,j .

During the DL processing, Γ(k) sub-distributions are sched-
uled in-order, whereas γkl fractions are executed in an
overlapped fashion in each sub-distribution. To deal with
limited memory, the sum of memory requirements (input,
output and execution) of sub-fractions γkl in a Γ(k) dis-
tribution must fit into the available memory size bi,j of
a distant worker pi,j in Di computing node, such that:
|Γ(k)|∑
l=1

(
µι(γkl ) + µw(γkl , pi,j) + µo(γkl )

)
≤ bi,j , ∀k ∈ {1, |Γ|}.

In fact, the load chunks γkl in each Γ(k) distribution are al-
lowed to consume the whole available memory of a distant
worker, due to the possibility of releasing it between con-
secutive and independent sub-load Γ(k) distributions.

In Fig. 2, the optimal overlap of three load fractions
in a single load distribution is depicted for different con-
currency amounts between the transfers. The linear pro-
gramming formulation states the necessary conditions to
optimally overlap subsequent load fractions in a Γ(k) sub-
distribution for case in Fig. 2(a), where tδ(Γ(k)) is Γ(k) total
processing time.

MAXIMIZE ψδ(Γ(k))=

∑|Γ(k)|
l=1

γkl

tδ(Γ(k))
SUBJECT TO:∑|Γ(k)|

l=1 γkl ≤ βi,j (3)∑|Γ(k)|
l=1

(
µι(γ

k
l ) + µω(γkl , pi,j) + µo(γkl )

)
≤ bi,j (4)

γk1
ψω(γk1 )

≥ γk2
φι(γ

k
2 )

;
γk3

ψω(γk3 )
≥ γk2

φo(γk2 )
(5)

γk2
ψω(γk2 )

≥ γk1
φo(γk1 )

+
γk3

φι(γ
k
3 )

(6)

∀l ∈ {4, |Γ(k)|}

γkl
φι(γ

k
l

)
≤

γkl−1

ψω(γk
l−1

)
−

γkl−2

φo(γk
l−2

)
;

γkl
ψω(γk

l
)
≥

γkl−1

φo(γk
l−1

)
(7)

In order to select the distribution that efficiently uses
both the computation power of the distant worker pi,j ,
ψω , and the asymmetric bandwidth of the ei,j network
link, φι and φo, the sub-distribution maximum relative
performance, ψδ(Γ(k)), is defined as the optimality crite-

rion. This criterion also allows the selection of a solu-
tion which minimizes the impact of the intrinsic commu-
nication overhead in the first, γk1/φι(γ

k
1 ), and the last load

fraction, γk|Γ(k)|/φo(γ
k
|Γ(k)|), to the overall Γ(k) execution

time. Satisfying all the above-mentioned conditions is re-
stricted not only by the system’s capabilities and supported
amount of concurrency, but also by the application’s com-
putation and communication characteristics. In a general
case, it might not even be possible to satisfy all conditions
at the same time, thus we propose herein an algorithm that
finds a sub-optimal Γ distribution from a closed set Γ∗ =

{Γq}|Γ
∗|

q=1, where
∑|Γq|
k=1

∑|Γ(k)
q |

l=1 γkq,l = βi,j ,∀q ∈ {1, |Γ∗|},∑|Γ(k)
q |

l=1 (µι(γ
k
q,l) + µω(γkq,l, pi,j) + µo(γ

k
q,l)) ≤ bi,j ,∀q, k:

Γ = Γr; ψτ (Γr) = max{ψτ (Γq)}|Γ
∗|

q=1 ; ψτ (Γq) = βi,j/tτ (Γq)(8)

where the distribution Γq is described with a total pro-
cessing time tτ (Γq) and total relative performance ψτ (Γq).
Therefore, we propose a six-step procedure to construct the
Γ∗ set. Due to space limitations, the main functionalities
are presented herein and more details can be found in [6].

Step 3.1. Determination of the initial optimal distri-
bution with three load fractions. Initially, the optimal so-
lution search space limits are determined by finding min-
imum and maximum values for γ1

1,1, γ1
1,2, and γ1

1,3 load
fractions [6]. For the case presented in Fig. 2(a), the pro-
cess of finding the optimal initial solution requires to build
interpolated curves from a discreet set of values: (i) φ(x1)

ι

from φι and x1 ∈ [γ1
1,1min

, γ1
1,1max

], and (ii) φ(x3)
o from

φo and x3 ∈ [γ1
1,3min

, γ1
1,3max

]. The optimal solution with
three load fractions is the solution with maximum relative
performance, ψδ , that satisfies (3), (4) and (6) and lies on a
straight line passing through the coordinate system’s origin:

γ1
1,1+γ1

1,3

φ
(x1)
ι

(
γ1
1,1+γ1

1,3

) =
γ1
1,2

ψω

(
γ1
1,2

) , γ1
1,1+γ1

1,3

φ
(x3)
o

(
γ1
1,1+γ1

1,3

) =
γ1
1,2

ψω

(
γ1
1,2

) .
If no optimal initial distribution is found, the procedure

continues with Step 3.5.
Step 3.2. Generate additional three-fraction distribu-

tions. If permitted by (3), (4), and application characteris-
tics, at most three additional distributions are created from
the optimal initial distribution in order to satisfy (5). Ini-
tially, {γ1

q,2}4q=2 = γ1
1,2, γ1

2,3 = γ1
1,3 and γ1

3,1 = γ1
1,1

values are assigned, and the remaining loads are deter-
mined to allow overlapping of computation with commu-
nication in {γ1

q,2}4q=2. Namely, the values lie on a straight
line passing through the coordinate system’s origin, such
that (3), (4), (5), and:

γ1
2,1

ψω

(
γ1
2,1

) =
γ1
1,2

φι

(
γ1
1,2

) , γ1
2,1 = γ1

4,1

γ1
3,3

ψω

(
γ1
3,3

) =
γ1
1,2

φo

(
γ1
1,2

) , γ1
3,3 = γ1

4,3.

Step 3.3. Insert additional load fractions into existing
sub-distributions. In order to determine the possibilities to



insert another load fraction into the current sub-distribution
schedules, {Γ(|Γq|)

q }|Γ
∗|

q=1 sub-distributions are evaluated us-
ing the procedure from [6]. Each sub-distribution is as-
signed with two real values representing the maximum
available time frames for the additional load fraction, i.e.,
tιq,a and tωq,a (a = |Γ(|Γq|)

q | + 1), where tιq,a and tωq,a
correspond to (7). The γ|Γq|q,a load fractions lie on a straight
line passing through the coordinate system’s origin, such
that (3), (4), (7), and:

γ
|Γq|
q,a

ψω(γ
|Γq|
q,a )

= tωq,a or γ
|Γq|
q,a

φι(γ
|Γq|
q,a )

= tιq,a.

The values obtained represent the last load fractions
which are inserted in the current Γq sub-distribution and
an additionally created sub-distribution by duplicating the
current schedule. If (3) and (4) are not satisfied, the sub-
distribution is marked as examined. Otherwise, this step is
iteratively repeated, until all {Γ(|Γq|)

q }|Γ
∗|

q=1 are examined.
Step 3.4. Generate new sub-distributions by restarting.

In each {Γq}|Γ
∗|

q=1 schedule the new sub-distribution is added
by performing the complete procedure (from Step 3.1) on
the remaining unscheduled load:

βi,j −
∑|Γq|
k=1

∑|Γ(k)
q |

l=1 γkq,l,∀q ∈ {1, |Γ
∗|} (9)

If the amount of remaining load is insufficient to produce
the optimal three-fraction sub-distribution, the algorithm
proceeds with Step 3.5.

Step 3.5. Expand all sub-distributions. In this step, each
schedule {Γ(|Γq|)

q }|Γ
∗|

q=1 is expanded with a single load sub-
distribution, which size is calculated from (9) satisfying (3)
and (4), or with multiple single-fraction distributions which
are iteratively assigned to meet conditions (3) and (4).

Step 3.6. Select the schedule with maximum relative per-
formance. As previously stated, the final schedule Γ is se-
lected from the Γ∗ set according to (8).

5 Iterative Modeling Procedure

The algorithm proposed in Section 4 relies on relative
performance models of system resources that are usually
not known a priori. Based on the presented algorithm, we
propose herein an iterative procedure with two main phases
(initialization and iterative phase), which allows to build
the partial performance models during the application run-
time and to make scheduling decisions by relying on con-
structed performance functions. Both initialization and it-
erative phase consists of three steps to determine α, β and
γ distributions of the total application A load N.

Initialization phase commences with the determination
of the α and β distributions. Due to the fact that per-
formance of neither inter- nor intra-node resources are not
known, each heterogeneous desktop system Di is assigned
with αi = N/|D| load fractions, which are further subdi-
vided into βi,j sub-fractions, such that βi,j = αi/(mi +

wi). For each distant worker {pi,j}, i ∈ {1, |D|}, j ∈
{mi + 1,mi + wi}, the γ distributions are determined by
iteratively splitting the initial βi,j load into sub-fractions us-
ing a factoring-by-two strategy:

γ
(1)
i,j,l =

[(
1

2

)l
βi,j

]
(10)

In a general case, factoring-by-two strategy yields a
single sub-distribution Γ

(1)
i,j with load fractions calculated

with (10). However, for limited memory systems, the cal-
culated sub-distribution might exceed the available device
memory. Thus, we propose a recursive procedure that sub-
partitions load-fractions from the original sub-distribution
into additional sub-distributions by applying the factoring-
by-two strategy, until Γi,j satisfies (3) and (4). After the
Γi,j schedule is processed, the initial inter- and intra-node
performance models are built via piece-wise linear approx-
imations from the real execution values [4]. Namely, intra-
node performance models (ψωi,j , φιi,j , φoi,j and ψτ i,j)
are constructed from the values obtained from each load-
fraction, and ψτ i,j is further extended with the values from
each sub-distribution execution, whereas inter-node models
(Ψωi, Φιi, Φoi and Ψτ i) are constructed from the overall
load execution values at the desktop system level.

At the beginning of the iterative phase, the new α and β
load distributions are calculated for eachDi system and pi,j
device by applying (1) and (2) to the total performance mod-
els, Ψτ and ψτ . For each distant worker, γ sub-distributions
and sub-load fractions are calculated using the six-step pro-
cedure presented in Section 4 by relying on built perfor-
mance models. After the assigned loads are processed, the
models are updated with the newly obtained values and the
execution times at the inter-node level are compared. If the
relative differences satisfy the given accuracy, the procedure
stops by marking the current distributions as load balanced,
otherwise the iterative phase is repeated until load balanc-
ing is achieved. More details on iterative performance mod-
eling for heterogenous systems can be found in [5].

6 Experimental Results

The proposed approaches for load balancing and per-
formance modeling were evaluated in a real nondedi-
cated highly heterogeneous computing cluster with four
CPU+GPU desktop nodes. Each desktop system consists
of an Intel Core 2 Quad Q9550@2.83 GHz CPU with
12 MB L2 cache and 4 GB of DDR2 RAM, and an NVIDIA
GeForce 285 GTX@1.476 GHz GPU with 1 GB of global
memory. The GPU is connected to the CPU with PCI Ex-
press 2.0 x16 bus, where only a single transfer can be suc-
cessfully overlapped with computation at the time. The
inter-node heterogeneity is introduced by employing a dif-
ferent number of CPU cores in each desktop node to create
a highly heterogeneous system in terms of both computing



Table 1. Node Distributions per Iteration
Node Iteration

α β distribution γ GPU-only

distr. GPU Core 1 Core 2 Core 3 distribution Speedup

N1
2 233 166 25 21 21 {{22,41,18,8,4,1},{8,14,18,20,9,3}} 4.3
3 249 193 22 17 17 {{22,41,18,8,4,2,1},{14,26,36,16,5}} 4.3
4 275 217 24 17 17 {{22,41,18,8,4,2,1},{22,41,18,8,4,2,1,1,...}} 4.1

N2
2 198 154 22 22

–
{{11,19,24,27,12,6,3,1},{10,17,8,4,2,1,1,...}} 4.3

3 258 212 23 23 {{19,35,15},{19,35,15,7,3},{9,17,22,10,5,1}} 4.2
4 250 206 22 22 {{19,35,15,7,3},{19,35,15,7,3,2,1},{7,12,15,7,3,1}} 4.2

N3
2 148 127 21

– –
{{8,14,17,18,18,17,15,7,3,2,1},{1,2,3,1}} 4.6

3 241 215 26 {{17,32,45,20,1},{17,32,14,7,3,2,1,1...}} 4.2
4 263 236 27 {{17,32,44,19,9,1},{17,32,44,19,2}} 4.4

N4
2 445 445

– – –
{{8,14,18,20,21,21,9,4,2,1}×2,{8,14,18,20,21,9,4,2,1},{8,14,18,20,21,21,9,1}} ∞

3 276 276 {{20,37,16,7,3,2,1},{20,37,16,7,3,2,1},{18,34,15,7,3,2,1,1,...}} ∞
4 236 236 {{20,37,16,7,3,2,1},{20,37,16,7,3,2,1},{11,21,10,5,3,2,1,1,...}} 4.1
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Figure 3. Per-device performance models ψt obtained for tested FFT kernels of size x× 512× 512.

power and the number of available computing devices. The
GPU was employed for processing in all nodes with a single
CPU core dedicated to control the execution. The consid-
ered scenario realistically reassembles the multi-user mode
for nondedicated systems, where users are allowed to use
a portion of the cluster’s computing power, while the rest
of the resources might be reserved. Table 1 presents the
test configuration of the heterogeneous desktop nodes. The
performance models of resources were not known a priori,
thus the iterative procedure was applied when executing a
DL application with two forward and inverse 2D batch dou-
ble floating complex Fast Fourier Transforms (FFT) of size
1024 times 512× 512, divisible in the first dimension. The
optimal vendor-provided implementations were used, i.e.,
NVIDIA’s CUFFT 3.2 (GPU) and Intel MKL 10.3 (CPU).

In the first iteration, the total load is partitioned using
the initialization phase procedure (see Section 5) where
each node is assigned with α = {αi = 256}4i=1

chunks, and subdivided into β distributions: β1 =
{β1,j = 64}4j=1, β2 = {β2,1 = 86 (GPU), β2,j =

85 (CPU Cores)}3j=2, β3 = {β3,j = 128}2j=1, and

β4 = β4,1 = 256. The GPU loads are sub-
partitioned with factoring-by-two strategy: Γ1 = Γ

(1)
1 =

{32, 16, 8, 4, 2, 1, 1}, Γ2 = Γ
(1)
2 = {43, 22, 11, 5, 3, 1, 1},

Γ3 = {Γ(k)
3 = {32, 16, 8, 4, 2, 1, 1}}2k=1 and Γ4 = {Γ(k)

4 =
{32, 16, 8, 4, 2, 1, 1}}4k=1, where load fractions are exe-
cuted in overlapped fashion in each sub-distribution. In
each node, the execution times obtained at the levels of β
distributions, Γ(k) sub-distributions and γ(k)

l load-fractions
are used to build the initial performance models of the de-
vices in each node (ψω , φι, φo, and ψτ ). The times obtained
at the α distribution level are used for inter-node perfor-
mance modeling (Ψω , Φι, Φo, and Ψτ ). In detail, after the
initial run, the performance of node 1 was modeled with 12
points in total (11 actual points and 1 accuracy point), 11
points (10+1) for node 2, whereas 20 points (11+9) were
obtained for node 3 and 34 points (9+25) for node 4. An
actual point actively contributes to the piece-wise approxi-
mation of the partial performance models, whereas the ac-
curacy point updates the value of previously obtained actual
point to improve the modeling accuracy.

In each subsequent iteration, the constructed perfor-
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Figure 4. Comparison of obtained performance models ψt for tested FFT kernels of size x×512×512.

mance models were used to calculate the α, β, and γ dis-
tributions with the procedure from the iterative phase (see
Section 5) that employs the scheduling algorithm proposed
in Section 4. Table 1 presents the obtained distributions for
each node and iteration. With the proposed algorithm, the
load balancing was achieved in only 4 iterations, and the
obtained relative performance models for each node and de-
vice (after the final iteration) are presented in Fig. 3. In de-
tail, in only four iterations the performance was modeled
with 95 points (34+57) for node 1, 85 points (36+45) for
node 2, and 159 points (28+127) for node 4. The two GPU
models in Fig. 3(c) demonstrate the ability of the proposed
approach to provide multi-functional performance model-
ing for a single device. The multi-functional performance
modeling is possible when total performance approxima-
tion values diverge very quickly from the approximation
values for non-overlapped device performance, thus allow-
ing to build two total performance models for a single dis-
tant worker. Thus, the performance of node 3 is modeled
with 93 points (21 actual, 59 accuracy and 17 points for the
non-overlapped GPU total performance).

Table 1 also presents the benefits of using the proposed
algorithm to accelerate the standard CUFFT implementa-
tion by considering GPU-only execution (including com-
munication with the master) in each node and iteration.
With careful scheduling of communication and computa-
tion, we were capable of outperforming the CUFFT imple-
mentation in all iterations by at least 4.1 times. The speedup
values of∞ correspond to the assigned problem sizes which
are not directly executable on the GPUs with the CUFFT li-
brary due to the devices’ limited memory. The maximum
executable problem for tested GPUs was two forward and
inverse 244× 512× 512 2D batch double floating complex

FFTs. However, with the proposed approach it is possible
to execute even the problem size of 445× 512× 512 on the
same GPU device (iteration 2 on node 4), while preserv-
ing the GPU performance (see Fig. 3(d)). The slight per-
formance fluctuations are due to the nondedicated nature of
the tested system, where other users were allowed to employ
unused node resources. This practically means that, by re-
lying on the proposed algorithm, it was possible to process
problem sizes that are almost twice as big as the maximum
executable problem size with the standard CUFFT library
on the same GPU device, which generally require the use of
2 GPUs in a single computing node.

6.1 Comparison with the state of the art

In order to provide a better insight on the efficiency of
the proposed algorithm, we conducted a comparison with
the only currently available iterative approach [9] to achieve
load balancing that relies on functional performance mod-
els and considers distributed limited memory systems. Al-
though this approach is developed without any communi-
cation awareness, it can be straightforwardly applied to our
communication-aware total performance curves Ψt and ψt.
As previously referred, the proposed algorithm and the ap-
proach from [9] greatly differ in how the load sizes which
exceed the device’s memory limits are treated. Whilst we
fraction the exceeding load into many sub-load distributions
satisfying the device’s memory limitations (resulting in a
complete processing of the exceeding load on a device), the
approach from [9] assigns the maximum executable prob-
lem size and redistributes the remaining load.

Figure 4 presents the comparison of obtained total
GPU performance models ψt when executing the above-
mentioned DL application for the same number of itera-



tions, i.e., 4, using the proposed algorithm and the approach
from [9]. Due to the bounded load assignment procedure
for the GPU devices (with the load sizes less or equal to the
maximum executable problem size), the performance mod-
els obtained with the approach from [9] approximate the
relative GPU performance up to the value of 244 for the
load fraction size. In terms of performance modeling, by
using the approach from [9] the total number of points ob-
tained for modeling is equal to the number of iterations, i.e.,
4 points for the GPU’s total performance in each computing
node. In contrast, by relying on the proposed algorithm, we
obtained 24 actual approximation points for GPU perfor-
mance in node 1 (excluding the accuracy points), 30 actual
points in node 2, 13 (17 for GPU non-overlapped perfor-
mance model) in node 3, and 28 points in node 4.

In total, by using the proposed approach, we were ca-
pable of modeling the performance of a highly heteroge-
neous system with 432 approximation points in 4 applica-
tion runs. On the other hand, the total number of approxi-
mation points used for system modeling with the approach
from [9] was 47 for the same number of iterations. As a
result, the obtained performance models with the proposed
approach are more accurate in representing the real system
behavior, as the models are built with almost 10 times more
points than with the current state of the art approach for the
same number of application runs. Considering the execu-
tion time in the final (fourth) iteration, the load balancing
attained with the proposed algorithm results in a total ap-
plication execution time of 0.8 seconds, whereas using the
approach from [9] it takes about 2.5 seconds to process the
whole application load. This means that the proposed al-
gorithm was capable of outperforming the state of the art
solution by more than 3 times in the achieved DL applica-
tion overall make-span by optimizing the utilization of the
resources in highly heterogenous distributed systems.

7 Conclusions

This paper proposes a novel algorithm for scheduling
discretely divisible applications in highly heterogeneous
distributed systems with computing nodes built of current
desktop systems that additionally employ specialized co-
processors, such as GPUs. The algorithm relies on realistic
performance models of devices, computing nodes and both
inter- and intra- communication links. It achieves hierar-
chical load balancing at multiple system levels by specif-
ically taking into account the device memory limitations
and application characteristics. It also considers an intra-
node bidirectional asymmetric full-duplex communication
model and supported level of concurrency to provide effi-
cient device-level overlapping of communication and com-
putation in desktop nodes. An iterative procedure based on
the proposed algorithm is also presented that allows online
partial performance modeling of the platform’s resources.

The presented approach was experimentally evaluated for
an FFT computation using optimized libraries on a hetero-
geneous distributed platform consisting of four CPU+GPU
desktop nodes. The obtained results show its capability to
outperform the standard implementation by about 4 times
for GPU-only execution. In only four iterations, the sys-
tem performance is modeled with 432 points, which corre-
sponds to 10 times more points than with the current state
of the art approaches. Moreover, the efficient resource uti-
lization is also evidenced by the achieved load balancing
solution that outperforms related works by about 3 times.
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