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Abstract. Accurate characterization of modern systems and applications requires run-time and simultaneous assessment of several executionrelated parameters. Although hardware monitoring facilities in modern
multi-cores allow low-level profiling, it is not always easy to convert the
acquired data into insightful information. For this, a low-overhead monitoring tool (SchedMon) is proposed herein, which relies on hardware
facilities and interacts with the operating system scheduler to capture
the run-time behavior of single and multi-threaded applications, even in
presence of nested parallelism. By tracking the attainable performance,
power and energy consumption of monitored applications, SchedMon also
allows their insightful characterization with the Cache-aware Roofline
model. In addition, the proposed tool provides application monitoring,
either in their entirety or at the level of the function calls, without requiring any changes to the original source code. Experimental results show
that SchedMon introduces negligible execution overheads, while capturing the interference of several co-scheduled SPEC2006 applications.
Keywords: Power and performance monitoring · application characterization · power and performance counters
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Introduction

Modern computing systems are complex heterogeneous platforms capable of sustaining high computing power. However, taking advantage of such complex systems requires accurate real-time monitoring tools to characterize the execution
of running application. As such, these tools allow identifying possible application and architecture performance bottlenecks for real-case scenarios, thus giving
both the programmer and the computer architect hints on potential optimization
targets. While many profiling tools are developed in the last years, e.g., PAPI [4]
and OProfile [5], it is not always easy to convert the acquired data into insightful information. This is particularly true for modern processors, which comprise
very complex architectures, including deep memory hierarchy organizations, and
for which several architectural events must be simultaneously analyzed.
Taking into account the complexity of modern processor architectures and
the effects of having different applications running concurrently in multiple cores,
the Cache-aware Roofline Model (CARM) [7] was proposed, which unveils architectural details that are fundamental in nowadays application and architectural
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optimization. The CARM [7] is a single-plot model that shows the practical
limitations and performance upper-bound of modern multi-core general-purpose
architectures. It models the attainable performance of a computer architecture
by relating the peak floating-point performance (Flops/s), the operational intensity (Flops/byte), and the peak memory bandwidth for each cache level in
the memory hierarchy (Bytes/s). Hence, the CARM considers data traffic across
both on-chip and off-chip memory domains, as it is perceived by the core.
In this paper, a new application-oriented performance and energy monitoring tool (SchedMon) is proposed1 that provides full control over the underlying hardware interfaces and translates their full functionality into an intuitive
command-line interface. SchedMon allows not only to obtain the hardware event
counts of the target application, but also to perform run-time sampling of the
application execution either in its entirety or at the level of the function calls. As
a result, it allows a finer granularity evaluation of the benchmarking application
without requiring any changes to the original source code. In addition, SchedMon
is not limited to single-threaded applications, as it allows per-thread monitoring of nested child threads and the complete scheduling path reconstruction of
a multi-threaded application execution. Experimental results demonstrate that
the proposed SchedMon is a highly accurate low overhead monitoring tool that
also allows identifying the interference between multiple running applications.
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Related Work

Most modern processors contain Performance Monitoring Units (PMUs) that can
be configured to count micro-architectural events such as clock cycles, retired
instructions, branch miss-predictions and cache misses. To count these events,
a small set of Model-Specific Registers (MSRs) is provided, which limits the
total number of events that can be simultaneously measured (e.g., 4 on Intel Ivy
Bridge and AMD Athlon, and 6 on ARM Cortex-A8).
Recent architectures also provide a set of specific MSRs that allow extracting
power consumption information at runtime (e.g., Running Average Power Limit
(RAPL) on Intel [8] and ”Current Power in Watts” MSR on AMD [2]). However,
special permissions might be required in order to access these MSRs.
There are several options in the literature that provide access to performance
and/or energy hardware counters, e.g., perfctr [11] and perfmon2 [9] (deprecated from kernel 2.6.32) and perf events [13], which are low-level interfaces.
Perf events is built around file descriptors, and it can be configured by using
a single system call. Furthermore, from Linux kernel 3.14, it includes a RAPL
interface. Nevertheless, both energy and performance MSRs can be assessed and
configured through the Linux MSR driver.
Since the previous described interfaces are not always trivial for the common
user, there are also several other tools that target flexibility and easy configuration. This is the case of PAPI [4], OProfile [5], perf [1], SpyMon [3] and
1

The proposed tool will be made available upon paper acceptance.
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Fig. 1. SchedMon’s components interaction and disposition in the OS privilege layers.

LIKWID [12], among others. Some of these tools make use of the perf events
interface in order to obtain its functionality (PAPI, OProfile and perf), while
LIKWID uses the Linux MSR interface directly.
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Scheduler-based Monitoring Tool: SchedMon

The herein proposed SchedMon monitoring tool targets the profiling of complex
applications with nested multi-threading, either in its entirety or at the level of
user-specified functions. Accuracy of the measurements are achieved by interfacing with the Operating System (OS) scheduler such as to guarantee monitoring
isolation from external threads. To fulfill the target objectives while imposing
minimum overheads to the running applications, it encapsulates its full functionality in two specifically developed components, namely: i ) a Linux kernel
module, or driver, which implements the SchedMon core functionalities; and ii )
a user-space tool (smon), which extracts the whole functionality of the underlying
driver and translates it into a simple and intuitive user interface.
Figure 1 illustrates the disposition of the SchedMon’s components in the OS
privilege layers, as well as their interaction mechanisms. The communication
between the user-space and the driver is made by means of memory mapping
and I/O specific system-calls (mmap and ioctl) to the SchedMon’s device. The
SchedMon’s device represents a specially created file in /dev directory, which
triggers specific driver functions upon receiving the requests from the user-space.
The set of user-space requests is integrated in the SchedMon’s library to ease
the access to the driver functionality from the smon user-space tool.
An additional communication mechanism between the main SchedMon’s components is provided via a memory-mapped Ring-Buffer. The Ring-Buffer represents a shared memory medium between the user- and kernel-space, and it holds
the requested monitoring information (samples). The monitoring samples are obtained by the Linux kernel module, which is responsible for the direct interaction
with the hardware monitoring facilities. For example, the monitoring samples
may refer to the performance and power/energy consumption information, which
is obtained from the PMU and RAPL facilities, respectively. In addition, a set
of software events is also provided as monitoring samples, e.g., task scheduling
or fork events, which are obtained by direct interaction with the OS scheduler.
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By coupling the functionality of the driver and smon tool, SchedMon also integrates novel approaches for performance analysis based on CARM and function
call tracing, easing application performance evaluation and bottleneck detection.
3.1

SchedMon’s Linux Driver

As previously referred, SchedMon’s driver integrates the main functionality of the
tool. It is specifically designed to provide a finer control over the tool execution,
as well as to reduce the amount of monitoring overheads.
Depending on the user-space request, different system call types trigger different operation modes in the SchedMon’s driver, namely:
– ioctl for setting event configurations and registering monitoring tasks;
– mmap for initializing the shared memory Ring-Buffer;
– poll to implement the synchronization mechanisms that coordinate the read
and write operations over the allocated Ring-Buffer.
By relying on these calls, the full control and configuration of SchedMon’s driver
can be attained from the user-space. In brief, these mechanisms allow exploiting
the full functionality of the driver, including: i ) profiling configuration (events,
event-sets and profiling environment); ii ) profiling of multi-threaded applications; iii ) OS scheduling event detection; and iv ) handling of different sample
types, sampling methods and event multiplexing.
In particular, SchedMon keeps all the profiling configurations (events, eventsets and environment) inside the driver. As presented in Fig. 2, there are three
main structures for registering the performance configurations, namely:
– event - holds configuration of an architecture-specific Performance Monitoring Event (PME), e.g., Intel’s event-specific PERFEVTSEL configuration [8];
– event-set - a set of PMEs to be configured in the PMU, including selected
Performance Fixed Counters (PFCs) [8];
– environment - contains all the profiling configurations for a specific execution monitoring, e.g., required event-sets and sampling interval duration.
This hierarchal organization of profiling configuration allows not only reusing
the same event configurations across different event-sets, but also reusing the
same event-sets across distinct runs.
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sample time
sample types
(…)

Event-set
- Events

Event
- Event conﬁguration

- PFCs

Fig. 2. SchedMon main structures for profiling configuration.

5
Event-set 0

0

8

Event-set 1

14 16

sched in/out

21

24 26

31

take sample

34

ms

Fig. 3. Sampling process example for a sampling time interval of 20ms and 2 event-sets.

When profiling multi-threaded applications, SchedMon differentiates two types
of tasks: leaders and children. In detail, each application specified to the
SchedMon from the user-space is appointed as a leader. In case of multi-threaded
applications, each additional task descending from the leader is automatically
registered into the driver (as a child) by inheriting the leader’s environment.
It is worth emphasizing that SchedMon does not only allow monitoring of the
tasks that directly descend from the leader, but also monitoring of all the tasks
that descend from the children, recursively.
The SchedMon driver also implements OS scheduling event detection in order
to attain the full control over the execution of monitored tasks and to provide
accurate monitoring information. For example, SchedMon provides a per-task
monitoring isolation by detecting the exact intervals when the task is “scheduled
in” or “scheduled out” to/from a specific Logical Processor Core (LPC). This also
allows performing counter readings with low-overheads and without interrupting
the task execution, i.e., in the interval after the current task is “scheduled out”
and before the next task is “scheduled in”. The overall scheduling event detection
functionality relies on the following Linux tracepoints:
– sched switch() is used to detect when a monitored task is scheduled in
or out, in which case it performs the PMU context switch, by saving and
restoring the PMU configuration and counts depending on the detected task;
– sched process exec() is used to initiate application monitoring exactly
from the beginning of its execution;
– sched process fork() is used for detection of forked tasks (children) when
profiling simple or nested multi-threaded applications;
– sched migrate task() is used to track migration of threads across LPCs;
– sched process exit() is used to detect the termination of monitored tasks.
Different sample types can be selected via the environment structure during
the registration of a target task. SchedMon driver provides five sample types:
–
–
–
–
–

PMU samples that contain the performance information (enabled by default);
EPC samples for energy/power consumption information (e.g., via RAPL);
MIG samples that provide migration information for a monitored task;
FORK samples with the information about the generated children tasks;
SCHED samples that contain context switch information.

In order to extract the profiling information at regular time intervals, the
SchedMon driver also implements the sampling functionality. To obtain accurate
samples that correspond to well defined application run-time intervals, SchedMon
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combines context switch detection with high-resolution timers (i.e., samples are
taken according to the run-time of the target task, which might not correspond
to the wall-time). If more than one event-set is provided, SchedMon divides the
sampling interval by the number of required event-sets. It then switches the
event-sets in a round-robin fashion, thus allowing to virtually extend the limited
number of available counters (event multiplexing). The final sample is obtained
by scaling the counts from different event-sets based on the total number of retired instructions. To illustrate this process, Fig. 3 presents a real-case scenario
with a 20ms sampling interval and two configured event-sets. As it can be seen,
each event-set is assigned with a 10ms run-time sampling interval. Hence, the
Event-set 0 counts are obtained at 16ms wall-time, since it refers to 10ms of task
run-time (the task was scheduled out between 8ms and 14ms). Then, the PMU
is configured for the Event-set 1 and the final sample is obtained at 34ms. When
profiling multi-threaded applications, multiplexing is applied to each thread individually, thus providing samples per thread.
3.2

Smon: User-space Tool

The SchedMon’s user-space component, smon, is integrated in the tool in order to
facilitate the access and handling of the underlying driver. The main functionalities of smon include: i ) the creation of events; ii ) the definition of event-sets;
and iii ) advanced application profiling and analysis, e.g., with CARM.
The herein proposed tool also integrates function call tracing, which refers to
the process of performance monitoring at the level of a specific function within
the monitored application. Smon implements this functionality by recurring to
the ptrace() system call and by injecting a trap instruction at the entering and
returning points of the target task function call (depicted as “CC” in Fig. 4).
Smon is also able to detect whenever a new process is forked or switches its
execution image, thus allowing call tracing for multi-threaded applications or
even when different tasks execute distinct binaries.
In order to translate the SchedMon’s full functionality to the end-user in a
simple and intuitive way, Smon provides a command-line interface that is composed by the following 4 main commands:
– smon-event for inserting new PME configurations into the tool;
– smon-evset for defining new event-sets from already defined events;

Fig. 4. Function call tracing instrumentation process.
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– smon-profile for profiling a specified application, where several additional
parameters can be configured, such as sampling time interval, the required
sample types, the shared-memory size and the event-sets;
– smon-carm for performance evaluation of the target application according to
the CARM, with predefined event-set configurations and multiplexing.
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Evaluation Results

To evaluate the proposed tool, we performed a set of experiments in a system
with a quad-core Intel i7 3770K processor (Ivy Bridge), containing 8 LPCs in
hyper-threading mode and a memory organization comprising 3 cache levels, i.e.,
L1 (32kB), L2 (256kB) and L3 (8MB). The L1 and L2 cache levels are shared
among the LPCs within the same core, while the last-level cache (L3) is shared
among all the cores. The system contains a two-channel DDR3 DRAM memory, operating at 2×933MHz. During the experimental evaluation, the processor
clock was set at a fixed frequency of 3.5GHz. Application characterization within
the SchedMon tool is performed by relying on the built-in hardware monitoring
facilities, i.e., 3 PFCs and 4 general-purpose counters for performance monitoring, and a RAPL interface for energy consumption monitoring [8]. It is important
to refer that, in the following experiments, changing the sampling time intervals
do not significantly affect the performance behavior.
4.1

Performance Analysis: Application Interference

To evaluate the capability of the proposed tool to capture the interference when
several real-world applications are simultaneously co-scheduled, we conducted
the experimental evaluation by relying on four distinct SPEC CPU2006 benchmarks, namely: milc, namd, GemsFDTD and tonto [6].
Figure 5 presents the experimentally obtained performance (in Gflops/s) in
different time intervals, when the tested benchmarks are executed without any
interference of the other applications (see Fig. 5(a), 5(c), 5(e) and 5(g)) and when
all four applications are simultaneously co-scheduled (see Fig. 5(b), 5(d), 5(f)
and 5(h)). As shown in Fig. 5, during the execution, each benchmark process
was pinned to a specific LPC, i.e., milc to core 0, namd to core 1, GemsFDTD to
core 2, and tonto to core 3. For each run, the sampling interval was set to 20ms.
By analyzing Fig. 5, several important observations can be extracted. First,
due to a shared resource contention, all tested applications achieve lower performance when simultaneously co-scheduled. This can be especially observed
for milc benchmark, which performance degradation is higher than 20% when
compared to the solo execution (see Fig. 5(a) vs. 5(b)). Second, it can also be
observed that the duration of each benchmark is extended when its execution is
interfered by other applications. For example, the overall execution time of milc
benchmark is increased for about 34% over the solo execution.
Another interesting observation can be made regarding the execution footprint of a single tested application, i.e., the shape of the plot. In detail, SchedMon

2
1
0

0

50

100

150

200 250
Time [s]

300

350

400

Performance [GFlops/s]

(a) Milc running alone (core 0)
5
4
3
2
1
0

0

50

100

150

200 250
Time [s]

300

350

400

Performance [GFlops/s]

(c) Namd running alone (core 1)
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(e) GemsFDTD running alone (core 2)
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Fig. 5. Performance analysis of SPEC CPU2006 benchmarks (20ms sampling interval).

allows detecting different performance phases of the application, which correspond to different parts of the execution. For instance, when running the milc
benchmark alone (see Fig. 5(a)), at least three distinct execution phases can be
identified, where each of them occurs at regular time intervals and delivers different attainable performance. This can also be observed for tonto benchmark
in Fig. 5(g), which has at least two distinct execution phases.
Moreover, as shown in Fig. 5, co-scheduling several applications also affects
the shape of their execution footprint. For example, the shape of the GemsFDTD
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Fig. 6. Multi-thread FDTD OpenCL application full reconstruction.

benchmark is clearly distorted due to the interference introduced by the other
applications (see Fig. 5(e) vs. 5(f)). This performance distortion can mainly
be attributed to the contention in the shared memory subsystem (i.e., L3 and
DRAM), since each benchmark was run in a different core, thus they do not
share the in-core computational resources nor the private set of caches. Therefore, an interesting phenomenon can be observed for namd, which shape is not
significantly affected by the other benchmarks (see Fig. 5(c) vs. 5(d)). This is
mainly due to the compute-bound nature of the namd benchmark [3], i.e., its performance is mainly limited by the computation capabilities of the architecture,
and does not significantly depend on the memory subsystem capabilities.
4.2

Scheduling Information for Highly Parallel Applications

In order to show the SchedMon capability to deliver scheduling information for
each individual forked task in multi-threaded applications with nested parallelism, we based our experimental evaluation on profiling the execution of an
FDTD OpenCL application [10].
As presented in Fig.6(a), SchedMon allows generating the task dependency
tree of the target parallel application, which is composed by 9 tasks (enumerated
by the trailing two digits of their PID). Hence, the additional level of execution
complexity is introduced by the impossibility of simultaneously running 9 tasks
on 8 available LPCs. As it is shown in Fig. 6(b), SchedMon was capable of
capturing the decisions made by the OS scheduler when resolving this issue. In
detail, the OS scheduler interleaves the execution of different tasks by assigning a
certain portion of their computational load to different LPCs. Hence, in order to
provide load balancing, it constantly migrates the task 90 to different LPCs, e.g.,
from LPC5 to LPC6 at around 5ms. As it can be observed, SchedMon provides
detailed scheduling information of highly parallel applications on a per-thread
basis, even for tasks that do not descend directly from the main thread.
4.3

Application Profiling at the Level of Function Calls

As previously referred, real-world applications may contain several distinct execution phases with different requirements and performance levels (see milc
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benchmark in Fig. 5(a)). In order to ease the detection of bottlenecks and to
provide an in-depth analysis, SchedMon allows application profiling at the level
of individual function calls without instrumenting the source code.
Figure 7 depicts the performance analysis of milc benchmark. Different colors of experimentally obtained performance samples refer to different high-level
function calls. As it can be observed, each previously referred distinct performance phase in milc benchmark corresponds to a different high-level function.
Hence, this allows not only evaluating different execution parts of a given application, but also locating possible performance bottlenecks within the application.
4.4

CARM and Power Evaluation

In order to detect the possible architectural bottlenecks, SchedMon integrates the
insightful performance analysis based on the CARM. Figure 8(a) presents the
CARM evaluation for tonto, with the samples colored according to the traced
high-level function calls. As it can be observed, tonto contains two distinct
execution phases that attain different performance levels, namely: i ) a memory
bound region, corresponding to the make fock matrix() function; and ii ) a
higher performance region corresponding to the make constraint data() and
add constraint() functions. From the CARM perspective, the latter presents
a compute bound behavior for DLB(ADD,MUL) and SSE(ADD,MUL) rooflines.
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Fig. 8. Evaluation of the SPEC CPU2006 benchmark tonto (sample time of 50ms).
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Figure 8(b) presents the experimentally measured power consumption for different phases of tonto execution. As it can be observed, different high-level functions also yield different power consumption levels, e.g., make constraint data
and add constraint present slightly higher consumption than make fock matrix.
4.5

Overhead Discussion

Finally, to assess the overheads imposed by SchedMon, two different tests were
performed, namely: i ) the tool was executed with a dummy (empty) application to obtain the total number of instructions for taking a PMU sample (see
Fig. 9(a)); and ii ) the driver was instrumented to obtain the time required to take
a PMU sample (see Fig. 9(b)). In both tests, the tool was configured to monitor
7 events (3 PFC and 4 general-purpose) across different sampling intervals.
As it can be observed in Fig.9(a), SchedMon presents a median overhead
of around 3000 instructions for taking a PMU sample, which remains constant
across different sampling intervals. It can also be observed in Fig. 9(b) that
the time for taking a PMU sample is constant for different sampling intervals
(≈1.39us). As such, for a sampling time interval of 25ms, an overhead of less than
0.006% is expected, which represents a negligible value to the overall execution.
It is worth emphasizing that the comparison of introduced overheads among
the proposed SchedMon and different state-of-the-art monitoring tools is not
provided, due to the impossibility of conducting the evaluation on a completely
fair basis. This is mainly due to different functional principles of different tools,
which generally require internal instrumentation of individual tool components.
For example, since most of the available tools use the perf events interface, it
would be required to patch the kernel to obtain fair overheads comparison.

5

Conclusion

This paper proposes a new monitoring tool (SchedMon), which provides the
means for tracking and monitoring the complete behavior of nested multi-threaded
applications, either in their entirety or at the level of the function calls, without requiring any changes to the original source code. The proposed monitoring
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tool provides highly accurate measurements with a low overhead by interacting
with the OS scheduler. To unveil optimization opportunities in nowadays applications, the proposed SchedMon tool not only allows tracking each of the child
threads and plotting its execution on the Cache-aware Roofline Model (CARM),
as it also provides the means to measure the processor power and energy consumption. SchedMon’s functionality can also be used to identify the interference
between multiple running applications.
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