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A system that tracks the occupants’ groups preferences, learns from them, and
manages HVAC automatically is proposed;
The envisioned system aims at controlling HVAC to minimize the energy
consumption while maximizing average user comfort;
A prototype solution is described and evaluated by simulation;
Results indicate that a k-means machine learning technique enables the automatic
configuration of an HVAC system to reduce energy; consumption while keeping
the majority of occupants within acceptable comfort levels.

A

Abstract

The usage of Building Automation Systems (BAS) and Energy Management Systems (EMS) is indeed becoming ever more
common and sophisticated, and seeking to promote energy savings by integrating new sources of data, such as user
preferences, in real-time. This paper reviews the existing systems and proposes an innovation in HVAC systems management:
a system that tracks the occupants’ preferences, learns from them, and manages HVAC automatically. Our hypothesis was
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that by developing a learning system based on feedback acquired through the mobile devices of room occupants to optimize
the control of a HVAC system, in order to minimize energy consumption while maximizing average user comfort.
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A prototype solution is described and evaluated by simulation. We show that ambient intelligent systems can be used to
control a building’s EMS, effectively reducing energy consumption while maintaining acceptable comfort levels. Our results
indicate that employing a k-means machine learning technique enables the automatic configuration of an HVAC system to
reduce energy consumption while keeping the majority of occupants within acceptable comfort levels. The developed
prototype provides occupants with feedback on ambient variables on a mobile user interface. © 2017 Elsevier Science. All
rights reserved
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IoT-enabled technology in Home Automation and
Ambient Intelligence environments has been brought
about by Wireless Sensor Networks to interconnect
objects and thereby enabling the automatic
acquisition and exchange of sensed data.
To fully exploit the potential of these networks of
objects, the application of Artificial Intelligence (AI)
approaches has been proposed to make Internet
objects more intelligent [Arsenio et al. 2014; Costa et
al. 2015; Hui et al. 2017]. This paper focuses on the
use of AI strategies for a particular domain of IoT
Application: a voting mechanism for a building’s
occupants, together with a machine learning approach
for controlling a building’s HVAC system which
reduces energy consumption while keeping
acceptable comfort levels.
Ideally, thermal comfort should be high, while the
energy spent should be kept low. However, this does
not hold for most of the time. It is well-known that
higher comfort levels may require consumption of
more energy. There is, of course, an unavoidable
trade-off between energy consumption and occupant
comfort. A poorly tuned system originates energy
waste by consuming more energy than would be
necessary, and simultaneously keeping users
uncomfortable. However, a typical scenario is that of
consuming too much energy while users would be
willing to reduce their high comfort levels to an
extent, due to eco-friendly concerns. Moreover, it has
been demonstrated that occupants can tolerate more
than the typical 2ºC variation allowed in commercial
systems [ASHRAE 2010]. Also, paradoxically,

occupants often complain about excessive heating in
the winter, and cooling in the summer [Federspiel
2003; Gunay 2017].
The issue, as addressed in this paper, becomes the
estimation of the comfort level corresponding to the
minimum energy that occupants are willing to accept.
Hence, the proposed system addresses the
optimization of the energy waste in the
abovementioned energy-comfort trade-off, by
allowing occupants to vote. This voting provides
feedback to the system, which will operate based on a
majority of votes. It therefore incentivizes userparticipation in making buildings energy-efficient.
Previous research also shows that users will feel
happier if they can exert control over temperature
settings [Karjalainen 2007].
Maximizing group occupant comfort from
individual preferences is challenging due to the
contradictory nature of preferences. Even if it is
possible for occupants to change HVAC system
settings, it may still be difficult to reach a consensus
setpoint value so that every single occupant feels
comfortable. Previous studies have focused mostly on
enabling individual occupant comfort [Daum 2002;
Jazizadeh 2003]. To date, there is no platform that
maximizes comfort by collecting information on the
occupants’ preferences and (i) computes a setpoint
which will control the temperature based on their
feedback, (ii) encourages occupants to save energy by
presenting them with information on the other
occupants’ votes, (iii) takes into account occupants
preference history to improve decision-making, and
(iv) makes automatic decisions to configure the
HVAC subsystem automatically.
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1. Introduction
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while maintaining occupant comfort [Soucek and
Zucker 2012], HVAC settings are only reviewed
seasonally to account for significant climate and
occupancy variations. Indeed, settings are not
adjusted in real-time to take into account fast
dynamics of occupant preferences, leading to
overcooling or overheating. In practice, since
occupants cannot control the HVAC thermal settings,
they may experience discomfort while the system is
probably cooling or heating above what is required
and consequently wasting energy. If occupants were
given the opportunity to control the system, situations
of excessive service delivery which consumes
energy, would be less frequent.
Energy management systems (EMS) are
concerned with finding sources of waste and acting to
improve energy savings. EMSs corrective action also
typically targets HVAC systems to reduce energy
waste. However, if occupants are not in the loop,
these improvements are under optimal. An intelligent
climate control solution that takes into account
occupant opinions regarding comfort is potentially
capable of minimizing the energy consumption while
maintaining the occupants’ comfort. There is
evidence that ventilation on demand allows up to
70% of energy saving [Hesse et al. 2001]. Studies
also show that the use of occupancy detection
techniques with light and HVAC systems is
beneficial to energy optimization, reaching savings
values from 10% up to 50% [Boman and Davidsson
1998; Klein et al. 2012; Padmanabh et al. 2009].
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This article describes an approach that enables
occupants of a given room to give their opinion on an
HVAC system setpoint configuration optimizing for
energy-comfort
trade-offs.
Specifically,
the
contributions of this study are the following:
We propose a system that incorporates
dynamic user feedback control loops to
optimize the energy/comfort trade-off
considering occupants’ votes. Our proposal
operates based on the majority of votes
instead of reacting to individuals’ votes.
A machine-learning algorithm is proposed
which calculates a temperature setpoint that
best fits overall user suggestions and finds the
most appropriate action to minimize energy
consumption, while at the same time
maximizing users’ comfort.
Simulation results validate that the algorithm
is successful in automatically configuring an
HVAC system to reduce energy consumption
while keeping the majority of occupants
within acceptable comfort levels.
The document is organized as follows: In the
following section an analysis will be presented of
previous approaches for adding intelligence to EMS
for BAS. In Section 3 the proposed solution is
described. Then, a simulation framework was
implemented in order to experimentally test the
solution, which is described in Section 4. The
validation simulation is presented in Section 5.
Following a critical discussion of the simulation
results presented on Section 6, the main conclusions
for this study and directions for future work are
drawn in Section 7.

automation
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E

2. From building
intelligence

to

building

2.1. Building Automation Systems

A

Heating, Ventilation, and Air Conditioning
(HVAC) systems account for up to 60% of the total
energy consumption of commercial buildings [Yang
and Wang 2013]. In modern buildings, HVAC
system settings are configured centrally in the
management console of the Building Automation
System (BAS). Despite BASs aim at saving energy

2.2. Intelligent Energy Saving Approaches
BAS and EMS can have a greater impact if
occupants are in the loop and an intelligent climate
control solution takes into account occupancy
detection and occupant opinions regarding comfort.
This section overviews different AI technologies that
can be used to improve BAS with increased
intelligence.
Multi-Agent Systems (MAS)
MASs are equipped with logical, intelligent agents
with the purpose of solving problems that are
difficult for individual agents to solve. In the specific
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energy
consumption
while,
simultaneously,
maximizing user comfort. Occupants can adjust the
temperature and humidity settings on input panels
located in various rooms throughout the building.
The system tries to reduce energy consumption by
acting upon the occupants’ preferences. This action
implies applying energy- saving rules that best match
the occupants’ needs.
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Fuzzy control systems are logic systems that
provide effective means of capturing or approximate
the inexact nature of the real world, employed
whenever the sources of information are interpreted
qualitatively, imprecisely or with uncertainty.
The iDorm project [Doctor et al. 2005; Hagras et
al. 2004] learns user preferences and generate rules
based on the users’ behavioural history. The system
database also contains pre-programmed conditions to
save energy when there are no occupants in the
rooms. A handheld device controls this system,
where the users’ preferences can be adjusted.
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case of building control, these agents coordinate
lighting control and HVAC as efficiently as possible.
The Multi-Agent System for Building Control
(MASBO) [Qiao et al. 2006] [Booy et al. 2008]
records the personal preferences of each user through
wireless sensors. The Multi-Agent Comfort and
Energy System (MACES) uses a multi-agent
approach to control the HVAC system according to
two strategies: reactive, automatically adjusting itself
according to real-time occupancy; and predictive,
predicting the occupancy [Klein et al. 2012]. The
Intelligent Services for Energy-Efficient Design and
Life Cycle Simulation (ISES) project showed
evidence that a multi-agent system controller can
reduce energy consumption by 40% while keeping
occupants’ satisfaction at similar values to traditional
control methods [Boman and Davidsson 1998;
Davidsson and Boman 2000; Davidsson and Boman
2005]. It employs temperature, light and active badge
sensors (to identify people in each room) for
occupancy detection, using four types of agents: (i)
Personal Comfort Agents, responsible for storing the
personal preferences; (ii) Room Agents, for
controlling particular a room’s light and HVAC
system; (iii) Environmental Parameter Agents, for
monitoring and acting on a particular environmental
parameter in a room; and (iv) Badge System Agents,
responsible for tracking the occupants’ position in the
building and storing it in a database..
Adaptive Control-Based Systems
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Adaptive Control Systems adapt a controlled
system in real-time, by means of parameter
estimation. An Adaptive Control system can be a
control system that adjusts the HVAC temperature
based on occupants’ preferences, which vary over
time.
Adaptive Control of Home Environments (ACHE)
uses a neural network to learn how to control the
lighting, HVAC and water heating systems of a house
[Mozer 1998; Mozer 2005]. This project was
developed with two goals in mind: to foresee the
inhabitants’ needs, and to ensure energy savings. The
system learns the users’ comfort patterns by
analysing the manual adjustments (learns from usertriggered events). Another AI system [Sierra et al.
2008] also uses a neural network for minimizing

Probabilistic Models of Occupancy
A belief network is based on probabilistic graph
models that represent random variables and their
conditional dependencies. An example is a belief
network that represents the probabilistic relationships
of occupancy detection from multiple simple sensors.
If one sensor has a reading about one occupant, the
belief network will calculate the probability of having
an occupant in the room at that moment. A decision
will be made regarding the sensor reading and
probabilities.
The Occupancy Sensor Belief Network [Dodier et
al. 2006] is capable of providing information
regarding building occupancy, both in individual and
aggregate space. It uses sensors to determine
occupancy (sensors’ triggering provides information
regarding occupancy). However, the information
originated by the triggering of a single sensor is not
enough to assure there is, in fact, an occupant. It is
only by resorting to the belief network – which has
the ultimate decision on the occupancy state – that
the system assures the de facto occupancy within the
room. The belief network uses the information on the
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Pattern mining is a data mining approach (a
process used commonly to extract information from a
data set) optimized for finding existing patterns in
data. The EcoSense project is aimed at developing a
mining method that can automatically discover
behavioural patterns of a resident’s activities in the
house [Rashidi and Cook 2010]. The authors report
the system being able to acknowledge a total of ten
activities, such as bathing, entering or leaving a
house, a bed to toilet transition, cooking, eating and
sleeping. Later the EcoSense Project was used to
promote energy saving resorting to occupancy
information to control an HVAC system [Díaz et al.
2011]. Another solution focused on estimating the
impact of occupancy information on climate control
was developed by [Oldewurtel et al. 2013], by means
of simulations based on real occupancy data, using
predictive control models. Simulations showed a
saving potential of 34%. iSense aims at recognizing
the status of a meeting room [Padmanabh et al. 2009]
using light, passive infrared, temperature and
microphone sensors to define if there is a meeting
taking place in a room. The system has been
optimized to turn the lights and HVAC system on/off
automatically. Another AI solution optimizes the
energy efficiency and user comfort through advanced
control strategies [Kastner et al. 2010] combining
data from acoustic, lighting, temperature, motion and
CO sensors. It resorts to an event sequence
recognition algorithm to predict user behaviour
patterns [Dong and Andrews 2009], which then
controls the HVAC. They also suggested tracking the
occupants’ position with RFID tags, to predict user
occupancy by using a neural network [Reinisch et al.
2010; Reinisch et al. 2011].

U

Pattern Mining Approaches

commonly used in Smart Buildings, and a viable
solution to promote energy saving.
The Self-Programming Thermostat [Gao and
Whitehouse 2009], automatically creates an optimal
setpoint schedule based on data statistics for user
occupancy. It is, however, limited to only a binary
1
mode of occupancy (at home, or not) (Ecobee ,
2
Nest ), obtained with passive sensors. The thermostat
uses an algorithm to configure itself, for predicting
whenever there will be occupants at home, and for
saving energy while they are not [Gao and
Whitehouse 2009]. Using simple passive infrared
sensors, they were able to get preliminary results that
point to energy waste reduction of 15%.
Another proposal consisted of using simple and
cheap sensing technologies to manage occupancy
detection for controlling the HVAC system [Lu et al.
2010]. They propose a model to estimate the
probability of being at home using passive infrared
sensors and contact switches on doors.

N

actual state (occupied or unoccupied) to calculate
probabilities for a possible future state.

A

Smart Thermostat Solutions
A thermostat is a thermal control system equipped
with temperature sensors, which automatically senses
the ambient temperature and adjusts itself to maintain
the temperature near a desired setpoint. They are

Some of the previously mentioned projects gave
the user the opportunity to control the HVAC system
and receive direct feedback from it, allowing users to
change their actions, according to the received
feedback.
Alternatively, one may lock the wall panel
controls of the HVAC system to occupants’ requests
[Murakami et al. 2007]. The system gathers
occupants’ adjustment requests from their own
personal computer. Then, a logic system manages the
balance between the occupants’ requests and the
energy consumption. They use the feedback system
to motivate occupants to cooperate with energysaving initiatives, and the occupants can check the
system at any time for the feedback information
(control history, requests and energy savings). The
control history shows to occupants the last time there
was a temperature change, the requests show the
other occupants’ requests, and the energy saving
———
1

https://www.ecobee.com
https://nest.com/thermostats/nest-learningthermostat/overview/
2
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consumption (with the incentive of contributing to a
greener and more sustainable planet). Another
important feature of our study is learning based on
occupants’ subjective data. To learn, our system
needs to know the current indoor temperature, user
votes, time of the day, and number of occupants.
However, it is expected to be robust against errors in
such data, as later discussed in the simulation
validation section.
3.2. Sensor-based solution approach
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Occupancy detection is one of the most important
features to include in an intelligent climate solution,
which may consider occupancy to improve energy
management and comfort configuration. Sensor
networks are often employed for occupancy
detection, commonly consisting of Infrared Motion
sensors, Infrared-Based People Counter, CO2
analyzers, Ultrasonic Motion, or RFID sensors [Yang
and Wang 2013]. The Occupancy-Based System for
Efficient Reduction of HVAC Energy (OBSERVE)
project [Erickson et al. 2009] uses a wireless camera
sensor network for tracing person mobility patterns in
buildings, with 84% of accuracy for occupancy
detection [Kamthe et al. 2009]. Through the
application of new strategies, simulations showed
energy savings could reach up to 20% [Erickson and
Cerpa 2010]. These authors later employed Markov
Chains for occupancy data, retrieved from the camera
sensors, and reported significant results up to 42% of
annual energy saving [Erickson 2011]. A solution
based on Wireless sensor networks (WSNs) [Delaney
et al. 2009] aims to analyse and evaluate the energy
efficiency of a lighting control system. Passive
infrared sensors were used for occupancy detection,
and light detectors for detecting state of the room
ambient and light sources. Another project intended
to demonstrate the benefits of occupancy control
[Agarwal et al. 2010], employing passive infrared
sensors and magnetic reed switch door sensors to
detect occupancy. After two weeks collecting
occupancy data, simulations were used to estimate
the energy consumption of an HVAC system.
The SpotLight project [Kim and Charbiwala 2008]
reports energy savings of 10%-15% by monitoring
energy consumption using proximity sensors. This
system requires people to carry an active RFID tag,

PT

3. Proposed Solution
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shows the actual amount of energy that is being saved
in the current state.
Experiments revealed that users changed their
patterns every day, showing that occupants’ feelings
are not always consistent. All the participants were
subjected to questionnaire surveys at the beginning
and at the end of each day, to investigate the system
satisfaction. These studies showed that the occupants
did not feel too affected by the feedback information,
43% did not hesitate to make their requests based on
the energy saving feedback, and 52% rarely hesitated.
Their work demonstrates that it is possible to save
energy with occupants’ cooperation. However, users
do not feel intimidated to save energy when they are
confronted with the feedback about energy savings.
Perhaps a different approach for feedback
information could increase the users’ motivation to
save energy.
BOSS [Dawson-Haggerty et al. 2013] proposes
architecture for abstracting over the hardware layer of
smart buildings, allowing for the flexible
development of applications. The system was tested
on a 4-year-old 140,000sf building. The authors,
based on occupancy information (derived from
network activity as well as information concerning
the mixture of fresh and return air being used),
proposed a HVAC optimization application to
dynamically regulate the volume of ventilation air.
The HVAC voting intelligence solution

3.1. Conceptual definition
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The proposed solution aims to be robust against a
lack of precision on occupancy data, which is the
case in most of the existing situations. This
robustness will be achieved by having the occupants
voting for increasing or decreasing the temperature
by 1º Celsius, independently of their knowledge of
the current temperature. Hence, they vote
subjectively, according to how they feel. Moreover,
since the system operates based on a majority of
votes, it is robust against individual user preferences.
Furthermore, our goal is to determine how much
discomfort (or less comfort) the majority of
occupants is willing to support for reducing energy
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The proposed solution tracks room occupants
through RFID card reading, interacts with occupants
on a web-front (displayed on their mobile devices),
computes setpoints, and sends commands to the
HVAC sub-system through a gateway. In order to
implement a user-friendly Service Oriented
Architecture (SOA), where an abstraction of the
system’s layers is created, the interface is developed
using the Model View Controller (MVC) software
architectural pattern (the system architecture is
depicted in Figure 1). The system consists of the
following four main modules: An RFID Module
retrieves the users’ information from the RFID tag on
a student card. RFID card readers were mounted on
two door entrances and wired to two Arduino
systems (Arduino Board plus RFID and LCD
shields). Another module, a Raspberry Pi, aggregates
the information from the Arduino subsystems and
sends it to the Storage Module. The feedback of the
‘room entrance’ event is presented to the user on the

U

3.3. Solution Architecture

(LCD) screen (it could also be sent to a smartphone).
The Backend Application Interface consists of the
presentation layer, running on the web server, to
abstract database access. A Storage Module uses a
PostgreSQL Database to store and manage user
information. Finally, the Application Core acts as
the system brain, performing all processing
(including running the simulation and learning
algorithm). Some of its primary functions are:
Occupancy detection: Knowing how many
users are inside the room based on
information received from the RFID module
(users swipe the RFID-enabled cards);
User voting and feedback handling:
Collecting user-rating votes and then sending
feedback to users regarding ambient variables
(accessing the prototype web interface from
their mobile devices);
Setpoint calculation: Collecting the occupant
rating votes, validating them and calculating a
new setpoint, which minimizes discomfort;
Learning algorithm: Learn occupants’
behaviour and predict the best form of action;
Interaction with the HVAC System: Sending
information about the new setpoint and
receiving information concerning the ambient
variables.

N

which is detected by antennae to predict the
occupants’ location. Our approach uses passive RFID
tags instead since both tags and readers are cheaper.
Furthermore, at the University of Lisbon there are
already passive RFID tags incorporated into student
cards.
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Fig. 1. Solution architecture and modules. On the left, the application core modules and on the right, occupancy detection and HVAC modules
(the peripheral modules).
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a)

b)

Fig. 2. a) Users’ Interactions with Main Application. The users receive the variables and vote. The Application Core receives the vote and
processes it; b) Process of storing votes: system first verifies if the user is inside the room and then verifies if she/he is already on the queue; it
then stores the vote and responds to the user.

A

3.4. Basic Services

This algorithm can be divided into two steps. The
first is the process for providing users with the
ambient variables, as well as collecting the
occupants’ vote. The second step is the Application

Core process for vote submission and queue
management.
In the first step, the system stands by waiting for a
user to log in. It starts by loading the ambient
variables from the DB system after receiving a user’s
request. At this point, users are allowed to vote if
they find it is necessary. The vote will then be sent to

9

3.6. Setpoint Calculation
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The setpoint calculation algorithm is responsible
for gathering the occupants’ votes and calculating a
setpoint, aiming at minimizing the probability of
negative voting, and thus maximizing overall comfort
for users in the room.
The system verifies the queue at a specific time
interval. If the queue is not empty, it calculates the
new setpoint, cleans the queued requests and sends
the new setpoint to the HVAC system. Figure 4
illustrates the basic process (for requests). After this
process ends, the algorithm returns to the state where
it waits again for recalculating the new setpoint.
Setpoint computations are always based on the
direction given by the majority of votes. Therefore,
the temperature settings will converge to an average
value where most occupants feel comfortable.
This algorithm assumes that a vote is correlated
with the dissatisfaction of the occupant regarding
current temperature settings. Hence the occupant’s
desire to change the temperature by voting to increase
or decrease it. The vote calculation starts by
collecting all the queued votes and calculating the
number of people in the room. It compares the
percentage of votes relatively to the number of people
in the room. The difference between the votes to
increase and decrease the temperature should be
greater than 10%; if it is not the case, the algorithm
only clears the queue and does not change the
setpoint. The system decides if the setpoint should
increase or decrease the temperature considering the
majority of the votes, changing it by 1ºC.
The Application Core receives information
concerning the HVAC System and its variables.
Setpoint calculations are based on votes and this
information.

N

the Application Core, which deals with vote
submission (Figure 2a depicts this process).
There are two ways of submitting a vote. The first
one is by accessing the application directly through a
web browser. The user can browse to the vote section
and cast a vote. The second is by employing an
application: since the Web Server also receives
connections from other applications and smartphone
apps, it is possible to send information to the Web
Server using a JSON object through HTTP request.
The Web Server applies the same process upon
reception of either of these requests.
After a user vote, the Application Core (AppC)
checks if the user is in the room. If not, the process
ends with an error message. Afterwards, AppC
verifies if the user has already voted. If so, it
automatically overwrites the last request, adds it to
the queue and stores it on the DB with all the relevant
information for the room status. This process is
shown in Figure 2b.
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3.5. RFID Occupancy detection
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The system must know the occupants’ identities in
order to adjust automatically to an occupant’s
preferences. As explained in section 3, several
detection alternatives are available, such as infrareds
and RFIDs. In the future, we aim to implement
presence location within the amphitheatre, which will
require active RFID tags, more expensive readers and
larger quantities . Since student cards at the
university already contain passive RFID tags, the
main algorithm will be RFID based and it works in
three stages: The first is to detect the RFID tag (or
student card); The second one is to route this
information through a Raspberry Pi (adding a simple
security layer to the information); Finally, in the last
stage, AppC receives the information through a web
service, adds a presence flag to the user database,
saves the date, time and hour that the user entered the
room, and returns the response to the Arduino’s
LCD. Figure 3 depicts the RFID system and the flow
of interactions that are triggered whenever a tag is
read.

3.7. Learning Algorithm
The overall performance can be improved,
enabling the system to configure itself automatically
by having users setting the HVAC System with votes.
First, it is necessary to gather all the votes, identify
patterns in them, and learn these patterns to make
decisions in the future. Many learning algorithms can
identify patterns on input data with a large number of
samples. In our case, the system does not have a large

10
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associated with a centroid C. The algorithm starts
mapping the clusters by choosing k random values,
defining them as the new centroids. It then iterates
and calculates a new centroid [Remagino and Foresti
2005].
The employed k-means algorithm retrieves the
information on each vote and saves it on the DB,
during the submission of a user request. The k-means
algorithm returns different centroids and each
centroid is related to a system decision. The
algorithm calculates the new centroids once a day,
updating all the new requests and labelling each one
of them, based on all previous votes, and new ones
made on the previous day. This method makes it
possible to calculate the setpoint and simultaneously
use data to train the algorithm to achieve better
results. Once the system has the clusters computed, it
takes the information on current variables such as the
indoor temperature, time of the day, the number of
occupants, and calculates the cluster that best fits
these variables. Then, it selects the representative (for
temperature setpoint definition) associated with the
cluster.
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amount of data for pattern identification. Indeed, the
input consists of a stream of users’ votes to raise,
maintain, or decrease the temperature by 1ºC. Once
these votes are collected, a learning algorithm
[MacKay 2003] separates this data into clusters
according to data similarity. In this way, it allows for
the à-posteriori auto configuration of the room’s
setpoint without further requiring occupants to vote.
We employ an unsupervised learning algorithm to
configure the setpoint, according to a prediction
based on the actual room status. The application core
achieves this by loading room information and
comparing it to a set of previously calculated
scenarios. Then it decides on the most appropriate
setpoint. The algorithm retrieves the information on
each vote and saves it into the database during the
submission of a user’s request. The user’s vote will
not immediately interfere with the setpoint
estimation. It is used instead for training the Learning
Algorithm.
The k-means algorithm [Resendes 2012] is a
method of cluster analysis that divides a set of n
observations into k clusters, each cluster S being

Fig. 3. RFID System
interaction with the
main application core
(left). It starts by
sending the read tag ID
to the Core, which
verifies if the owner
exists
and
defines
him/her as present or
absent. One module of
the implemented RFID
occupancy
detection
system is also shown
(right-top),
together
with the Application
Interface for providing
user feedback (rightbottom).
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Fig. 4. Main functions of the Application Core: Refresh ambient variables, calculate the setpoint periodically and clear the queue.

4. Simulation

4.1. Application Core
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AppC handles the simulation of users and votes
while the other software is used to provide simulated
information for the HVAC system and room
temperature.
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User comfort range
Each time the system restarts, it creates up to 40
unique users. Each user has an associated comfort
interval. Every user will eventually vote with the
objective of reaching values in their comfort range.
The comfort range of each single user is defined
based on Equation (1) [Humphreys and Nicol 1998],
where Tc is the comfort temperature and Tout is
defined as the average outdoor temperature for the
previous 30 days.
(1)

A

CC
E

PT

ED

M

A

A low-cost solution, which imitates the users’ and
temperature behaviours, can give preliminary results
to ensure that the system works as intended and
verify if the results are similar to the ones expected.
Among various simulation system, we opted for
Energy Plus simulation software (widely used in the
market) to design HVAC equipment to optimize
energy performance. This software can be powered
by the open-source Ptolemy II framework, making it
possible to communicate with the Web Server on the
simulation run. The simulation framework starts by
simulating temperature, sending the data to the
Application Core, which will simulate votes, and
calculating a new setpoint, forwarding the new value
to the HVAC simulation again. The setpoint is
calculated every 5 minutes. This process happens
until the simulation time is over.
The simulated environment is set within a room of
144m2 with four windows and one door. The time
zone and weather used is for Lisbon city in Portugal.
The month chosen was January, in the winter. Energy
Plus takes on the same role as the HVAC System
described previously, being the simulation process
described in Figure 5.
Hereafter each step of the simulation process will
be explained.

Daily and Monthly Simulations

In order to create a unique comfort range for each
occupant, the result ri = Tc from Equation (1) is
inserted into Equation (2), where rf is the lower value
of the comfort range, obtained by subtracting 2ºC and
adding a random number between 0 and 4.
(2)
.
Fig. 5. Overview of the Simulation Process. First
the outdoor and indoor temperatures are
simulated, adding them to the database, and
notifying the Application Core that is has been
updated. AppC verifies the indoor temperature
and simulates the discomfort among occupants to
retrieve and store voting results. The next step is
to calculate the new setpoint based on votes. The
result is sent back to the Energy Plus software. At
this point, the system will simulate the
temperature according to the new setpoint
received from the AppC

The application provides a simple
mechanism which introduces a date on
the end of each day of the simulation. It will not only
update the days, but also some other important
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An interface is necessary to allow communication
between the Application Core and the simulation
software. The EnergyPlus software is the base
system, which simulates not only a room, but also the
temperature inside and outside the room. It takes into
account the temperature irradiated by human bodies
inside the room, the sun’s temperature, and a
12000W heater.
The Ptolemy II framework uses a simplified
interface to work with the Energy Plus simulations,
but it has the power to add complexity to the
simulation. The framework calculates all temperature
and HVAC related data, and uses Java developed
Actors to automate and change variables whilst the
Energy Plus simulation is running. Actors can change
variables in the running simulation, such as adding
and removing people from the room, changing
setpoint variables or turning the heating system
on/off while the simulation is underway. The base
simulation uses two actors, the first to turn on/off the
heating system, and the second to add people to the
room. The simulation begins at 0:00h, starts the
heating system at 7:00h, where room occupants are
set to arrive at 8:00h. People leave for lunch at
12:00h, returning at 13:00h. Then they leave at
18:00h and the heating system turns off at the same
time. Each occupant has a unique comfort interval
and can be absent.
The Ptolemy II framework works as an interface
to connect both AppC and Energy Plus software. It
starts by calculating a base temperature for a common
winter’s day in Lisbon. It then calculates the inside
temperature and sends it to the Application Core
(AppC), which will receive the internal temperature
as an input parameter. AppC is responsible for
creating users, simulating the people who are feeling
uncomfortable and people’s votes, as well as
calculating an optimal setpoint. It then sends the
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A

User presence simulation
The number of room occupants is also simulated
to resemble reasonably real scenarios. Each time the
system resets the day, unique users are inserted in the
room (but each user has a probability of not being in
the room). This strategy simulates people who for
any reason do not use the room. People have a 70%
probability returning to the room. The simulation
occurs at the beginning of each day and it verifies all
probable present occupants. For each identifiable
occupant, a poisson distribution occurrence is applied
to model the probability of an occupant being absent
from the room. The result defines if the person is, or
not, present in the room. This will influence the
setpoint calculation, considering that each person has
a unique comfort range, and people who are not
present do not vote. To simplify these calculations,
we assume that every person arrives and leaves at the
same time, which differs from the working
mechanism of the implemented RFID system. The
latter reads RFID student tags as students enter or
leave the room. However, typically students will only
vote once during an entire 90 min classroom.
Furthermore, it is expected that they only start voting
for a time interval (for instance, 10 min) after
entering (and before leaving) the room (almost all
students should already be present at that time in the
room).

There is no need to simulate the setpoint, since the
algorithm that calculates the setpoint is exactly the
same as the one that will be used in a production
stage. The main difference is that this function will
return the setpoint to the Ptolemy II framework
instead of returning it to the framework that controls
the HVAC system.

N

functions such as removing all the occupants, and
calculating a probability for users to be present on the
next day. By using this system, it is possible to
simulate an entire month.
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User probability of vote
For user voting simulation, it is assumed that each
time the indoor temperature is outside the user’s
comfort interval, the user will probably place a vote.
This is according to a probability of voting, which is
calculated using the Poisson discrete probability
distribution with a mean of four times a day. It is
understood that people who do not vote are
comfortable. Occupants have a chance to vote (a
probability of 40% voting) whenever they feel
outside of their comfort zone.
New Setpoint Calculation

13

The proposed algorithms were evaluated by
simulation of a real life environment using the
EnergyPlus package. The simulation environment
consists of a room where occupants are able to cast a
vote with the intent of setting the temperature, which
best fits their comfort [Wigginton and Harris 2002].
The system computes the new setpoint and adjusts
the HVAC system accordingly. The data collected to
evaluate the system corresponds to the overall daily
comfort value, the daily mean energy consumption in
KWh and the average daily setpoint. The comfort
value is estimated by taking, over one day, the
average percentage of users for whom the indoor
temperature is within their comfort range, as given by
equation 2.

IP
T

Learning Algorithm
The Learning Algorithm is necessary in a
posterior phase, for extracting the simulations results,
and defining the next decision for the new setpoint.
This step is important to validate if the k-means
algorithm is a valid solution in the learning and
decision-making phase of the solution. The k-means
decision algorithm is adapted in the Ptolemy II Actor,
which will take total control over the setpoint
calculation.

5. Simulation validation

SC
R

response to Ptolemy II, which will then again
calculate the room temperature based on the new
setpoint. This cycle repeats itself over a 10-minute
period, and it will end once the simulated time
reaches 0:00h again.

U

Table 3 Baseline simulations experimental results (Energy Use in KWh, Comfort in %, and Setpoint in ºC).
Scenario 1 - 2nd experiment
Energy Use
Comfort

Mean

78,33

73,4

67,89

Std Deviation
Superior CV
Inferior CV

17,16
88,96
67,69

3,31
75,45
71,35

9,37
74,25
61,54

Scenario 2 – Voting
Energy Use
Comfort

N

Scenario 1 - 1st experiment
Energy Use
Comfort

Mean Setpoint

49,72

73,6

21

1,58
76,7
64,96

3,81
52,1
47,4

2,59
75,2
72

0,35
21,2
20,8
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75,67

a)

b)

A

Fig. 6. The x-axis represents the simulation number, and for each simulation the temperature setpoint in ºC. The red line
shows the percentage of the computed comfort (left axis scale), and the blue bars show the energy consumption in KWh of
each simulation (right axis scale); Baseline simulations results for a) 1st set of experiments and b) 2nd set of experiments.

Three scenarios were considered: In baseline scenario
1, the temperature within the room did not vary
throughout the day, independently of the occupants’
votes. In scenario 2 the system adjusts the room
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5.2. Voting – Scenario 2

In scenario 2, users vote for their individual
preferences, but without learning being applied to
votes’ historical data. This simulation adjusts the
room temperature based on the occupants’ votes.
Figure 7a represents the simulation results, and Table
3 displays the same data, so as to facilitate a direct
comparison with the data from the baseline
experiments. Figure 7b depicts the indoor
temperature of one simulation. It is possible to
confirm variations from occupants’ voting. The mean
comfort value is as expected, around 21ºC. The
comfort value is 73,6%, which is only about 2%
lower than the second simulation of the baseline
scenario 1.
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Simulations were performed on a first experiment
using fixed setpoints between 20-24ºC. Equation 1
was used to calculate the mean comfort temperature.
According to Figure 6a, there is a total mean energy
spent of 78,33KWh with a confidence interval of
maximum 105,55 KWh and minimum of 52,78 KWh.
The mean daily comfort rate was 73,40%. There is a
high standard deviation (17,2KWh on energy spent,
and 3,3% on the mean comfort rate, as seen in Table
III). This is due to occupants’ comfort values having
decreased on simulations with setpoint fixed to 23 or
24ºC. According to Figure 6a, temperature setpoint
on the interval [23º-24º] implied an undesirable
setting, with high energy spending while keeping
occupants uncomfortable. A second experiment used
fixed setpoints between 20-22ºC, so that the
temperature is near the occupants’ mean comfort
value, to look for conditions enabling improved
comfort. Table 3 provides comparative results for

U

5.1. Baseline – Scenario 1

both simulations. Figure 6b depicts the 2nd baseline
simulation results. They are slightly better, with mean
energy consumption of 67,9KWh, a standard
deviation of 9,4KWh, and mean comfort value of
75,7% with standard deviation of 1,58.
Hence, the other experiments will be compared to
scenario 1 according to the second baseline
experiment since setpoints between 20-22ºC are more
close to reality than those of the 1st experiment
between 20-24ºC.

N

temperature based on the occupants’ votes, and in
scenario 3 the room temperature is adjusted based on
the Learning Algorithm. In all experiments, the
average outdoor temperature for the previous 30 days
Tout is 13ºC.

a)

b)

A

Fig. 7. Simulation results using the occupant’s votes to configure the setpoint. In (a), the x-axis represents the simulation
number; the red line shows the percentage of the computed comfort, and the blue bars shows the energy consumption in
KWh of each simulation. In (b) the graphic shows the temperature over time. The red line shows the indoor temperature
and the blue line the outdoor temperature.
.
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In this scenario, the system adjusts the room
temperature based on the learning algorithm and
occupants’ votes. The Learning Algorithm scenario
was tested in three experiments using k-means
algorithm:
during 5 days of simulations to train it,
employing 9 centroids (k = 9),
during 10 days of simulations to train it,
employing 9 centroids (k = 9),
during 10 days of simulations to train it,
employing 3 centroids (k = 3).
An important decision concerns the selection of
the data to be grouped. Several criteria could be
considered, such as occupants’ votes, actual
temperature, outside temperature, time of the day,
number of occupants in the room, or month of the
year. For instance, the later criteria may be important
to differentiate between cold months (e.g. in the
winter) versus hot summer months. A higher number
of occupants also impact on room temperature, and
may cause discomfort, especially on hot summer
days. On the contrary, energy consumption should be
reduced for a reduced number of occupants (or none).
Although a significant amount of criteria may help in
refining the learning according to more information,
it also adds complexity. Indeed, each criterion will
create a new dimension in the learning hyperspace.
This may lead to more sparse data, and a harder task
with regard to data clustering. Furthermore,
processing times also increase.
Therefore, ideally, one should employ the most
relevant criteria, ignoring the other. For instance,
since learning occurs frequently, it is not worthwhile
to use the month of the year, since the system adapts
rapidly to the weather conditions of the month (as
users vote to feel confortable according to current
weather conditions). The outside temperature in a
given month (or week), and the time of the day are

usually correlated variables. Thus, only the latter
variable was used. Hence, experiments considered
four variables. One of them corresponds to the users’
votes, while three input dimensions were also
considered: indoor temperature, time of day, and
number of occupants.
The experimental results are presented in Table 4.
For 9 centroids, results are better than the baseline
with respect to energy consumption. The mean
energy usage achieved 54,99KWh and 52,49KWh,
for 5 and 10 days of simulations, respectively. This
was due to the fact that the k-means decision
algorithm was lowering the temperature; thus less
energy was being used to heat the room, explaining
the low comfort rate in both simulations.
Therefore, there is no evidence that by using more
days of training a better trade-off between energy
consumption and comfort levels can be achieved.
One alternative solution is to change the number of
clusters. If the observations are too homogenous,
probably using a lower number of clusters could
divide them more precisely. Since 9 clusters is a
relatively big number when compared to the total
amount of data to analyse as input, it was decided to
use a lower number of clusters (k=3).
For the last experiment, the same data was used as
input, and the results are shown in Figure 8. The
comfort curve is still lower than the one from the
baseline simulations. Through an analysis of Table
IV, the results are near to those expected. Comparing
the data from Tables 3 and 5, it is possible to
determine that the mean energy consumed is slightly
lower. This could mean that the system configured
the HVAC System to be too cold, an assumption that
can be confirmed by the lower value of the user
comfort rate, which is 70,78% against 75,67% on the
first baseline.
Hence, a larger number of clusters will decrease
energy consumption at the cost of a lower comfort
level. Such trade-off is also seen in both learning
experiments compared to the baseline scenario.

N

5.3. Learning – Scenario 3

k = 9 and Days=5
Energy Use Comfort

k = 9 and Days=10
Setpoint

Energy Use

Comfort

k = 3, Days=10
Setpoint

Energy Use

Comfort

Setpoint
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Mean

54,99

67,26

20,11

52,49

66,44

20,24

62,22

70,78

21,67

Std Dev.

28,72

2,27

2,84

39,74

2,38

4,45

4,18

4,01

0,41

Superior CV

72,79

68,66

21,87

77,12

67,91

22,99

64,81

73,26

21,93

Inferior CV

37,19

65,85

18,35

27,85

64,96

17,48

59,63

68,29

21,41

a)

IP
T

Table 4 Experimental results of simulations (Energy Use in KWh, Comfort in %, and Setpoint in ºC).

b)

Fig. 8. Second k-means simulation results, using k = 3. In (a), the x-axis represents the simulation number, the red line
shows the percentage of the computed comfort, and the blue bars show the energy consumption in KWh of each simulation.
In (b) the graph shows the daily temperatures. Red/blue lines show the indoor/outdoor temperatures, respectively.
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the configuration variables used in this system. In this
case, by using a smaller number of clusters, the

ED

6. Discussion
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In scenario 2, the most relevant retrieved data is
related to the energy spent, which is 18,2KWh lower
than the baseline, accounting for an energy reduction
of 26,79%. This result suggests that it is possible to
save energy merely by allowing the occupants to vote
on the temperature that best suits their needs.
We initially selected a small number of clusters,
namely three clusters, to group data at a coarser level.
Later, the number of clusters was increased three
times, summing up to nine clusters. This enabled to
segment the input space at a finer level.
The k-means algorithm was used with three
different configurations, the first and second
simulations were intended to test if the number of
learning days could change the accuracy of the
decisions, for which there was no significant
evidence. We also showed that accuracy is defined by

accuracy in the energy consumption value was
increased. This is due to the data heterogeneity
collected from the votes. Only three clusters were
sufficient to produce a decision more precisely.
However, higher levels of energy consumption
reduction were achieved with a higher number of
clusters. Indeed, with more clusters, the system tends
to generalise less, but it adapts better to the higher
complexity of the input data. Therefore, it is able to
discriminate more situations as to whether the
reduction of energy consumption is appropriate
according to occupants’ votes.
The results using the k-means algorithm suggest
gains by allowing a room to configure the HVAC
system based on a machine learning technique.
Despite the comfort rate, which is approximately 5%
lower than the baseline, the energy consumption had
a decrease of 5KWh in the mean consumption. This
suggests there was a reduction in the energy
consumption.
The learning algorithm requires the knowledge of
the current indoor temperature, user votes, time of

17

A

CC
E

PT

ED

M

IP
T

SC
R

A

This paper shows the benefits of adding AI
approaches to interconnected objects (in this case
RFID-enabled student cards) through a building’s
wireless network. We showed that ambient intelligent
systems can be used to control a building’s energy
management system, effectively reducing energy
consumption while keeping acceptable comfort
levels.
The usage of BAS and EMS systems is indeed
becoming ever more common and sophisticated, and
seeking to promote energy savings by integrating
new sources of data, such as user preferences, in realtime. Our hypothesis was that developing a learning
system based on a feedback provided through the
mobile devices of room occupants, may enable the
control of an HVAC system, to minimise the energy
consumption while maximising average user comfort.
The results using the k-means algorithm suggest
that the automatic configuration of the HVAC system
is possible based on a machine learning technique for
energy consumption reduction, while keeping the
majority of occupants within acceptable comfort
levels. The developed system provides occupants
with feedback on ambient variables on a mobile user
interface.
An advantage of the proposed solution is that
occupants express comfort subjectively, by voting for
influencing the system to increase or decrease the
temperature by 1ºC from its current value. Hence, the
system relies on user votes instead of other
occupancy data that would require much higher
levels of accuracy. The system is also able to operate
solely based on historical data, by learning
occupants’ preferences over time from their
subjective data.
The proposed solution assumes that occupants
vote due to a desire to contribute to a greener and
more sustainable planet. Future work will address
more effective incentives for promoting user votes

U

7. Conclusions and future work

and participation, such as employing serious games
technology. An interesting approach would be for
users to gain points whenever they contribute to
saving energy, which would allow them to reach
objectives and evolve in the game. Additionally, this
game should allow sharing a user’s game status with
others over the building’s wireless network or the
Internet, as well as promoting energy efficient
behaviour inside a building in a user community.
To evaluate the RFID System, it was necessary to
install it in a real testbed, which would be used by
students (for gathering their feedback). The testbed
consisted of an amphitheatre located at the IST –
Taguspark Campus of the University of Lisbon.
Students would access the system during their daily
routine, using their student’s card to enter/leave the
room. Unfortunately, third party limitations on the
physical installation of the system were encountered,
and the complete system could not be tested in this
real environment. Hence, empirical evaluation from
real data will be addressed in future studies,
especially to quantify the system robustness to errors
in real data, such as sensor bias and failure or
diversity in building spaces (from small rooms to
large amphitheaters on a university campus), among
other factors.
Future work also includes the comparison of our
results with previous work. This may require further
developments due to diverse simulation or real
testbed setups and software employed in previous
systems. Additionally, it would be interesting in the
future to experiment with various different learning
algorithms and approaches, using the simulation
framework, to compare performance results in
achieving the best trade-off between energy
consumption and users’ comfort levels.

N

day, and occupancy data. However, it is very robust
against errors in such data. Indeed, k-means segments
the data into clusters already assuming the data is
affected by noise (otherwise, all data points would
coincide with the cluster centre).
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