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Abstract—As cyberbullying becomes more and more frequent
in social networks, automatically detecting it and pro-actively
acting upon it becomes of the utmost importance. In this work,
a detailed look at the current state-of-the-art in cyberbullying
detection reveals that deep learning techniques have seldom been
used to tackle this problem, despite growing reputation in other
text-based classification tasks. Motivated by neural networks’
documented success, three architectures are implemented from
similar works: a simple CNN, a hybrid CNN-LSTM and a mixed
CNN-LSTM-DNN. In addition, three text representations are
trained from three different sources, via the word2vec model:
Google-News, Twitter and Formspring. The experiment shows
that these models with one of the above embeddings beat other
benchmark classifiers (Support Vector Machines and Logistic
Regression) both in an unbalanced and balanced version of the
same dataset.
Index Terms—cyberbullying, deep learning, abusive language,
neural networks

I. I NTRODUCTION
With the continuous increase in access to information and
communication technologies, and the wide use of computers
and smartphones by children and teenagers, cyberbullying
has become a worldwide concern. A recent UNESCO report
[1] highlighted this issue by presenting case studies and
policies from several distant countries, both geographically
and culturally. From Southern Africa to East Asia, the Arab
Region, Lithuania, Finland and the United States, the report
shows that cyberbullying is not only a matter of public health,
but also of human rights.
As a phenomenon, cyberbullying is defined as an individual’s intentional, deliberate and repeated acts of cruelty
to others through harmful posts, messages, or other forms

of social aggression through various digital technologies [2].
Despite the overwhelming acknowledgment of cyberbullying
as a problem, it remains an open problem from a Machine
Learning (ML) viewpoint. In this work, we present and analyze
results from a set of experiments that part with the current
trend in textual cyberbullying detection within the supervised
machine learning community, and make use of deep learning
architectures and their documented potential, to study this
problem. We also use three distinct word embeddings representations, trained from three different sources in order to
determine the more adequate representation for the specific
context of the cyberbullying phenomenon.
This paper is organized as follows. In Section 2, we introduce some related work. In Section 3, we study how deep
learning has been used to solve other text based classification
problems and bring forth how scarcely it has been applied
to the cyberbullying detection. In Section 4 the experimental
setup is detailed and results are analyzed in Section 5. Concluding remarks are provided in Section 6.
II. R ELATED W ORK
Although Information Retrieval (IR) and Natural Language
Processing (NLP) techniques have been successfully applied to
several text-based classification problems (sentiment analysis,
topic detection, machine translation, text summarization, etc.),
it is comparatively recent in their application to cyberbullying
detection. In 2011, Bayzick et al. [3] built a very basic program
based on a dictionary of keywords to detect cyberbullying
in online conversations, with 58.6% accuracy. In the same
year, Reynolds et al. [4] collected and labeled data from
Formspring.me and were able to correctly identify 78.5% of

the posts containing cyberbullying (recall), while Dinakar et al.
[5] focused on detecting sensitive topics within cyberbullying
annotated YouTube comments and found that they are mostly
racially motivated, sexual harassment, or attacks to one’s
intelligence. Xu et al. [6] studied the role of the participants
in a cyberbullying act (accuser, bully, victim or reporter) and
by extracting information from tweets, classified mentioned
users into said roles, scoring an f-measure of 0.77 when
using Support Vector Machines (SVM) on a bag-of-words
representation that included both unigrams and bigrams.
The most common approach to cyberbullying detection is
through feature engineering, which expands the usual bag-ofwords representation of text, by creating additional features
that use domain knowledge of the data, and attempt to improve the classifiers performance. Davdar et al. [7] improved
an SVM’s cyberbullying detection performance on YouTube
comments by adding user features such as the frequency of
profanity, number of pronouns, length of comments, usage
of capital letters and use of emoticons. Pronoun counts are
also used as features by Chavan et al. [8], which, alongside
n-grams and skip-grams representation, improve performance
and score precision = 0.77 on a SVM classifier. Huang et al.
[9] used both textual features (density of bad words, Part-OfSpeech tagging) and social networks features with messages
represented in a graph (number of nodes, number of edges)
to classify cyberbullying in a Twitter dataset. Similarly, Nahar
et al. [10] propose the creation of a cyberbullying weighted
directed graph model that can be used to compute predator
and victim scores of each user, while using a weighted TFIDF scheme with textual features (second person pronouns and
foul words) to enhance cyberbullying detection. Dinakar et al.
[11] expanded on their previous work, creating label specific
features (racial, sexual, intelligence) and also attempting to
classify more indirect and implicit stereotype specific bullying
by building a bullying knowledge base. It is also one of the
few articles that discusses end-user strategies such as delayed
posting, to prevent this phenomenon in social networks. Zhao
et al. [12] expanded insult based on word embeddings to build
bullying features and achieved an f-measure of 0.78 with an
SVM classifier. In addition to innovative features extracted
from a dictionary of common words neurotics use in social
networks, Al Garadi et al. [13] used a Twitter dataset and
enriched it with social network, user and content features to
achieve an f-measure of 0.94 with an SVM classifier. Finally,
Chatzakou et al. [14] labeled users as normal, aggressive,
bullying or spammer by analyzing their batches (groups of
tweets over a short period of time) based on the #GamerGate
controversy. Network, user and text features (including word
embeddings and sentiment analysis) were engineered, and
a recall of 0.73 and 0.72 precision were achieved with a
RandomForest classifier, despite coming short on “bully” class
predictions (precision = 0.41, recall = 0.43) due to the
unbalanced nature of the data. This is also one of the rare
works to include the repetitiveness of cyberbullying as an
indicator, since an aggressive user and a bully are differentiated
by the frequency with which they offend.

Fig. 1. A simple feed-forward multilayer neural network. Image source:
coderoncode.com

III. D EEP L EARNING A RCHITECTURES
Despite growing research on the topic, to the best of
our knowledge, very few studies have applied deep learning
techniques to cyberbullying detection. Neural networks enjoy
a reputation of beating several state-of-the-art machine translation, image recognition and speech recognition tasks and
it is possible that it may also beat other classifiers in the
cyberbullying classification problem.
Although neural networks have existed for several years,
it was not until the last decade that they have been used
competitively in dealing with real word problems. This has
been mostly due to increasing processing capabilities and the
advent of fast graphics processing units (GPUs) [15]. The main
arguments for the use of deep learning are its proficiency
in discovering intricate structures in high-dimensional data,
automatically learning good features from a general learning
procedure, and the fact that it requires very little engineering by hand [15]. As shown in Figure 1, a deep learning
neural network is essentially a multilayer stack of simples
modules, which computes non-linear input-output mappings,
and increase the model’s sensitivity to intricate patterns. This
is mostly due to the use of the backpropagation algorithm that
indicates how a machine should change its internal parameters
that are used to calculate the representation of each layer,
based on the representation from the previous layer [15].
In recent years, two particular architectures have frequently
outperformed shallow classifiers with hand-crafted features,
when combined with a distributed representation for each
word called word embeddings [16] [17]: recurrent neural
networks (RNN) and convolutional neural networks (CNN).
While RNN process an input sequence (like text), one element
(word/character) at a time, and maintain a ‘state vector’ in
their hidden units that contains the history of past elements
(Figure 2); a CNN, typically used in image processing, uses
convolutions to obtain smaller conjunctions of features from
a previous layer to form new feature maps that one (or
more) classical neural network layers can take as input for
classification (Figure 3).
In 2014, Kim et al. [18] used a simple CNN on top
of pre-trained word vectors for sentence-level classification
tasks, improving the state-of-the-art on 4 out 7 benchmark
datasets, which include sentiment analysis. Similarly, Severyin
and Mochitti [19] used a CNN architecture, pre-trained with
a large unsupervised corpus of 50 million tweets for word

Fig. 2. A recurrent neural network. Image Source: LeCun et al. [15]

Fig. 3. A convolutional neural network with two convolutional layers and
two fully connected layers. Image Source: https://ujjwalkarn.me/

embeddings and discovered that, on a phrase-level, it would be
ranked first on the Twitter15 official dataset of SemEval 20151 .
CNN have also outperformed by 2% absolute accuracy a
recently proposed baseline that exploits extensive hand-crafted
features in sarcasm detection: Amir et al. [20] introduced
a CNN model that uses the text from users previous posts
to pre-train the neural network with novel user embeddings.
Conneau et al. [21] showed that the performance of a new
VeryDeep-CNN increases with depth (up to 29 convolutional
layers), when reported on 8 public text classification tasks that
scoped from sentiment analysis to topic classification and news
categorization. The error rate achieved is comparable with
the state-of-the-art while outperforming those where shallow
CNNs (in comparison) were already the best method.
While CNN have proven to perform well in sentiment
analysis and topic classification related tasks, RNN seem to
be tailored for machine translation. In particular when using a
specific kind of RNN, the Long Short-Term Memory (LSTM)
neural network, which, contrary to the original RNN architecture, can learn long term dependencies. In 2014, Sutskever
et al. [22] tackled an English to French translation dataset by
using a multilayer LTSM neural network to map the input
sequence to a vector of fixed size, and then another deep
LSTM to decode the target sequence from the vector. This
approach beat the WMT14 baseline system (BLEU score 34.81
vs 33.30). Bahdanau et al. [23] extended the encoder-decoder
architecture by letting a model search for a set of input words
when generating each target word, therefore not needing to
encode a whole source sentence into a fixed vector. which
had a positive impact in the performance of longer sentences,
when compared to [22].
Some hybrid approaches have also shown to be a promising
option. In 2015, Zhou et al. [24] used a CNN to extract a
sequence of higher-level phrase representations which were
1 http://alt.qcri.org/semeval2015/

then fed into a LSTM to obtain sentence representation. Despite not beating the state-of-the-art SVM solution, the authors
found that this appropriately named C-LSTM outperformed
both CNN and LSTM neural networks, achieving excellent
performance on two tasks: sentiment classification (Stanford
Sentiment Treebank) and question type classification (TREC).
Using a similar approach, Ghosh and Veale [25] used a 2-layer
CNN followed by a 2-layer LSTM and finally, a dense neural
network (DNN), achieving a state-of-the-art f-measure score
of 0.88 and 0.90 in two publicly available sarcasm detection
datasets.
With regard to the use of deep learning in cyberbullying,
work is scarce. Only very recently have neural networks been
used to approach this subject. Zhang et al. [26] proposed a
novel pronunciation-based CNN (PCNN) that used phoneme
codes of text as features to minimize the misspelling of words,
thus alleviating the problem of bullying data sparsity. Despite
of not using word embeddings, the classifier outperforms a
baseline CNN (with pre-trained word embeddings) and other
algorithms, such as SVM and RandomForests, achieving an fmeasure = 0.98 in a Twitter dataset used by Kasture [27] and
an f-measure = 0.57 on the Formspring dataset by Reynolds
et al. [4], that this same work also uses. Building on Zhang’s
work, Vishwamitra et al. [28] built a two-level cyberbullying
defense mechanism for mobile users, consisting of a presend detection scheme that acts as a deterrent to the bully
and a fine-grained detection scheme that uses the PCNN
to detect subtle forms of cyberbullying attacks. Earlier this
year, Agrawal et al. [29] tested four deep learning models
across three different social networks datasets (Formspring,
Twitter and Wikipedia) and achieved an f-measure = 0.95 and
accuracy of 98.00% on the cyberbullying class. However, not
only are these results achieved with an oversampled version
(triple copied cyberbullying samples) of the same dataset used
in this work, which the authors recognize to have impact in
performance, but the definition of cyberbullying is stricter
than ours (only considered to be part of the cyberbullying
class when all annotators agreed) and the embeddings were
optimized by initialization and dimension.
With these successful approaches in mind, the next section
will detail the experimental setup for this work.
IV. E XPERIMENT S ETUP
A. Dataset
This work uses an extended version of the Formspring
dataset from [4], available at Kaggle2 .
Formspring3 is a question-and-answer-based social network
launched in 2009 that was the genesis for other similar
websites, such as AskFM4 and Tumblr5 . The data available
represents 50 ids that were crawled in Summer 2010. For
each id, the profile information and each post (question
2 https://www.kaggle.com/swetaagrawal/formspring-data-for-cyberbullyingdetection
3 http://formspring.me
4 https://ask.fm
5 https://www.tumblr.com

and answer) was extracted. Each post was then loaded into
Amazon’s mechanical turk and labeled by three workers for
cyberbullying content, in a total of 13160 labeled texts. Out of
this total, 2205 texts were deemed by at least one worker to
contain cyberbullying, while 10955 show no evidence of said
phenomenon. The complete vocabulary contains 17846 tokens
consisting of words, emoticons, etc.
Each train and test sample is a full string containing both
the question and the answer in the same sequence, with the
question (Q:) and answer (A:) portion of it, perfectly identified: “Q: Are you a morning or night person?&lt;br&gt;A:
Night 4shuree!!”. The text is preprocessed before any further
transformation. Namely:
• the “Q:” and “A:” markers are removed;
• any html tag or encoding representation are removed
(example: &lt;br&gt;);
• words with characters that repeat more than twice are
normalized to keep at most two repetitions (example:
goooood becomes good;
Two versions of the dataset are used in the experiments:
(i) a full version with the unbalanced class ratio as described
above; (ii) a down-sampled balanced version consisting of all
the cyberbullying class entries (2205) and a random selection
of the same size no cyberbullying class, for a total of 4410
samples (vocabulary length of 8766 items).
B. Neural Network Architecture
The experimental setup is performed in three steps, one for
each different proposed deep learning architecture.
Firstly, we implement the CNN as detailed by Kim et
al. [18] (Figure 4), given how well it has performed in
binary sentiment-oriented classification tasks, which bares
resemblance to the problem of cyberbullying, since it may
be broadly thought of as a classification between negative
and non-negative texts. It consists of a one-layered CNN
followed by a fully connected layer with dropout = 0.5
and softmax output. Following the author’s findings for best
performance, the CNN’s filter window size was 3, 4 and 5
(parallel convolution units that were concatenated at maxpooling operation) with 100 feature maps each.

Fig. 4. A CNN as proposed by Kim et al. [18]

.
Secondly, we implement the hybrid C-LSTM as detailed
by Zhou et al. [24] (Figure 5), given how it also excelled

in a sentiment classification task. It consists of a CNN layer
followed by a LSTM layer. Following with the author’s
findings for best performance, a dropout rate of 0.5 was used
following the word embedding layer and the LSTM layer,
while the optimal window size for the CNN was 3.

Fig. 5. A hybrid CNN followed by an LSTM as proposed by Zhou et al.
[24]
.

Finally, the mixed CNN-LSTM-DNN from Ghosh and Veale
[25] is implemented, given how it successfully learned the representation for a sarcasm dataset. Despite being thematically
very different, we feel that both sarcasm and cyberbullying
share a common feature: they are context dependent. For
sarcasm, it is the exact opposite of what the sentence contains,
for cyberbullying, if the two people chatting are friends, an
aggression may in fact be friendly banter, as opposed to
an aggression. Following with the author’s findings for best
performance, both CNN layer’s window size is 3, but instead
of using 256 filters and 256 hidden memory units in the DNN,
we use 300 (word embedding dimensions).
C. Hyper-parameter Optimization
Cross-validation (10-fold) is performed and parameters optimized for each fold. For benchmarking purposes, the experiment includes a SVM and a Logistic Regression classifier
test, with samples represented as a sparse TF-IDF vector bagof-words and the following parameter grid search deployed:
tokens [unigrams, unigrams + bigrams, bigrams], stopword
removal [yes, no] and the hyperplane margin parameter C
[0.001, 0.01, 0.1, 1.0, 10.0]. Because we argue that deep
learning should be a better option to detect cyberbullying, and
that one of its core strengths is how little engineering the data
requires, no feature engineering is performed on the input data
for these algorithms.
All networks are implemented as documented by their
respective author’s as being the best case scenario, without
any further parameter optimization.
D. Text Representation
As mentioned in Section III, neural networks have proven to
be excellent when using word embeddings as dense represen-

into account the relationship between successive words. While
a typical TF-IDF representation of text is used as a benchmark
for the non-deep learning classifiers, it was not used as input
for the three previously mentioned deep architectures, for
several reasons. Firstly, in TF-IDF, instead of the word, each
vector represents the document over a typically much larger
than embeddings vector, containing as many dimensions as its
vocabulary size. Secondly, because one input vector represents
the whole document, the notion of sequence used as input
for CNN’s is lost, as instead of having an M × N matrix
for input (M is the number of words in the input sequence
and N is the number of embeddings dimension), we have a
1 × N matrix, i.e., one vector representing the document with
N dimensions. Finally, all of our proposed architectures use
CNN’s as the entry point, and in a 1 × N TF-IDF input, the
act of performing convolutions across a single row will be less
effective in highlighting import features.
To sum up, three distinct text representations are tested in
Section V:
1) Google-News word embeddings;
2) Formspring word embeddings;
3) Twitter word embeddings;
Fig. 6. A mixed CNN-LSTM-DNN as proposed by Ghosh and et al. [25]

V. R ESULTS AND A NALYSIS
tation of the input, which is why all of previously mentioned
works use word embeddings.
While several works resort to pre-trained word embeddings,
namely those provided by Google that were trained on part of
the Google News dataset (100 billion words) and contain 300dimensional vectors for 3 million words and phrases, we opted
to also use the gensim6 implementation of Mikolov’s et al. [16]
original word2vec method to pre-train the full vocabulary of
our dataset, as described in Section IV-A, into vectors with
300 dimensions (Formspring word embeddings). Additionally,
we also pre-trained a set of approximately 30 million English
tweets, extracted from the Twitter Stream API during the
month of August, 2017, into word vectors with 300 dimensions
(Twitter word embeddings). The reason behind the creation of
these two additional representations is the informal manner in
which text is written in social networks. We found that our
data contains many misspellings (example: luk as opposed to
luck) or slang (example: 4shuree) that we theorize will have
very little representation in Google’s embeddings, given the
formal nature of the language in Google News. By creating
the Formspring word embeddings, we obtain a very specific
contextual representation of the semantics of the words used
in our dataset (potentially over trained), with the drawback of
being trained in very few text samples. On the other hand, the
Twitter word embeddings are trained from a similar linguistic
context as Formspring, but in much larger scale and therefore
richer.
Similarly to the original articles, the proposed architectures
in Section IV-B take input sentences as a sequence, i.e., it takes
6 https://radimrehurek.com/gensim/models/word2vec.html

A. Unbalanced Dataset
For the unbalanced/full dataset, results are presented in
Table I and Figure 7. The f-measure is nearly identical regardless of method, with Kim et al.’s [18] slightly outperforming
all other methods, when using the Google Embeddings as
input, including the benchmark classifiers (0.71% increase
in absolute f-measure when compared to SVM with TF-IDF
input).
TABLE I
U NBALANCED DATASET - OVERALL P ERFORMANCE
SVM
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
Logistic Regression
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
CNN by Kim et al. (2014)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
C-LSTM by Zhou et al. (2015)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
CNN-LSTM by Gosh et al. (2016)
Formspring Embeddings
Google Embeddings
Twitter Embeddings

Precision

Recall

F-Measure

0.785
0.830
0.842
0.846

0.791
0.860
0.867
0.867

0.771
0.823
0.835
0.842

0.786
0.831
0.842
0.844

0.777
0.860
0.867
0.864

0.780
0.832
0.839
0.842

0.839
0.850
0.842

0.837
0.869
0.812

0.828
0.848
0.806

0.801
0.818
0.838

0.780
0.807
0.838

0.785
0.806
0.831

0.802
0.810
0.809

0.772
0.791
0.812

0.782
0.797
0.808

TABLE II
U NBALANCED DATASET - C YBERBULLYING C LASS P ERFORMANCE

Fig. 7. Overall performance for Cyberbullying Detection in an unbalanced
dataset

SVM
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
Logistic Regression
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
CNN by Kim et al. (2014)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
C-LSTM by Zhou et al. (2015)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
CNN-LSTM by Gosh et al. (2016)
Formspring Embeddings
Google Embeddings
Twitter Embeddings

Precision

Recall

F-Measure

0.395
0.621
0.672
0.629

0.184
0.200
0.236
0.313

0.195
0.299
0.343
0.397

0.323
0.606
0.642
0.620

0.323
0.238
0.271
0.309

0.317
0.340
0.376
0.395

0.555
0.649
0.544

0.387
0.331
0.424

0.417
0.423
0.421

0.328
0.395
0.485

0.404
0.438
0.448

0.342
0.402
0.444

0.325
0.372
0.382

0.448
0.428
0.393

0.370
0.383
0.381

Fig. 8. No-Cyberbullying class detection in an unbalanced dataset

The overall good performance and high resemblance in
metric values, regardless of method and input representation, is explained by the dataset’s unbalanced nature. As
a consequence of the non-cyberbullying class (NCB) being
approximately 5 times larger that the cyberbullying class (CB),
and the presented metrics being macro-metrics weighted by the
label imbalance of the dataset, all classifiers will be very good
at detecting samples of the majority class (Figure 8) while
underperforming for arguably the most import class (CB).
Surprisingly, the best overall result is achieved when using
Google Embeddings in Kim’s et al. CNN [18], which we
theorized in Section IV-A would have less representation in
the vocabulary of a social network, and therefore induce more
erroneous classifications. We believe this happens because the
convolutions of the CNN architecture will highlight features
related to a more formal/correct writing pattern which may
occur in NCB samples, and therefore provide better detection
for said category. Nonetheless, the trend across deep learning
classifiers is to have better performance when using Twitter
Embeddings, which were trained from a larger number of samples than Formspring Embeddings (30 millions versus 13160)
and more within context than Google Embeddings (social network samples versus Google News). Generally speaking, the
baseline classifiers (SVM and Logistic Regression) are more
competitive when using the traditional TF-IDF representation
of text.

Fig. 9. Cyberbullying class detection in an unbalanced dataset

Looking specifically at the cyberbullying class, Table II and
Figure 9 show that the performance is very poor and unusable
in a real life system, given how many False Positives and/or
False Negatives either classifier would produce. Regardless,
the best result is achieved once again with a deep learning
architecture, Zhou’s et al. C-LSTM [24] with Twitter Embeddings text representation, which is 11.80% better than the best
non-deep model (SVM with a TF-IDF input).
It is important to note that, in a real world situation, cyberbullying occurs in an much smaller ratio than 5 to 1, which
would theoretically exacerbate the above shown difficulty in
detecting instances of the cyberbullying classes. We conclude
that more and better modeled data is key to ensure that
cyberbullying detection becomes a solvable problem, not only
from a deep learning point of view, where it has been shown
that it requires plenty of data to be effective, but in general.
B. Balanced Dataset
Due to the results obtained on the unbalanced dataset, and
because a binary problem is traditionally researched in a

TABLE III
BALANCED DATASET - OVERALL P ERFORMANCE
SVM
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
Logistic Regression
Formspring Embeddings
Google Embeddings
Twitter Embeddings
TF-IDF
CNN by Kim et al. (2014)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
C-LSTM by Zhou et al. (2015)
Formspring Embeddings
Google Embeddings
Twitter Embeddings
CNN-LSTM by Gosh et al. (2016)
Formspring Embeddings
Google Embeddings
Twitter Embeddings

Precision

Recall

F-Measure

0.711
0.787
0.812
0.824

0.711
0.786
0.810
0.823

0.709
0.786
0.810
0.823

0.704
0.787
0.810
0.826

0.704
0.784
0.810
0.823

0.703
0.784
0.810
0.823

0.820
0.839
0.813

0.816
0.839
0.806

0.816
0.839
0.806

0.802
0.832
0.845

0.793
0.830
0.842

0.791
0.830
0.842

0.47
0.579
0.814

0.619
0.674
0.804

0.517
0.605
0.803

Fig. 10. Overall performance for Cyberbullying Detection in an balanced
dataset
.

balanced representation of both classes, the same experiments
as described above where performed for the down-sampled
dataset mentioned in Section IV-A. By balancing the classes,
the misclassification problem described in the previous section was “eliminated”, at the cost of training samples, given
that both categories now have equal representation and the
macro-metrics are equally weighted in their calculation. The
experiments provided the results in Table III.
In this particular context, the C-LSTM architecture by Zhou
et al. [24] achieves the best performance when using Twitter
Embeddings as text representation. It is 2.3% better in absolute
f-measure than the baseline best classifiers (SVM and Logistic
Regression with TF-IDF input). The model by Kim et al. [18],
which was the best in the unbalanced scenario, is the second
best performing architecture (f-measure = 0.839), once again
with Google Embeddings as text input representation.
Both in the experiment with the unbalanced and the balanced dataset, the improvement that the best neural network
provides is minimum. Traditional classifiers like SVM and Lo-

gistic Regression remain a good and computationally cheaper
option to classify cyberbullying texts in social networks,
specifically in the Formspring dataset that was used. We
theorize that this is explained by the occurrence of several
words/expressions (such as curse words) that are very rich
and well represented enough with a sparse TF-IDF vector, that
the above mentioned methods can in turn use to distinguish
between categories. However, it is import to remember that
the improvement is achieved without any sort of manipulation
on how the data is represented, beyond the unsupervised pretraining of word embeddings. With the intention to improve
the SVM or Logistic Regression results, one would have to
handcraft features based on extensive pre-processing of the
text, cross-referencing it with external resources and dictionaries, in order to include some of the mechanisms mentioned in
Section II (Part-Of-Speech Tagging, foul words count, pronoun
counts, etc.), which is costly.
VI. C ONCLUSIONS
With cyberbullying as a trending subject, this work reports
on the computer science’s community efforts to solve it, as
a ML problem. The current state-of-the-art relies on feature
engineering, which requires lengthy manipulation of the data
representation. Following with the success of neural networks
in several other text based tasks, a proposal is made to replicate
and adapt previously studied deep learning architectures, while
tackling on the detection of cyberbullying in social networks.
Despite no parameter tuning and virtually no manipulation of data representation beyond word embeddings, the
proposed neural networks provide competitive results, even
outperforming benchmark classifiers in specific contexts. This
article kept the original architectures, but it could be argued
that further hyper-parameter optimization would provide even
better results. For instance, varying values of batch size,
dropout rate (when applicable), different pooling strategies (for
CNNs) and different max length values for sequences are all
variables that are known to impact performance. Nevertheless,
when the unbalanced nature of the cyberbullying surfaces,
where in comparison the number of non-cyberbullying samples
is larger, neither method offers satisfactory results, due to
poor performance in detecting the minority class, i.e., the
cyberbullying class.
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