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Abstract
As high-performance systems evolve towards exascale and beyond, software development becomes
increasingly more complex due to the rapid growth in the number of cores available in a single system.
Many alternative programming models were proposed recently aiming to ease software development
while increasing application efficiency. The main objective of this thesis is to evaluate the limitations and
advantages of one of these new programming models (OmpSs-2) when applied to a real complex
application. Our starting point is a sequential, 2D plasma simulator (ZPIC) that has the same core
algorithm and functionalities as OSIRIS. In the first part of this thesis, we follow a spatial decomposition
to parallelize ZPIC and target multicore CPUs. After applying a dynamic load balancing, our
implementation not only achieves near-perfect scaling in one node of MareNostrum4 but also shows
very consistent performance across all simulations. In the second part of this thesis, we target GPUs
using a combination of OmpSs-2 and OpenACC. To efficiently use the device architecture, we introduce
major changes to the ZPIC’s algorithm, including sorting the particles by tiles, using shared memory as
cache and restructuring the particles’ data for coalesced memory accesses. The final implementation
running on a single NVIDIA V100 GPU achieves up to 20x the performance of two IBM Power9 besides
demonstrating excellent scaling for 2 GPUs as well as potential to scale up to 4 accelerators.

Keywords: GPU, manycore CPUs, OmpSs-2, OpenACC, plasma simulation, particle-in-cell (PIC)

Resumo
Conforme os sistemas de alto desempenho evoluem em direção a exascale, o desenvolvimento de
software torna-se cada vez mais complexo devido à multiplicação no número de cores disponíveis em
um único sistema. Vários modelos de programação foram propostos recentemente com o objetivo de
facilitar o desenvolvimento de software e melhorar a sua eficiência. O objetivo principal desta tese é
avaliar as limitações e vantagens de um desses novos modelos de programação (OmpSs-2) quando
aplicados em um programa real e complexo. O nosso ponto de partida é um simulador de plasma 2D
sequencial que compartilha o mesmo algoritmo e funcionalidades básicas com o OSIRIS. Na primeira
parte dessa tese, nós utilizámos uma decomposição espacial em conjunto com o OmpSs-2 para
paralelizar o ZPIC. Após aplicar um balanceamento de cargas dinâmico, o nosso programa alcançou
uma escalabilidade quase perfeita em um nó do MareNostrum4, além de demonstrar desempenho
consistente em todos os testes. Na segunda parte desta tese, nós focamos em GPUs utilizando uma
combinação de OmpSs-2 e OpenACC. Para usar eficientemente a arquitectura do acelerador, nós
introduzimos grandes mudanças no código do ZPIC, incluindo a ordenação das partículas em tiles, o
uso de shared memory como cache e a restruturação nos dados das partículas para acessar a memória
de forma coaslesced. Com uma NVIDIA V100, o nosso program obteve até 20x o desempenho de dois
IBM Power9, além de demostrar excelente escalabilidade para 2 GPUs e potencial para escalar até 4
GPUs.

Palavras-Chaves: GPU, manycore CPUs, OmpSs-2, OpenACC, particle-in-cell (PIC), simulação de
plasma
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Chapter 1
Introduction
With the collapse of the Dennard Scaling [12] and the slowdown of the Moore’s Law [38], hardware
manufacturers were unable to improve traditional processor design in a significant way for the last 10
years (Figure 1.1). Instead, they have focused on increasing the hardware parallelism available (e.g.,
the number of cores) as a way to improve performance [26, 43]. As a result, parallel computing becomes
a necessity to efficiently utilize the available resources, especially for HPC applications.

Figure 1.1 Growth of the CPU performance over 40 years [26].

At the same time, GPUs and other hardware accelerators became quite popular in the HPC
community. While the CPU is a general-purpose computing device, accelerators use specialized
hardware to execute certain workloads not only faster but also consuming less energy. As a result,
applications that exploit this technology often requires specific programming languages and software,
knowledge of the underlying architecture and sometimes major software redesign. Most accelerators
also have a dedicated memory that must be explicitly managed by the programmer.
With highly parallel and heterogeneous systems, developing efficient applications is often very
complex and time-consuming. Sometimes, the high complexity even overwhelms the developer and the
resulting applications underutilize all the available resources. In order to ease software development
and improve application efficiency, many alternative programming models have been proposed in recent
years. Among them, task-based programming models are well-known for their dynamic load balancing
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and low synchronization costs. These models can even facilitate the development of programs in
heterogenous architectures [47]. One of the most well-known task-based models is OmpSs.
OmpSs [14] is a shared-memory programming model that supports asynchronous task parallelism
and heterogeneous architectures. In this model, the programmer inserts annotations in the sequential
code to create tasks and their data dependencies. Based on this information, the runtime will create a
dependency graph and schedule the tasks accordingly. A thread pool will then execute the scheduled
tasks asynchronously. OmpSs also allows tasks to contain kernels written in CUDA [60], OpenCL [33]
or OpenACC [63, 64] instead of standard C/C++/Fortran code. In this case, OmpSs manage the
accelerators transparently from the programmer, including data management, synchronization, and
device configuration. OmpSs-2 [7] is the second generation of the OmpSs programming model.
While CUDA and OpenCL are the most popular models for heterogeneous architectures, both are
fairly low-level in term of kernel development and host API. OpenACC [63, 64], on the other hand,
provides a high-level and portable way to target accelerators without a significant performance loss.
With directives, the programmer not only offloads computations to the device but also manage the data
in its memory. Later, the compiler replaces these directives to the appropriate API call or CUDA/OpenCL
kernel. Although most compilers only support GPUs, OpenACC can theoretically target any type of
accelerator.

1.1 Objectives and Contributions
Despite its promising features, the assessment of the effective benefits of task-based programming
models is far from mature since they are rarely utilized in real HPC applications. Therefore, the main
objective of this thesis is:
•

Evaluate the actual advantages and limitations of task-based programming models when
applied to a complex scientific application

Since the main objective is very broad, we subdivide it into three sub-objectives:
1. Propose an efficient strategy for parallelizing complex applications using a task-based
programming model in a shared-memory environment
2. Evaluate the effects of overdecomposition as a way to improve load balance in task-based
programs
3. Investigate the usage of task-based programming models in heterogeneous systems
To achieve our goals, we study the parallelization of a kinetic plasma simulation based on the
particle-in-cell (PIC) method. The PIC method is widely used to simulate plasma events, ranging from
astrophysics to thermonuclear reactors (such as ITER, or International Thermonuclear Experimental
Reactor) [51, 58].
The starting point of this thesis is the ZPIC Educational Suite [8], a collection of bare-bones,
sequential plasma simulators based on OSIRIS [17]. All programs in the suite share the same core
algorithm and functionalities as OSIRIS but focus on different plasma events or models. In this way, the
2

programs in the suite are simple but still produce accurate results. Due to its simplicity, the suite can be
easily ported to other programming models or platforms. From the ZPIC suite, we selected a 2D
electromagnetic plasma simulator as the base implementation. The program follows a fully relativistic
finite-difference model and the PIC method. For simplicity, we will refer to this program as ZPIC.
In the first part of this thesis, we focus on multicore CPUs in a shared memory environment. To fulfil
sub-objective (1), we parallelize ZPIC using a spatial decomposition and the OmpSs-2 programming
model. Then, we improve the load balance of the program by overdecomposing the simulation space
and applying a dynamic task scheduling (sub-objective (2)). The resulting implementation not only
shows near-perfect scaling in a single node of the MareNostrum4 supercomputer but very consistent
performance across all tests.
In the second part of this thesis, we shift our focus to GPUs, the most common type of accelerators
(sub-objective (3)). All kernels were developed using the OpenACC programming model. To better
utilize the target architecture, we introduced major changes in the simulation algorithm. First, all particles
were sorted by tiles (a group of cells) in order to enable the shared memory usage as an explicitly
managed buffer during the particle advance and other operations. The program follows a highly
optimized Bucket Sort for rearranging the particles. We also altered the particles’ data layout for a more
coalesced memory access. Most memory conflicts are solved with atomic operations and all data
management was handled by the NVIDIA Unified Memory. In this case, OmpSs-2 acts as a
management layer, handling all kernel launches and device synchronizations, besides allowing the
simultaneous execution in both the GPU and CPU. We extended our implementation to support multiple
GPUs, which added another layer of complexity to our application, such as device communication, task
scheduling, and load imbalance.
Overall, our program running on a single NVIDIA V100 is between 10x and 20x faster than all 40
CPU cores (IBM Power 9) combined. The program has shown excellent scaling for 2 GPUs and potential
to scale up to 4 GPUs.

1.2 Thesis Outline
The rest of this document has the following structure. In Chapter 2, we describe in great detail the
OmpSs-2 programming model, so the reader can grasp essential concepts, such as definition of task,
data dependencies and execution model. We also highlight some of the OmpSs-2 features to
differentiate the model from both OpenMP and other task-based programming models.
In Chapter 3, we present the GPU architecture as well as its general programming model,
highlighting its memory subsystem, important concepts (e.g., memory coalescing) and possible
optimizations. This chapter also describes the OpenACC specification.
Chapter 4 provides the background theory for plasma simulation and PIC codes. In this chapter,
we also describe ZPIC implementation and present the current state-of-the-art and related works.
In Chapter 5, we first describe the general parallelization strategy utilized in this thesis, then we
detail our implementation for multicore CPU as well as for one or more GPUs. In this chapter, we also
present the benefits and limitations of an overdecomposition.
3

Chapter 6 is dedicated to the evaluation and validation of our implementation. We begin this chapter
with a brief overview of all implementations tested, then present the three simulation instances (LWFA,
Weibel and theoretical plasmas). Next, we validate our parallel implementation against the sequential
ZPIC. Finally, we present the testing configuration (both hardware and software-wise) and the testing
results as well as their analysis.
Lastly, Chapter 7 concludes this thesis and presents possible future work.
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Chapter 2
Shared Memory Parallelism
The main objective of parallel computing is to reduce the overall execution time by using a parallel
computer to solve a single computation problem [45]. A parallel computer is any computer system that
has more than one processor, which includes supercomputers, clusters, modern personal computers
and even the smartphones that we use every day.

2.1 Classification of Parallel Computers
For portability reasons, applications target a class of parallel computer but not a particular system.
Thus, it is important to define the classification scheme and the possible categories. Usually, parallel
computers are classified according to the physical distribution of memory.
A typical shared-memory system consists of a single node/computer with multiple processors
sharing the same memory space and I/O. The accesses to the shared memory can be either uniform
(UMA – Uniform Memory Access) or non-uniform (NUMA – Non-Uniform Memory Accesses). In the
UMA architecture (also called SMP – Symmetrical Multiprocessor), all the processors share the same
bus to connect them to the main memory and the I/O (e.g., a multicore CPU), while in the NUMA
architecture, the system is composed by multiple groups of processors interconnected (e.g., multiple
CPUs in the same board). Each group is connected to a subset of the system memory and I/O.
Applications and programming models (e.g., OpenMP and OmpSs) often exploit thread-level parallelism
in shared-memory environments [45].
Distributed-memory systems, on the other hand, are composed of a network of computers. In this
configuration, the processors are interconnected through a network, each with its own memory space,
processing element(s) and I/O. Usually, each processor in the system executes a process (i.e., an
independent copy of the original program) and communicate explicitly with one another through
messages, following the MPI [25] specification. Note that a distributed-memory system can emulate a
shared-memory space (DSM – Distributed Shared Memory [44]).
Most hardware accelerators have a dedicated memory that must be explicitly by the user or by the
runtime, including transferring data between the host and device memory, allocating variables, etc. In
this sense, many principles from distributed-memory systems also apply to hardware accelerators.
Another possible classification is the Flynn’s Taxonomy [45]:
•

Single Instruction Single Data (SISD): Uniprocessors falls into this category.

•

Single Instruction Multiple Data (SIMD): In this case, all processors execute the same
instruction on different data sets. GPUs and SSE instructions on Intel and AMD CPUs are
classified as SIMD.
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•

Multiple Instruction Single Data (MISD): In the MISD model, each processor executes a
different instruction in the same data set. There are no commercial solutions of this type.

•

Multiple Instruction Multiple Data (MIMD): In this category, each processor execute
independently from the others.

2.2 OpenMP
OpenMP [65] is a widely used shared-memory programming model that allows the developer to
express parallelism by inserting annotations (pragma omp) in a sequential program. These annotations
are later identified and transformed into parallel code by the compiler. As the underlying code is still
sequential, the programmer can add or remove directives without affecting its executability, allowing
parallel programs to be developed incrementally.
The parallel execution of OpenMP applications follows the fork-join model. Under this model, the
main thread executes sequentially the program until a parallel section is found. Then, this thread creates
a team composed of itself (as master) and additional helper threads. All threads in the team execute the
corresponding code section in parallel. After reaching the end of the parallel section, the master thread
disbands the team, and continues the execution of the program sequentially until a new section is found,
repeating the process.
Inside a parallel section, the programmer can use a handful of OpenMP directives to distribute the
computation among the threads (worksharing). The most common one is the for directive, in which
each thread of the team executes a set of iterations of a for loop. By default, OpenMP includes an
implicit barrier at the end of the loop. Another directive is the sections construct that defines code
segments that can be executed in parallel. Besides these two directives, recent versions of OpenMP
also support other approaches to parallelize the code, including the task construct (similar to OmpSs,
Section 2.3) and simd loops (multiple iterations of the loop are executed concurrently using SIMD
instructions).
Moreover, OpenMP (from version 4.5 and up) officially supports offloading the computation to
hardware accelerators through the target construct. With this construct, the compiler will first analyse
the corresponding code section and then generate the kernel in the appropriate language (e.g. CUDA).
OpenMP also provides additional constructs and clauses, such as target data and map, to manage
the device memory and transfer data between the accelerator and the host.

2.3 OmpSs
The OmpSs [7, 14, 40] programming model is a combination of ideas from OpenMP and StarSs [42]
(Star SuperScalar, a family of task-based programming models developed at BSC): it uses the same
annotation-based design as OpenMP to support tasking with data dependencies and heterogeneous
architectures. OmpSs-2 is the second generation of this programming model.
In the same way as OpenMP, the development of parallel programs in OmpSs is based on inserting
compiler directives (pragma oss) into sequential applications, which are later transformed into parallel
6

code by the compiler. Therefore, OmpSs have the same advantages as OpenMP: high productivity and
incremental development of parallel applications.
Instead of following OpenMP’s fork-join model, OmpSs adopted the thread pool model from StarSs.
In this case, the runtime first initializes the parallel environment and then assign the main task (i.e., a
task with the main function) to a thread. During the execution, the program will create new tasks and
store them into a queue. The runtime will then distribute the enqueued tasks to the available threads.
Additionally, each task may have data dependencies to indicate the relation between them. Based on
this information, the runtime not only infers the correct order of execution but also determines which
tasks can be executed safely in parallel.
OmpSs and StarSs also differ from OpenMP in the support for hardware accelerators. In OmpSs,
the user writes kernels in the native accelerator language (e.g., CUDA or OpenCL) and wraps them into
tasks. These tasks are then integrated into the OmpSs system following the same rules for task
execution and synchronization. All the host API is handled automatically by the OmpSs. In contrast, the
OpenMP compiler will analyse the code block and then generate the corresponding accelerator code.
Finally, since version 3.0, OpenMP included the support for asynchronous tasks, and in each
subsequent release, extended the tasking model to incorporate new features. The majority of the tasking
capabilities of OpenMP originated from OmpSs programming model, as shown in figure 2.1.

Figure 2.1 OmpSs contributions to the OpenM>P standard.

2.3.1 Basic Concepts
The most important concept in OmpSs is the task, which consists into a set of code and its data
environment that can be executed independently and represents the minimum work unit that is managed
by the runtime scheduler. In OmpSs-2, the developer can create tasks by inserting the following compiler
directive (in C/C++ syntax) over the corresponding code block:
#pragma oss task [clauses]
structured block
This compiler directive is called a task construct, and accept some clauses to specify the behaviour
and properties of the task, such as the device to indicate the task type (smp, openacc or cuda);
depend to declare the data dependencies; for to mark the task as a worksharing task (i.e., the
7

iterations of a for loop are split into equally sized chunks that are distributed among the available
threads); if to indicate that the task can be deferred or must be executed immediately; priority to
indicate the task priority; and others clauses.
During the execution, whenever a thread encounters a part of the code that was declared as a task,
the thread will instantiate it and continue the execution after the task construct. Based on its data
dependencies, the runtime will determine if the task instance can be executed immediately by the thread
pool or needs to be deferred to a later time. Some properties, such as the if and for clauses, can alter
the instantiation of the task and when the task will be executed.
Additionally, OmpSs provides two ways of synchronizing the tasks: by calling an explicit barrier
(taskwait) or by using data dependencies. In the first case, a taskwait will block the execution of
the program until all the previously created tasks (including the deeply nested tasks) are finished. The
directive also accepts some data dependence clause (in a similar way as the task construct) for waiting
until some data is produced. In C/C++, the taskwait directive has the following syntax:
#pragma oss taskwait [clauses]
In most instances, the data dependencies are a better way to synchronize the tasks compared to
explicit barriers since it offers fine-grain synchronization, more flexibility for distributing the tasks and
lower overhead.

2.3.2 Data Dependencies
Usually, a task requires some input data to perform some operation and produce new data that will
be later used by another task or other part of the program. We define these relations as data
dependencies. Using this information, the OmpSs runtime will link each task with its successors (those
tasks that depend on the data produced by the task) and predecessors (those tasks that produce the
data required by the task), creating a dependency graph. Then, a task is scheduled for execution as
soon as it has its dependencies fulfilled (i.e., the predecessors already produced the necessary data).
The scheduled tasks are stored in a queue and will be executed asynchronously by the thread pool.
When a task completes, the dependency graph is updated, allowing successor tasks to be executed.
In this way, the OmpSs runtime preserves the correct order of execution, even if the tasks are
executed asynchronously. From the dependency graph, the runtime also identifies potential parallelism
(e.g., unrelated tasks can be executed concurrently), prefetch the next execution-ready tasks, transfer
data between the host and device automatically, etc.
The data dependencies can be declared in the task construct using either the depend clause
(similar to OpenMP) or the dependency type directly (OmpSs short form). The developer also has to
specify the type of operation (e.g., reading or writing) that the task will perform over the data. In C/C++,
the depend clause have the following syntax:
depend(<type> : <memory-reference-list>)
8

and the OmpSs short form syntax is
<type>(<memory-reference-list>)
In both forms, the memory-reference-list correspond to a list of lvalue [66] expressions (i.e.,
reference to objects in the memory) using the syntax of the underlying programming language, while
the dependence type can be either one of the following keywords:
•

in – Indicate that the data will be used as an input (read operation) in the task. A dependency
will be created between it and a previously declared task that has either an out or inout
dependency type over the same memory reference.

•

out – Indicate that data will be produced (write operation) by the task. A dependency will be
created between it and a previously declared task that has either an in, out or inout
dependency type over the same memory reference.

•

inout – Combines the semantics of in and out dependencies types (i.e., the task will perform
both a read and write operations), thus it creates all the dependencies specified by two previous
points.

•

commutative – A special case of the inout dependency type. If two or more tasks have a
commutative clause referencing the same memory position, only one of them can be
executing at a time. However, this dependency allows any order of execution among these
tasks.

•

concurrent – In this case, tasks that have concurrent clause referencing the same memory
position will not have any dependency between them. To other clauses, the concurrent
behaves as an inout dependency type.

The runtime will use the declared data dependencies to determine the actual relationship between
tasks, and then consolidate it on the dependency graph. Worth mentioning that calculation of the
dependency is limited to the enclosing (and sometimes implicit) task. Thus, only tasks that share the
same parental task (often referred to as sibling tasks) can establish a dependency relationship. In this
sense, a task provides an inner and isolated domain for calculating the dependencies of its sub-tasks.
Note that OmpSs support extended expressions from the lvalues from C/C++, such as array sections
and pointer shaping. Fortran supports array sections natively.
Finally, OmpSs supports task nesting with data dependencies. In this case, the parental task not
only has to declare its dependencies but also the dependencies of its sub-tasks, effectively linking the
inner and outer domains of the task. Additionally, the developer can add the weak modifier as a prefix
of in, out or inout clauses to indicate the data is only used by a sub-task. In this way, the outer task
can be executed even if a weak dependency is not satisfied, while still linking the outer and inner domain.
The dependency will be eventually enforced by a sub-task annotated with a regular (non-weak)
dependency type.
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The OmpSs tasking model is illustrated by Code Listing 2.1. The corresponding dependency graph
is shown in Figure 2.2. In our example, the tasks T2 and T3 can be run in parallel if enough hardware
resources are available.

int A[5] = {1, 2, 3, 4, 5};
int b = 0;
float c = 0.0;
#pragma oss task in(A[0:4]) out(b, c)\
label(T1)
for(int i = 0; i < 5; i++)
{
b += A[i];
c += (float) A[i] / b;
}
#pragma oss task inout(c) label(T2)
computation_1(&c);
#pragma oss task inout(b) label(T3)
computation_2(&b);
#pragma oss task inout(A[0]) in(b, c)\
label(T4)
A[0] = b + c;
#pragma oss task in(A[0], b) label(T5)
printf("%d %d\n", A[0], b);
#pragma oss taskwait
Code Listing 2.1 Example of a program using OmpSs tasks with data
dependencies.

Figure 2.2 Dependency graph generated for
Code Listing 2.1.

2.3.3 Reference Implementation
The reference implementation of OmpSs-2 is composed of two parts: the Mercurium compiler and
the Nanos6 runtime.
Mercurium is a source-to-source compiler that transforms the high-level directives into parallel code.
In detail, the Mercurium will identify the OmpSs-2 annotations in the source code of the input files, and
then generate the appropriate calls to the Nanos6 runtime library. After the OmpSs-2 annotations are
processed, the Mercurium will call the native compiler to generate the final executable binary. Mercurium
also identifies kernels written in CUDA, OpenCL and OpenACC and invoke the appropriate compiler
(e.g., nvcc for CUDA kernels). Finally, Mercurium can also apply some compiler-time optimisations to
generate more efficient code. Currently, Mercurium supports Fortran, C and C++ programming
languages.
Nanos6 runtime, on the other hand, provides support for the parallel execution of the application.
This support includes instancing the tasks, identifying the data dependencies and then generating the
corresponding task dependency graph, which is later used to schedule the tasks to the hardware
resources. The runtime also provides support for hardware accelerators. Furthermore, not only the
runtime has built-in debugging (e.g., enable validation checks or generating a graphical representation
of the dependency graph) and instrumentation modes but also there are several environment variables
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available to fine-tune the runtime behaviour. In the instrumentation mode, Nanos6 will automatically
generate Extrae [6] traces that contain information about the runtime activity and the available hardware
counters. Later, these traces can be analysed using the Paraver [41] tool.

2.4 Other Task-based Programming Models
Intel Threading Building Block (TBB) [57] consist of a C++ library with generic parallel algorithms
and concurrent data structures. The library automatically creates the appropriate tasks and dependency
graphs for the algorithms provided. The programmer can also explicitly create a custom computation
graph (i.e., tasks interconnected by a dependency graph) using the flow graph class. The TBB task
scheduler will then map the tasks to the threads (similar to a thread pool) and apply a dynamic load
balancing through a work-stealing algorithm. Recently, TBB included support of heterogeneous
architectures by allowing the inclusion of OpenCL kernels in the flow graph.
StarPU [3, 67] provides a tasking API focused on heterogeneous systems. In StarPU, the user
creates codelets (an abstraction of a task) that can be executed on a CPU core or offloaded to an
accelerator. In a similar way to OmpSs, the runtime will use a dependency graph to schedule codelets
to workers (i.e., a processing element, such a GPU or a CPU thread). The scheduling policies of StarPU
can be altered by scheduler programmers in a high-level way, independent of the underlying target
architecture. Finally, StarPU provides a high-level library to automate the data transfer between multiple
computation devices.
High Performance ParalleX (HPX) [30, 56] runtime system extends the tasking concept to a
distributed shared memory (DSM) environment. In HPX, the user creates tasks through a combination
asynchronous functions calls (hpx::async) and future variables (i.e., some variable that will be
produced by a future calculation). The user can also define a graph of dependent tasks through the
hpx::dataflow class. The tasks will be then distributed to the nodes according to the data location,
through an active message (or parcel) system. This system can also be used for data migration. When
a node receives a parcel, it is (re)converted to a task and executed by the threading system (that uses
a thread pool with a work-stealing algorithm for load balancing). HPX supports CUDA devices.
Although Intel TBB, StarPU and HPX are viable alternatives to OmpSs, all of them require explicit
calls to the library routines or even manually constructing the dependency graph. The support for
hardware accelerators is also limited in Intel TBB and HPX. In contrast, OmpSs uses annotations to
define the tasks (hiding low-level calls from the user), automatically generates the dependency graph,
supports kernels written in OpenCL, CUDA and OpenAcc, and has had heavy influence into the
OpenMP tasking model.
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Chapter 3
GPU Programming
The GPU, or Graphics Processing Unit, was originally designed to accelerate graphical applications
and display the resulting image on the computer screen. Over the last decade, the GPUs evolved into
powerful general computing devices widely used by the HPC community. Many supercomputers in the
TOP500 list (June 2020) [68] employ hardware accelerators (e.g., NVIDIA GPUs or Intel Xeon Phi) as
the major source of its computing capabilities.
The popularity of the GPUs can be attributed to its raw computing power: modern GPUs have a
highly parallel SIMD architecture in order to execute thousands of arithmetic operations at the same
time. At the same time, only algorithms designed specifically for this architecture can efficiently harness
its computing power. For example, the memory bandwidth can only be fully utilized if the accesses to
the device memory can be coalesced (section 3.2.2). Similarly, warp divergence (i.e., divergencies in
the execution flow) can also have a major impact on the kernel efficiency (section 3.3.1).
Nowadays, there are three major GPU manufacturers: NVIDIA, AMD and Intel. In this thesis, we
will focus on the NVIDIA architecture since our test system have NVIDIA GPUs (Tesla V100). We also
will use the NVIDIA CUDA terminology. However, most GPU architectures share the same design
principles, and thus, the concepts discussed in this chapter should apply to other architectures as well.

3.1 Architecture
The architecture of the GPU is organized in SMs (Streaming Multiprocessors). Each SM contains
multiple specialized computing units and local memory (L1 cache and shared memory). The computing
units are grouped in processing blocks, sharing registers, instruction cache and a control unit (warp
scheduler and instruction dispatch unit). The control unit schedule warps (groups of 32 threads) to be
executed in all computing units of the same block. The L2 cache and device memory are accessible by
all computing units in the device. Figure 3.1 and 3.2 show two block diagrams for the full Volta
architecture (GV100). NVIDIA V100 employ the GV100 architecture with 4 SMs disabled for a total of
80 SMs actives in total.
Differently from previous generations, each computing unit in the Volta architecture is split into
separate INT32 and FP32 units, allowing instructions from both data types to be executed concurrently.
In addition to traditional units, the Volta architecture has dedicated computing units (tensor cores) for
matrix operations that are essential for machine learning. Moreover, a Tesla V100 supports 6 NVLink
interconnections, each one with a theoretical bandwidth of 25 GB/s in each direction. These
interconnections can be used for either GPU-to-GPU or GPU-to-CPU communications (the latter is
exclusive for IBM Power CPUs) [61].
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Figure 3.1 Block diagram for a full GV100 GPU with 84 SMs (the number of actives SMs depends on the GPU model) [61].

Figure 3.2 Block diagram of an SM from a GV100 GPU [61].
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3.2 GPU Memory
Modern GPUs have very complex memory subsystem with the following memory types. Note that
the size and configuration of each type depends on the architecture and model of the GPU.
•

Device Memory (or Global Memory): The largest, but slowest memory type in the GPU. All
accesses to this memory are cached by the L1 and L2. In this case, the L1 caches act as a
coalescing buffer, gathering the data before delivering to the warps [62]. A single memory
access can be split into multiple 128-bytes transactions (see Section 3.2.2) [60].
Our Tesla V100 has 16 GB of HBM2 (High Bandwidth Memory) with a theoretical
bandwidth of 900 GB/s. The latency of the device memory can be as high as 1029 cycles if
both L1 and L2 caches miss [28].

•

L2 Cache: The L2 cache is shared by all SMs in the GPU and has a cache line size of 128 bytes.
Each cache line can be split-up in four 32-byte segments that can be addressed independently.
The latency of the L2 cache is around 193 cycles [28].

•

L1 Cache: In the Volta architecture, the L1 cache, shared and texture memories were combined
in a single unified cache with configurable sizes for each cache type. The line cache size is
128 bytes. L1 supports loading data with 32-byte transactions, but all write requests must be
128-bytes wide. The latency of the L1 cache is 28 cycles [28].

•

Shared Memory: The fastest memory that can be explicitly managed by the user. The shared
memory is split into multiple memory modules (or banks). If a warp read/write data that resides
in multiple banks, the data can be accessed in all banks at the same time, resulting in higher
memory bandwidth. However, if the two or more threads access the same memory bank (bank
conflict), the memory access will be split into multiple conflict-free requests, increasing
instruction latency [60]. Without bank conflicts, the latency of the shared memory is around
19 cycles [28].

•

Registers: The fastest memory type on the device. GPU usually have a larger number of
registers than the CPU to allow multiple warps to make use of the same register file. In this
way, the SM attempts to hide (often memory) instruction latency by executing another warp that
is not blocked by a dependent instruction (latency hiding [53]).

The GPU also has dedicated memories for specific types of data:
•

Local Memory: If the SM doesn’t have enough resources to execute a warp, a section of the
device memory is allocated as a (thread-)local memory. This usually happens when a warp
uses more registers than available, spilling the excess registers to the local memory. In the
Volta architecture, the local memory is cached in L1 [60].

•

Texture Memory: A section in the device memory dedicated for read-only data (textures). All
accesses to the texture memory space are routed through the texture cache, which is optimized
for 2D spatial locality. GPU also have dedicated hardware for handling textures [60].
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•

Constant Memory: All data that remains constant throughout the execution of a kernel is stored
in the constant memory, a small section in the device memory that is cached separately by a
constant cache. The constant memory is optimized for broadcasting a single value to all threads
in a warp [60].

Since the latency of memory instruction is several times higher than any other operation, optimizing
memory accesses are a critical step for improving kernel efficiency. These optimizations include memory
coalescing (section 3.2.2), effective usage of the shared memory, use of constant/texture memory
through compiler hints (const and restrict keywords in C/C++), among others.

3.2.1 Unified Memory
Traditionally, there are separate memory spaces for the host and the device. Thus, any data that is
shared between the processors must be allocated in both memory spaces and explicitly transferred
between them. Although this results in the best possible performance, not only does it requires careful
data management but it also adds another layer of complexity to the software development.
To simplify software development, NVIDIA introduced Unified Memory, in which both the host and
the device(s) share the same virtual memory space. Any data allocated in this memory space will be
stored in virtual pages. The underlying system will then migrate these pages from one physical memory
to another when a processor tries to access some unavailable data (i.e., a page fault). Page faults stall
the execution of one or more SMs until the migration of the corresponding page is completed. Moreover,
the system handles each page fault sequentially and the page transfer cannot fully utilize the bandwidth
of the interconnection (PCIe or NVLink) as the size of single pages is relatively small. Therefore, the
cost of page fault and migration can be quite high. Note that the page fault mechanism is only available
on Pascal and later GPUs.
Instead of relying exclusively on the Unified Memory to transfer the data between the host and the
device(s), the program may prefetch the data through the cudaMemPrefetchAsync routine. This
function will transfer all the necessary pages to the target processor memory in a contiguous block,
resulting in higher bandwidth usage and avoiding page faults during the kernel execution. Additionally,
the programmer can overlap the prefetching with some computation, hiding the cost of this operation.
Additionally, the programmer can give hints to the driver about the utilization of the data through
cudaMemAdvise. For example, the programmer can specify the preferred location of the data
(cudaMemAdviseSetPreferredLocation) or even indicate that the data is mostly read by the
devices (cudaMemAdviseSetReadMostly). The driver will then use this information to optimize the
Unified Memory behaviour [22, 48, 60].

3.2.2 Memory Coalescing
When developing kernels for the GPU, one of the most important optimizations is memory
coalescing. In other words, accessing the data in such a way that the memory controller can combine
all memory requests from the same warp in a low number of physical memory transactions.

15

The device memory is split into segments of either 32-byte, 64-byte or 128-byte and aligned with
their respective sizes. If a memory request has one or more addresses within a segment, the memory
controller will generate a memory transaction for transferring the whole segment from the device
memory. Similarly, L1/L2 caches only service data in 128-bytes (full cache line) or 32-bytes transactions,
depending on the memory request.
Therefore, if all threads within a single warp access 32-bit words within the same cache line, all the
memory requests will coalesce into a single 128-byte memory transaction (or four 32-byte transactions
for L1/L2 caches). Otherwise, the memory operation will require multiple transactions to be complete,
increasing the instruction latency. The memory bandwidth will also be wasted as each additional
transaction will contain unused words. Note that depending on the word size, the optimal number of
transactions changes (e.g., 2 128-byte transactions for 64-bit words) [49, 60].

3.3 Programming Models
There are several ways to offload general-purpose computation to the accelerator. The developer
can call routines from existent libraries (e.g., cuBLAS), insert compiler directive in the source to generate
the corresponding accelerator code (OpenACC) or even write computation kernels in a device-specific
language (OpenCL and CUDA). All of these options have strengths and weaknesses and are often
combined to obtain the best balance between performance, portability and productivity.
In this thesis, we focus on the OpenACC programming model as a high-level and portable
alternative to CUDA and OpenCL. OpenACC is also better aligned with OmpSs in terms of code
abstraction and productivity.

3.3.1 General Model
Most programming models view any accelerator (e.g., GPU) as a powerful computing device
operating as a coprocessor of CPU, or host. In this case, a program running in the host will call special
functions, called kernels, to offload some computation to the device. These kernels can be either
generated by the compiler (OpenACC) or hand-written by the programmer (CUDA or OpenCL).
On GPUs, the kernels are executed by a grid of independent thread blocks. One or more these
blocks are mapped to a single SM, allowing all threads in the same block to communicate through the
shared memory and synchronize their execution. Inside the block, the threads are arranged in groups
of 32 (i.e., in warps). The SM will execute only one warp at a time and stores the state of the others in
the register file. When an executing warp is blocked by some (memory) operation, the SM will contextswitch between warps and issue instructions from another warp, hiding the latency associated with the
operation in the first warp [53]. The latency hiding mechanism is illustrated in Figure 3.3.
All warps in the device are executed in a SIMD (Single Instruction Multiple Data) fashion. In other
words, all threads inside a warp execute synchronously the same set of instruction (the kernel) over
different parts of the data (which can be controlled by the thread and block ID). Therefore, if the control
flow of the threads in the same warp diverges (e.g., in an if statement or a loop), the SM must execute
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Figure 3.3 Mechanism for hiding instruction latency in the GPU.

all the conditional branches serially and mask the execution depending on the branch each thread
follows. This phenomenon is called warp divergence and can significantly reduce kernel efficiency.

3.3.2 OpenACC
The OpenACC [63, 64] programming model provide a high-level way to target accelerators while
preserving portability and high performance. As an open standard, not only can OpenACC target any
accelerator with the appropriate compiler support but also can rapidly evolve to support new features or
improvements. Currently, both commercial (PGI

compiler) and open-source (GNU GCC)

implementations of OpenACC can only target GPUs, while academic compilers (OpenARC [35, 36])
have experimental support for other architectures.
Similarly to other annotation-based programming models, the programmer uses OpenACC
directives (pragma acc) for either managing the data on the device or offloading computation to the
target accelerator. The compiler will then replace the directive with the appropriate API call or
CUDA/OpenCL kernel. In this way, OpenACC provides both high productivity and portability. The
compiler can generate different kernels according to the target device from the same OpenACC code.
On the other hand, the programmer relies heavily on the compiler to generate an optimized code and
have no direct control over the hardware.
In OpenACC, the user can manage the data in the device memory through the data construct,
which include creating, deleting, copying and updating variables in the host or the target device.
Sometimes the compiler will infer the necessary data movement in a kernel and insert the appropriate
data construct in the code. However, OpenACC only supports shallow copies (i.e., only the data directly
referenced by the pointer will be copied between the host and the device), therefore complex structures
or classes must be copied or created incrementally in order to recreate the data hierarchy in the device
(manual deep copy [39]). As an alternative, the programmer can use Unified Memory on the NVIDIA
GPUs at the cost of code portability.
For exposing the parallelism in code, the programmer can use either kernels or parallel
regions. In a kernels region, the compiler will analyse the corresponding code section, identify loops
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that are safe to parallelize and then offload these loops to the accelerator. In contrast, the parallel
construct just creates a parallel section and the programmer have to manually indicate which loops will
be executed on the target device through the loop directive. In this case, the programmer is responsible
for the parallelization safety of the corresponding loops. The loop directive is also valid within a
kernels region.
The programmer can add clauses to the loop directive for providing additional information to the
compiler. Some clauses are dedicated to the correctness of the results (e.g., reduction and
private), while others are focus on optimizing the kernel (e.g., tiles, independent and
collapse). These clauses can also specify the level of parallelism (gang, worker or vector)
associated with the loop directive (Figure 3.4). On GPUs, the gang correspond to a thread block and
vector, to a group of threads. Workers are an intermediary level between gangs and vectors. All
threads in the same gang have access to a cache memory (e.g., the shared memory of the GPU). This
cache only supports static allocations and are managed explicitly by the programmer.

Figure 3.4 The three levels of parallelism of OpenACC.

Furthermore, the programmer can associate a kernel or data movement to an asynchronous queue
(async clause). All operations in the same queue will be executed sequentially, but operations in
different queues can be executed in any order, resulting in a partial or total overlap between them. In
this way, the programmer can overlap communication or memory-bound kernels with some computation
to reduce the cost of these operations. When using the async clause, the host returns immediately after
sending the associated operation to the runtime or the device instead of waiting for the operation to
complete.
Finally, OpenAcc kernels are integrated into OmpSs-2 in several ways. First, all kernels are
wrapped around openacc tasks following the same synchronization pattern as other OmpSs tasks.
Second, Mercurium appends the async clause to all kernels within function marked as an openacc
task, assigning them to the same asynchronous queue. In this way, kernels from different tasks will be
assigned to different queues, and thus, may be executed concurrently. The async clause may improve
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the efficiency of a hybrid application. Last, but not least, the runtime will automatically schedule the
openacc tasks to all available devices. The latest release of OmpSs-2 has experimental support for
device affinity to improve the task scheduling in multi-GPU systems.

3.3.3 CUDA
CUDA [60] (formerly Compute Unified Device Architecture) was created by NVIDIA for developing
general-purpose programs for GPUs. The CUDA SDK is composed by a device language (CUDA C), a
compiler (nvcc), libraries and a host API. CUDA C was designed to exploit the parallel nature of the
GPU (section 3.3.1) while allows great control over the device. The host API works as an intermediary
layer between the main program and the CUDA kernels. In this case, the programmer calls the API to
configure the kernel’s arguments, manage explicitly the GPU memory, and synchronize the execution
between the host and the device. The included libraries also provide utilities when developing GPU
kernels (Thrust or CUB) or highly optimized routines for certain applications (e.g., cuBLAS or cuDNN).
Instead of the CUDA host API, the developer can use OmpSs to manage the computational kernels
[47]. In this case, OmpSs wraps all the CUDA kernels into tasks, so it can be executed and synchronized
in the same way as other tasks. OmpSs will then transfer data between memory spaces according to
the data dependencies of each task.

3.3.4 OpenCL
OpenCL [59] is a framework (including a language, API, libraries and a runtime system) for
developing applications that execute on hardware accelerators. Any hardware manufacturer can support
OpenCL as long as they respect the standard and provide the tools needed for executing the code into
their hardware. As a result, the OpenCL support a wide range of accelerators, such as GPU from both
NVIDIA and AMD, FPGAs from Intel and Xilinx, etc.
In OpenCL, the developer writes computational kernels in C-like language to be executed on the
target device. Most kernels are compiled during runtime (just-in-time – JIT – compilation) to support
code portability. Some devices (e.g., FPGAs) support kernel pre-compilation. OpenCL also provides a
host API for compiling and linking the kernels, configure the accelerators, set the kernels arguments,
manage the device memory, synchronize the execution, etc. Since the API is fairly low level, a large
section of any OpenCL program is dedicated just for configuring and managing the accelerators. In most
cases, OpenCL programs have similar performance as code written in the native language of the target
device.
The OpenCL API can be substituted by OmpSs [47]. Similarly to CUDA, OmpSs wraps all the
OpenCL kernels into tasks to be incorporated in the runtime system and transfers data between memory
spaces based on the data dependencies. OmpSs also automatically sets up the OpenCL environment
for the application and compile the kernels.
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Chapter 4
Plasma Simulation
Almost all the matter in the universe is in a plasma state. Stars, gaseous nebulas and entire galaxies
are only visible because there are made of plasma. On earth, the interaction between the plasma in the
ionosphere and the sun radiation creates the glow of the Aurora Borealis. Another example of plasma
in the atmosphere is the flash of lightning bolts. Humans also use the plasma to create neon signs,
fluorescent bulbs, TVs and other devices.
Plasma, in physics, is an ionized gas in which electrons are stripped from the atoms, leaving them
positively charged (i.e., an ion). In most cases, gases suffer ionization when exposed to high
temperatures in a similar way as heat transform solids into liquids. Therefore, many consider plasma
the fourth state of the matter, alongside solids, liquids and gases. Plasmas are very susceptible to
electromagnetic fields due to its charged nature [10, 19].
In technical terms, “plasma is a quasineutral gas of charged and neutral particles which exhibits
collective behaviour” [10]. The quasineutrality indicates that the total charge of the plasma is (almost)
neutral. While the collective behaviour denotes that local disturbances in the equilibrium can also affect
particles in remote regions due to the long-range nature of the Coulomb potential [19].
As a result, the global dynamics of the plasma is mostly determined by its internal properties (e.g.,
electromagnetic fields, boundary conditions, etc.), including the reaction to externally applied fields, such
as lasers and particle beams [19]. Therefore, the plasma behaviour can be modelled by calculating the
interaction of charged particles inside the plasma. A naïve model involves calculating the
Coulomb-Lorentz force between each particle and all the other particles. This approach requires 𝑂𝑂(𝑛𝑛2 )
operations, and thus, is only feasible with a small number of particles, limiting the complexity of the
plasma events that can be simulated [51].

4.1 Particle-in-Cell Method
Instead of calculating the particle interactions directly, we can approximate the results through the
particle-in-cell (PIC) method [51]. In this method, we discretize the simulation space into a grid of cells,
and then define the value of the electromagnetic field (EM) in each cell. We also consider clouds of
particles rather than individual particles. The cloud’s velocity and position are still defined in the
continuum space. For simplicity, we will refer to these clouds as just particles. Finally, we advance
sequentially the particles and EM fields in discrete time steps from a set of initial conditions. Note that
we must choose a time step Δ𝑡𝑡 and a grid spacing Δ𝑥𝑥𝑖𝑖 , 𝑖𝑖 = 1, 2, … , 𝑛𝑛 (𝑛𝑛 being the number of dimensions),

that satisfy the Courant-Levy stability criterion [51]:
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To advance the simulation particles in the PIC method, we calculate the Coulomb-Lorentz force
applied to each particle by interpolating the EM fields’ values based on the particle position. The particle
motion generates an electric current that is deposited back to the grid. Using the deposit current, we
update the values of the EM fields. Then repeat the same process for each time step.
Therefore, the first step of the algorithm is to interpolate linearly values of the EM fields from the
cell where the particle is located and all its adjacent cells. The position of the particle determines the
contribution of each cell. It is worth mentioning that usually the EM fields are defined in a staggered grid
[31] (Figure 4.1). In the figure, 𝑬𝑬, 𝑩𝑩 and 𝑱𝑱 correspond to the electric field, magnetic field, and electric
current, respectively.

Figure 4.1 Staggered grid for the current and electromagnetic fields.

Then, we update the particle velocity and position by solving the Newton-Lorentz system of
equations [51]:
𝑑𝑑𝒖𝒖 𝑞𝑞
1 𝒖𝒖
= �𝑬𝑬 +
× 𝑩𝑩�
𝑑𝑑𝑑𝑑 𝑚𝑚
𝑐𝑐 𝛾𝛾
𝑑𝑑𝒙𝒙 1 𝒖𝒖
=
𝑑𝑑𝑑𝑑 𝑐𝑐 𝛾𝛾

(2)
(3)

where 𝑐𝑐 is the speed of light; 𝒖𝒖 is the generalized velocity (𝒖𝒖 ≡ 𝒗𝒗γ); the γ is the Lorentz factor; q/m is

the charge/mass ratio; 𝒙𝒙 is the position; 𝑬𝑬 and 𝑩𝑩 are the EM fields interpolated at the particle’s position.

Figure 4.2 Leapfrog scheme.
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𝒖𝒖𝑡𝑡+Δ𝑡𝑡/2 − 𝒖𝒖𝑡𝑡−Δ𝑡𝑡/2 𝑞𝑞
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with γ𝑡𝑡 = (𝛄𝛄𝑡𝑡+Δ𝑡𝑡/2 + 𝛄𝛄𝑡𝑡−Δ𝑡𝑡/2 ).

𝒙𝒙𝑡𝑡+Δ𝑡𝑡 − 𝒙𝒙𝑡𝑡 𝒖𝒖𝑡𝑡+Δ𝑡𝑡/2
=
Δ𝑡𝑡
𝛄𝛄𝑡𝑡+Δ𝑡𝑡/2

(4)
(5)

2

The Newton-Lorentz equations are often discretized using the leapfrog scheme [4, 51], resulting in
a set of second-order difference equations (4 and 5). In this scheme, the velocity and position are
updated in interleaved time steps (as shown in Figure 4.2), similar to a trajectory of a frog, hence the

name. An efficient way of solving the set of difference equations is using a Boris scheme [4, 5]:
𝑞𝑞Δ𝑡𝑡
𝑬𝑬
2𝑚𝑚 𝑡𝑡

(6)

2𝒏𝒏𝑡𝑡
1 + 𝒏𝒏𝑡𝑡 ⋅ 𝒏𝒏𝑡𝑡

(8)

𝒖𝒖− = 𝒖𝒖𝑡𝑡−Δ/2 +

𝒖𝒖′ = 𝒖𝒖− + 𝒖𝒖− × 𝒏𝒏𝑡𝑡

𝒖𝒖+ = 𝒖𝒖− + 𝒖𝒖′ ×

with

𝒖𝒖𝑡𝑡+Δ𝑡𝑡/2 = 𝒖𝒖+ +
𝒏𝒏𝑡𝑡 =

𝑞𝑞Δ𝑡𝑡
𝑬𝑬
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𝑞𝑞Δ𝑡𝑡
𝑩𝑩
2𝑚𝑚𝛾𝛾𝑡𝑡 𝑡𝑡

(7)

(9)
(10)

In the Boris scheme, we first add half the electric impulse to 𝑢𝑢𝑡𝑡−Δ/2 to obtain 𝑢𝑢− (6); then rotate 𝑢𝑢−

with half of the magnetic impulse, resulting in 𝑢𝑢′ (7); next, rotate 𝑢𝑢− using the full magnetic impulse and
𝑢𝑢′ , obtaining 𝑢𝑢+ (8); and finally, add the remaining half electric impulse to 𝑢𝑢+ obtaining the generalized

velocity 𝑢𝑢 at time step 𝑡𝑡 + Δ𝑡𝑡/2 (9) [4, 5, 51].

Using the resulting velocity, we can then update the position of the particle through equation (11).
𝒙𝒙𝑡𝑡+Δ𝑡𝑡 = 𝒙𝒙𝑡𝑡 +

𝒖𝒖𝑡𝑡+Δ𝑡𝑡/2
Δ𝑡𝑡
𝛾𝛾𝑡𝑡+Δ𝑡𝑡/2

(11)

Since the motion of charged particles generates an electric current, the next step is calculating the

current deposition in the grid. However, in this case, a simple interpolation of 𝑞𝑞𝑞𝑞/γ leads to charge

conservation errors. To overcome this limitation, we need to use another approach for current
deposition, such as the methods proposed by Esirkepov [15] and Villasenor-Bunemann [52]. Because
ZPIC uses a method similar to the Villasenor-Bunemann, we will be focusing on this approach.
As said before, the simulation particles in the PIC method are in fact cloud of real particles, and
thus, the charge is distributed on an area (in 2D or a volume in 3D). For explaining the
Villasenor-Bunemann method, we will consider a uniform distribution of charge over a rectangular area,
as shown in Figure 4.3. Then, we use an area weighting to determine the contribution from the simulation
particles to the charge density of each cell.
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Figure 4.3 Simple charge distribution over the cells.

In discrete cases, the current density is represented by the movement of charge between cells. As
the particle moves, the intersection between the charge distribution and the cell also changes, causing
charges to flow from one cell to another. From the charge conservation law (12), this charge movement
is equal to the current in a given direction.
∇ ⋅ 𝑱𝑱 = −

∂ρ
∂𝑡𝑡

where 𝑱𝑱 denote the current density; and ρ, the charge density.

(12)

Depending on the movement, a single particle can affect the current density in four, seven and even

ten cell boundaries. These cases are illustrated in the following figures. Note that all particle motion is
exaggerated for illustration purposes. In the actual simulation, the time step must follow the
Courant-Levy condition, mentioned previously.

Figure 4.4 Current generated in four cell boundaries.

The most simple and common charge movement is illustrated in Figure 4.4. As the charge area
moves across the cell boundaries, it generates the currents 𝐽𝐽𝑥𝑥1 , 𝐽𝐽𝑥𝑥2 , 𝐽𝐽𝑦𝑦1 and 𝐽𝐽𝑦𝑦2 . We define local origin

for any charge as the nearest intersection of cell boundaries relative to the charge centre at the start of
the motion. The coordinates 𝑥𝑥 and 𝑦𝑦 are relative to this local origin. Considering a unitary charge
distributed in a square area with length 1, the current fluxes can be defined as follows (13-16). Notice
that these equations indicate the amount of charge that crosses a cell boundary.
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𝐽𝐽𝑥𝑥1 = Δ𝑥𝑥(0.5 − 𝑦𝑦 − Δ𝑦𝑦 / 2)

(13)

𝐽𝐽𝑦𝑦1 = Δ𝑦𝑦(0.5 − 𝑥𝑥 − Δ𝑥𝑥 / 2)

(15)

𝐽𝐽𝑥𝑥2 = Δ𝑥𝑥(0.5 + 𝑦𝑦 + Δ𝑦𝑦 / 2)

𝐽𝐽𝑦𝑦2 = Δ𝑦𝑦(0.5 + 𝑥𝑥 + Δ𝑥𝑥 / 2)

(14)

(16)

Sometimes, a single movement can affect seven (A) or even ten (B) boundaries (Figure 4.5). In

both cases, the motion of the particle can be decomposed and analysed as multiple smaller movement
that only affects four boundaries at a time. Note that the current generated in each smaller movement
can affect the same boundary.

Figure 4.5 Current generated in seven (A) and ten (B) cell boundaries.

The last step is to update the EM fields using the deposit current. To simplify, we choose units such
as ϵ = 1 and μ = 1, and thus, Maxwell’s equations become
∇ ⋅ 𝑬𝑬 = ρ

(17)

∂𝑩𝑩
= −∇ × 𝑬𝑬
∂𝑡𝑡

(19)

∇ ⋅ 𝑩𝑩 = 0

𝜕𝜕𝑬𝑬
= ∇ × 𝑩𝑩 − 𝑱𝑱
𝜕𝜕𝜕𝜕

where 𝑬𝑬 and 𝑩𝑩 denote the electric and magnetic fields, respectively.

(18)

(20)

First, we compute valid initial conditions that satisfy (17) and (18). Then, in each time step, we

advance the electric and magnetic fields through the finite difference form of the Faraday’s (19) and the
Ampère’s (20) laws. We calculate the curl operator through Yee’s algorithm [31]. As said before, the
field values are defined in a staggered grid (Figure 4.1) to improve the spatial accuracy of the algorithm.
Moreover, we increase the time accuracy by updating the 𝑬𝑬 and 𝑩𝑩 in three steps: first, we advance 𝑩𝑩

by half time step using (19); then we update 𝑬𝑬 by a full time step using the intermediary 𝑩𝑩 and Ampère’s

law (20); then update 𝑩𝑩 with the remaining half time step. Note that 𝑬𝑬 and 𝑩𝑩 are defined in integral time
steps and 𝑱𝑱 are defined in 𝑡𝑡 + ½ time steps, following the leapfrog scheme (Figure 4.2).
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4.2 Implementing the PIC Method: ZPIC
The ZPIC Educational Suite [8] is a collection of bare-bones, sequential plasma simulators based
on OSIRIS [17]. Each program in the suite implements a different model/solver from state-of-the-art
plasma simulator while maintaining the same core algorithm and functionality. In this way, the ZPIC
suite contains simple yet accurate plasma simulators that can be easily ported to other platforms and
programming models. In this thesis, we focus exclusively on the 2D electromagnetic code from the ZPIC
suite. The selected program follows a fully relativistic finite-difference model and the PIC method
described previously (Section 4.1). For simplicity, we will refer to the program selected as ZPIC from
now on.
In the ZPIC’s input file, the user not only specify the simulation's parameters but also add (plane
and gaussian) lasers to the simulation, set a moving window (i.e., the simulation box follows the plasma
events at the speed of light) or enable a compensated binomial filter to reduce high-frequency noise.
Based on this information, ZPIC will then initialize the appropriated variables and execute the simulation
loop (Code Listing 4.1).
For each time_step do
current_zero(J)
for each particle in simulation do
Ep, Bp = interpolate_EMF(E, B, particle.pos)
update_particle_momentum(Ep, Bp, particle.u)
old_pos = particle.pos
particle_push(particle)
deposit_current(J, old_pos, particle.pos)
endfor
update_gc_add(J)
if J_filter is enable then
apply_filter(J, J_filter)
update_gc_copy(J)
endif
yee_b(E, B, dt / 2, dx, dy)
yee_e(E, B, J, dt, dx, dy)
yee_b(E, B, dt / 2, dx, dy)
update_gc_copy(E)
update_gc_copy(B)
if moving_window is enable then
shift_EMF_left(E, B)
shift_left(simulation.particles)
insert_new_particles(simulation)
endif
endfor
Code Listing 4.1 Pseudocode for serial ZPIC.

The simulation loop can be divided into two phases. In the first phase, ZPIC advance all the particles
in the simulation: first, interpolating the EM field in the particle position and then updating its momentum
and position. The particle motion generates an electric current that is deposited back into the grid. The
second phase begins with a reduction operation (update_gc_add), in which the current deposited on
the ghost cells (i.e., outside of the grid) are added to the corresponding cells. As an optional step, ZPIC
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filter the resulting current to attenuate high-frequency noise. Next, ZPIC advances the electromagnetic
field through the 3-steps Yee’s algorithm and then copy the resulting values to the ghost cells
(update_gc_copy). At the end of the loop, the simulation window moves one cell to the right if this
feature is enabled.
To save simulation information, ZPIC introduced a new type of file format called ZDF [8]. It is
lightweight (it uses data compression) and self-describing. ZPIC also includes routines to read and write
in this new file format.
The ZPIC uses a unit system based on a normalized frequency ω𝑛𝑛 similar to OSIRIS [8, 17]:
𝑡𝑡 ′ =

𝑡𝑡
𝜔𝜔𝑛𝑛 −1

𝒙𝒙′ =

𝜔𝜔𝑛𝑛
𝒙𝒙
𝑐𝑐

𝑬𝑬′ =

𝒗𝒗′ =

𝒗𝒗
𝑐𝑐

𝑒𝑒
𝑬𝑬
𝑚𝑚𝑒𝑒 ω𝑛𝑛 𝑐𝑐

𝒖𝒖 =

𝑩𝑩′ =

𝛾𝛾𝒗𝒗
𝑐𝑐

𝑞𝑞′ =

𝑒𝑒
𝑩𝑩
𝑚𝑚𝑒𝑒 ω𝑛𝑛 𝑐𝑐

𝑞𝑞
𝑒𝑒

𝑚𝑚′ =

𝑚𝑚
𝑚𝑚𝑒𝑒

(21)
(22)

where 𝑡𝑡 ′ is a time step; 𝑥𝑥 is the position; 𝑣𝑣 is the velocity; 𝑢𝑢 is the generalized velocity; 𝐸𝐸 is the electric

field; 𝐵𝐵 is the magnetic field; 𝑞𝑞 is the particle charge; 𝑚𝑚 is the particle mass; 𝑒𝑒 is the absolute electron

charge; 𝑚𝑚𝑒𝑒 is the electron mass; 𝑐𝑐 is light speed; γ is the Lorentz factor. The apostrophe version
indicates the normalized vector.

4.3 Related Works
As numerical simulations are essential in the modern study of plasma physics and other scientific
fields, there is a considerable effort in developing faster, more accurate applications. While some
developers improve existing PIC codes for better load balance and lower communication cost, others
design efficient algorithms for new high-performance platforms, such as GPUs.
SMILEI [13] is an open-source, multi-purpose PIC code for plasma simulation. In addition to the
hybrid parallelization (MPI + OpenMP), SMILEI adopts a patch-based overdecomposition, enabling
more efficient cache usage and dynamic load balancing. In this case, the simulation space is composed
of many small patches (i.e., group of cells of fixed size) organized in a Hilbert space-filling curve [27].
Each MPI process contains multiple patches that are processed by the local OpenMP threads following
dynamic scheduling. Every couple iteration, SMILEI verify the load distribution across the MPI processes
and then exchange patches between them accordingly. Finally, the authors stated that the small size
of the patches results in an efficient cache usage as the grid quantities of each cache fits into the cache
and the particles are loosely sorted in the simulation space.
Germaschewski et al [18] developed the Plasma Simulation Code (PSC), a PIC simulator with
dynamic load balancing and GPU support. PSC adopts a similar patch-based overdecomposition as
SMILEI but follows a pure MPI approach. For 2D simulations, the authors adapted the PSC’s algorithm
to support NVIDIA GPUs with main focus on particle-related computations. In order to use the device’s
shared memory as cache, the authors implemented a modified radix sort to arrange particles in tiles (a
group of cells). In this way, each thread block can load the fields into the shared memory and then push
all the particles in the same tile. For the current deposition, the authors implement an atomic
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Villasenor-Bunemann algorithm. The authors also fused some GPU kernels in order to better utilize the
available memory bandwidth.
OSIRIS [17, 24] is a state-of-the-art 3D plasma simulator originally developed in Fortran90 and MPI
following a static domain decomposition. OSIRIS is a very mature code used by many researchers
around the world and has have shown excellent scalability (up-to 1.5M cores in the Sequoia
supercomputer). Nowadays, OSIRIS supports an hybrid MPI + OpenMP implementation, patch-based
load balancing (similar to PSC and SMILEI), GPUs (based on the algorithm proposed by Decyk [11]),
Intel Xeon Phi, among other features. There is also a set of diagnostic and visualization tools (VisXD)
for analysing the OSIRIS results.
Hariri et al [21] implemented a PIC algorithm on GPUs based on OpenACC. In the paper, the
authors described different data structures for the particles (contiguous and non-contiguous layouts),
presented different techniques to avoid/solve memory conflicts during the current deposition and
proposed an optimized bucket sort algorithm [29] to arrange the particles in tiles. The resulting code is
part of the PIC_ENGINE test bed [21], a PIC platform for evaluating different algorithms and methods
in heterogeneous architectures.
Arkhmetova et al [1] extended iPIC3D (space plasma simulator) to support multithreaded MPI
communication and OpenMP tasking. Although the original implementation followed an hybrid approach
(MPI + OpenMP), all communications were performed serially by the master thread. To solve this
limitation, the authors enabled MPI_THREAD_MULTIPLE and split the communication among the
threads using if statements based on the thread id. As an alternative, they wrapped the MPI routines
with OpenMP tasks. These tasks are later distributed to the threads by the runtime. In both cases, the
program uses OpenMP’s worksharing directives for all computation-heavy algorithms.
Anderson et al [2] analysed the transition between an MPI model to a many-task runtime
system (HPX). As a case study, they adapted the GTC (3D Gyrokinetic Toroidal Code [16]) to support
multithreading and then substitute all the MPI calls for equivalent HPX routines. Due to an
overdecomposition, the HPX implementation not only is capable of hiding the network latency by
overlapping communication and computation phases but also has better load balancing across the local
CPU cores. However, the overheads associated with the task creation, context-switching and the
network layer lead to only a modest increase in the performance of GTC when using 256 cores. The
authors also described an analytic performance model for their implementation.
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Chapter 5
Parallel ZPIC
As high-performance systems evolve towards exascale computing and beyond, traditional
approaches may be unable to exploit efficiently all the parallelism available. As a result, many alternative
programming models have been proposed to both ease the software development and improve
application efficiency. In this chapter, we describe our implementation of ZPIC in one of these new
programming models (OmpSs-2). First, we present the general parallelization strategy adopted for
Parallel ZPIC (Section 5.1), then follows with a detailed description of our implementation for
multicore CPU (Section 5.2) and GPUs (Section 5.3).

5.1 Strategy
In task-based programming models, such as OmpSs-2, the program is decomposed into multiple
independent tasks, each one with a set of data dependencies. Based on these dependencies, the
runtime infers the relationship between tasks and synchronize them accordingly. In this way, it is
possible to avoid any type of global barrier. Furthermore, the data dependencies guarantee the
correctness of the results even if the tasks are executed asynchronously, granting great flexibility to the
runtime for distributing the tasks to the processing elements. Therefore, task-based implementations
achieve the highest efficiency when the tasks share the minimum amount of data dependencies. For this
reason, we adopted Spatial Decomposition (Section 5.1.1) for parallelizing ZPIC.

5.1.1 Decomposition
Particle-In-Cell (PIC) codes use a combination of particle-based and grid-based algorithms to
simulate the behaviour of plasma. Therefore, there are two natural methods for parallelizing a PIC
program: Particle Decomposition or Spatial (or Domain) Decomposition.
Since particle-related routines usually have a major impact on the performance of the plasma
simulator, a popular approach is to distribute the particles evenly among the processing elements (i.e.,
a particle decomposition). Consequently, this approach leads to an excellent load balance and requires
a simple implementation: all particles can be advanced independently since they only interact with the
electromagnetic fields, but not directly among themselves. As a downside, this approach implies that all
processing elements share a global buffer with the grid quantities (EM fields and electric current). Not
only all accesses to this buffer must be synchronized but also requires both frequent global operations
(e.g., reductions) and (implicit) barriers, which in practice limits the scalability of the application.
With particle decomposition being unsuited to explore task-based features, we adopt a spatial
decomposition for parallelizing ZPIC. The same decomposition is used by all state-of-the-art plasma
simulators, such as OSIRIS [17], SMILEI [13] and PSC [18].
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In a spatial decomposition, the simulation space is first divided into multiple regions (or subdomains)
and then the particles are distributed according to which region they located in. In this way, each region
stores both the local particles and grid quantities, allowing the particle advance and field integration to
be performed locally. In this case, only adjacent regions need to synchronize and to communicate in
order to exchange particles or update the ghost cells. As particles can move freely throughout the entire
simulation space, they can leave their current region and need to be transferred to their new location.
EM fields and particles moving near the region boundaries can only be advanced if the region is padded
with the appropriate layers of ghost cells. Similarly, particles near the region border contribute to the
current density of adjacent regions through the ghost cells.
Besides a more complex implementation, it is difficult to maintain a proper load balance in a spatial
decomposition. In an ideal scenario, not only is the initial plasma density (almost) uniform across the
simulation space but also the number of particles per regions stays more or less constant throughout all
the simulation, resulting in an excellent performance. In many instances, however, the particle
movement during the simulation will cause some regions to have a higher plasma density than the
others, even if the initial distribution is uniform. In other cases, the simulation begins with an uneven
distribution of plasma. Consequently, there will be a load imbalance across the processing elements,
decreasing the overall efficiency of the application. As a solution, we can apply an overdecomposition
as discussed in Section 5.1.3.

5.1.2 Tasks and Data Flow
Instead of distributing statically the regions to the processing elements, we assign each computation
(e.g., advancing the particles in a region) or communication (e.g., updating the EM fields’ ghost cells) to
a task and define its data dependencies. In this way, the runtime will synchronize only the tasks that
share the same data dependencies as well schedule for execution any task that has its dependencies
satisfied. The execution-ready tasks will be then distributed dynamically to the processing elements.
To assist in the development of ZPIC in OmpSs-2, we created the graph shown in Figure 5.1. The
graph indicates not only all the major tasks in two adjacent regions for a single time step but also the
general data flow between them (the arrows represent the direction of the flow). In the figure, the green
path indicates an optional step, GC corresponds to ghost cells and the double-headed arrows indicate
data exchange between the adjacent regions. Notice that only communication tasks (e.g.,
current reduction) cause neighbour regions to synchronize.

5.1.3 Overdecomposition
In order to improve the load balance in a PIC simulation, we can apply an overdecomposition, in
which the simulation space is split into many more regions than the number of processing elements.
These regions are then dynamically distributed to the processing elements in order to have the most
balanced load distribution as possible. As a side effect, the regions will be smaller, leading to more finegrain load balance and more efficient cache usage, especially if the region’s grid can fit into the
L1 cache.
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Figure 5.1 Dataflow between tasks in two adjacent regions in a single time step.

On the other hand, an overdecomposition introduces additional overhead to the application. As the
number of regions increases, the application spends more time synchronizing, communicating and
managing the regions. Similarly, each additional region adds a fixed number of ghost cells to the
simulation, increasing the number of redundant operations. Furthermore, it is reasonable to assume that
the region size must be equal or greater than the number of ghost cells used. Otherwise, the ghost cells
between non-neighbour regions will overlap, which requires a more complex synchronization phase. For
our implementation, the minimum region size is 3 cells per dimension (there are 2 ghost cells on one
side, 1 on the other).
Nevertheless, task-based application benefits greatly from an overdecomposition. Since this
method creates a large pool of small tasks, the runtime has great flexibility to distribute them among the
threads, resulting in smoother load balance. Additionally, the dynamic distribution of tasks is already
built-in in the runtime, and thus, no additional code needs to be added to the application. The
programmer only needs to set up the appropriate conditions. Finally, in OmpSs-2, the additional
overhead of an overdecomposition usually has a low impact in the performance of the application due
to the reduced cost of communications within a single node, low cost for synchronizing tasks using data
dependencies and the lightweight nature of the tasks.
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5.2 Multicore CPU
Following the strategy described previously, we parallelize ZPIC using OmpSs-2. This version
focuses on multicore CPUs in a shared-memory environment.

5.2.1 Spatial Arrangement
In our first attempt, we split the space in both 𝑥𝑥 and 𝑦𝑦 directions, resulting in regions distributed in

a checkerboard pattern (Figure 5.2). However, this approach had some limitations. First, the ghost cells
(purple cells in the figure) are distributed unevenly across the region’s edges, leading to complex
communication patterns and data dependencies. In this case, we had to detach the ghost cells from the
main region grid (grey cells in the figure) to avoid irregular strides in the data dependencies 1. However,
the region grid continued to act as a single entity even if the ghost cells are in separate buffers, adding
another complexity layer and overhead to our implementation. Moreover, the synchronization cost was
quite high since some operations require all regions in the same row to be synchronized (e.g., moving
the simulation window). In summary, the communication and synchronization patterns of the
checkerboard decomposition impose a significant performance hit in our implementation.

Figure 5.2 The checkerboard (left) and row (right) decomposition on parallel ZPIC.

Since a checkerboard decomposition had some limitations, we switched to a simpler approach: a
Row Decomposition (Figure 5.2), in which the simulation space is only split in the 𝑦𝑦 direction. In this

way, each region only has two neighbours (compared to eight in the checkerboard decomposition) and
the ghost cells overlap in a more contiguous block (three rows in the top and three at the bottom). As a

result, the communication pattern and the data dependencies are not only simpler but also do not require
changes in the grid arrangement. Additionally, there is no communication and synchronization across
regions when performing some operation in the 𝑥𝑥 direction (e.g., filtering the electric current in this
direction). On the other hand, the maximum number of regions is bound to the height of the simulation

1

Although OmpSs-2 supports irregular strides in the data dependencies, it causes a significant performance hit
in our program.
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space, which may limit the scalability of this approach. This limitation rarely affects single node runs due
to the relatively low core count.

5.2.2 Algorithm
Our OmpSs-2 implementation has a similar initialization phase as the original ZPIC. In the
initialization, the user defines the simulation parameters (e.g., the grid size), the initial conditions and
enables the desire features (e.g., electric current filter or moving window). With this information, Parallel
ZPIC will then initialize all the appropriate variables. Next, our application executes the simulation loop
described in Code Listing 5.1. Notice that a single thread executes the simulation loop and spawn tasks
to be executed by the thread pool. The program relies exclusively on data dependencies to synchronize
the tasks.
In the particle_advance task, a thread iterates over all the particles in a single region,
interpolating the electromagnetic field in the particle position and then updating its momentum and
position. As the particle moves to a new position, it generates an electric current in multiple cells (the
number of cells affected varies according to the motion). However, as each thread advances the
particles in adjacent regions, two or more particles can deposit current in the same cell near the region
boundaries, causing a data race. One solution is to store the electric current in local buffers (i.e., each
region stores local current in a separate buffer). In this way, particles can safely deposit the current in
cells near the boundaries. Afterwards, we perform a reduction operation (adding the electric current in
the region borders) to obtain the final current (update_gc_add). Another solution is to use a global
buffer and synchronize access to this buffer through data dependencies. The commutative clause
allows threads to execute the particle_advance task in adjacent regions in any order, but not at the
same time. In this case, we only perform a reduction operation at the edges of the simulation space.
As particles can exit their assigned region, they need to be transferred to their new location. For
this operation to be done safely in parallel, each thread transfers all the outgoing particles to an
intermediary buffer (outgoing_part) during the particle advance. After both the region and its
neighbours finish this task (and thus, all the particle transfers to and from the region are completed in
this time step), we merge the temporary buffer with the incoming particles into the main array
(merge_buffers). As particles exiting the regions leave empty positions in the array, we must fill these
positions with the incoming particles or rearrange the array to maintain a contiguous memory block.
To reduce high-frequency noise in the electric current, the user can apply a binomial filter (in both
𝑥𝑥 and 𝑦𝑦 direction) and a compensation for the filtering. In the 𝑥𝑥 direction, this task can be executed

without communication. The filtering in 𝑦𝑦 direction, on the other hand, affects all regions, and thus, this
operation requires a global synchronization. This limitation is intrinsic for the row decomposition. After
filtering the electric current, we update the ghost cells with the correct values.

After calculating the final electric current, we advance the electromagnetic field following a Yee’s
algorithm [31]. Some operations are performed redundantly on the ghost cells to avoid communication
during the EM advance. At the end of the simulation loop, we copy the correct values to the ghost cells
in the electromagnetic buffer.
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function particle_advance(region)
for each particle in region do
Ep, Bp = interpolate_EMF(region.E, region.B, particle.pos)
update_particle_momentum(Ep, Bp, particle.u)
old_pos = particle.pos
particle_push(particle)
deposit_current(region.J, old_pos, particle.pos)
check_boundaries(particle, region.outgoing_part)
endfor
if moving_window is enabled then
shift_left(region.particles)
insert_new_particles(region)
endif
endfunction
for each time_step do
for each region in simulation do
smp task in(region.E, region.B) out(region.J, region.outgoing_part)
inout(region.particles)
current_zero(region.J)
particle_advance(region)
endtask
smp task inout(region.particles, region.incoming_part)
merge_buffers(region.particles)
endtask
smp task inout(region.J, region.neighbours.J)
update_gc_add(region.J, region.neighbours.J)
endtask
if region.J_filter is enabled then
smp task inout(region.J)
apply_filter(region.J, region.J_filter)
endtask
smp task inout(region.J, region.neighbours.J)
update_gc_copy(region.J, region.neighbours.J)
endtask
endif
smp task in(region.J) inout(region.E, region.B)
yee_b(region.E, region.B, dt / 2, dx, dy)
yee_e(region.E, region.B, region.J, dt, dx, dy)
yee_b(region.E, region.B, dt / 2, dx, dy)
if moving_window is enabled then
shift_EMF_left(region.E, region.B)
endif
endtask
smp task inout(region.E, region.B, region.neighbours.E, region.neighbours.B)
update_gc_copy(region.E, region.neighbours.E)
update_gc_copy(region.B, region.neighbours.B)
endtask
endfor
endfor
Code Listing 5.1 Pseudocode for the main loop in ZPIC (OmpSs-2).

5.3 GPU
To use the GPU architecture effectively, we introduce major changes in the simulation algorithm.
First, we restructure the particle data layout in such a way that the warps access the global memory in
a coalescent fashion (Section 5.3.1). Each region is further decomposed into tiles (Figure 5.3) in order
to use the shared memory as user-managed cache in the particle advance (Section 5.3.2.1). This
approach, however, requires sorting the particles in every iteration (Section 5.3.2.2). Moreover, all
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computation is performed in the accelerator to reduce data migration between the host and the device.
We also reduce the number of registers used by the kernels to maximize the occupancy in the device
and to allow the GPU to hide the instruction latency by context-switching between warps
(latency hiding [53]). All kernels were developed in OpenACC and the program relies on the
NVIDIA Unified Memory to transfer data between the host and the device(s). In this case, OmpSs-2 only
acts as a management layer (e.g., launching kernels, synchronizing devices and the host, etc.), and
thus, have little impact on the kernel design (the focus of this section).

Figure 5.3 Decomposition for the GPU implementation of ZPIC.

5.3.1 Data Structure
To better utilize the available bandwidth, memory requests from the same warp should be
coalescent in a few physical transactions as possible (memory coalescing, Section 3.2.2), obtaining
peak performance when all the threads access the adjacent positions in the global memory. With this in
mind, we convert the data layout of the particles from an Array of Structures (AoS) to a
Structure of Arrays (SoA). In AoS, all data is stored into an array of objects (struct), in which the
objects represent the particles in the system. In SoA, there is a separate array for each particle property.
Code Listing 5.2 illustrates the difference between these two data layouts.
Reading or writing a single particle property in SoA layout results into a single coalescent memory
request as all threads in the same warp access adjacent memory positions. The same request in an
AoS layout results in multiple transactions as the warp has to access the data in a strided manner,
resulting in slower memory access. Additionally, in AoS, the GPU has to store the entire object in the
cache line even if a kernel only uses one or two properties (e.g., the cell indexes during the particle
sorting), while in SoA the cache only contains the necessary data [49]. The SoA format, however, results
in lower code readability and abstraction and requires more complex data management. As grid-related
computation has less impact on the performance of the simulation, we continue to use the more
convenient AoS format to store the electromagnetic fields and the electric current.
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typedef struct {
int ix, iy;
float x, y;
float ux, uy, uz;
} t_part;

typedef struct {
int ix[1000], iy[1000];
float x[1000], y[1000];
float ux[1000], uy[1000], uz[1000];
} t_part

t_part particles[1000];

t_part particles;

Code Listing 5.2 The difference between AoS (left) and SoA (right) data layouts.

Furthermore, there are different ways to organize the particles in relation to the tiles. The first option
is to store the particles into separated arrays (one for each tile) according to their position in the grid
(i.e., particle binning [11, 50]). With this approach, not only is the program able to process each tile
independently but also there is no need to rearrange other particles in the memory if the number of
particles changes in one tile. However, this layout is not memory efficient. Buffers must be overallocated
to compensate the variations in the number of particles in each tile and there are gaps in the memory
between buffers of different tiles. Considering that the device memory is limited (only 16GB in the
NVIDIA V100), our application follows another structure: store all particles within a region into a single
continuous array (particles) and use a bookmark array (tile_offset) to associate each tile to a
section of the array (Figure 5.4). As a downside, any changes in the number of particles in one tile
affects other tiles as well.

Figure 5.4 The array section for each tile are stored into a bookmark array (tile_offset).

5.3.2 Algorithm
After initializing the simulation in the same way as other versions of ZPIC, our GPU implementation
executes the main loop described in the Code Listing 5.3. Note that the pseudocode only shows the
openacc tasks. After being instantiated, a thread will execute the device task and launch
asynchronously all the OpenACC kernels within. The runtime checks periodically the completion of the
kernels and updates the dependency graph accordingly. Depending on the user configuration, our
program can also launch smp tasks (Section 5.2.2) alongside the GPU tasks to support heterogeneous
computing.
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for each time_step do
for each region in simulation do
openacc task in(region.E, region.B) out(region.J, region.outgoing_part)
inout(region.particles)
current_zero(region.J)
particle_advance(region)
endtask
openacc task inout(region.particles, region.incoming_part)
merge_buffers(region.particles)
sort_particles(region)
endtask
openacc task inout(region.J, region.neighbours.J)
update_gc_add(region.J, region.neighbours.J)
endtask
if region.J_filter is enabled then
openacc task inout(region.J)
apply_filter(region.J, region.J_filter)
endtask
openacc task inout(region.J, region.neighbours.J)
update_gc_copy(region.J, region.neighbours.J)
endtask
endif
openacc task in(region.J) inout(region.E, region.B)
yee_b(region.E, region.B, dt / 2, dx, dy)
yee_e(region.E, region.B, region.J, dt, dx, dy)
yee_b(region.E, region.B, dt / 2, dx, dy)
if moving_window is enabled then
shift_EMF_left(region.E, region.B)
endif
endtask
openacc task inout(region.E, region.B, region.neighbours.E, region.neighbours.B)
update_gc_copy(region.E, region.neighbours.E)
update_gc_copy(region.B, region.neighbours.B)
endtask
endfor
endfor
Code Listing 5.3 Pseudocode for the simulation loop in ZPIC (OmpSs@OpenACC).

5.3.2.1 Particle Advance
The particle advance consists of two phases. In the first phase, we interpolate the EM fields in the
vicinity of the particle and then use the interpolated field to update the particle momentum and position.
As the interpolation is a read-only operation and the particles can be updated independently, this phase
is highly parallel. The second and last phase consists in depositing the current generated by the particle
motion into the grid, which requires a more careful implementation to prevent data races.
In both phases, it’s important to avoid random accesses to the grid in order to use the memory
subsystem effectively. As the particles are stored in any order in the array, the threads load the
electromagnetic fields or update the current in random locations in the memory. On CPUs, these random
accesses lead to cache misses and can introduce significant memory latency to the program. As a
result, many PIC simulations sort the particles to avoid random memory accesses. In our CPU
implementation, the particles are loosely sorted by the overdecomposition.
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function particle_advance(region)
openacc kernel
for each tile in region parallel do // gang
local E = tile.E
local B = tile.B
local J = [0]
for each particle in tile parallel do // vector
Ep, Bp = interpolate_EMF(E, B, particle.pos)
update_particle_momentum(Ep, Bp, particle.u)
old_pos = particle.pos
particle_push(particle)
atomic_deposit_current(J, old_pos, particle.pos)
check_boundaries(particle, region.outgoing_part)
endfor
atomic tile.J += J
endfor
endkernel
if moving_window is enabled then
shift_left(region.particles)
insert_new_particles(region)
endif
endfunction
Code Listing 5.4 Pseudocode for particle advance on the GPU.

On GPUs, random memory accesses to the global memory are particularly harmful to the
performance of the program as these accesses cannot be coalesced by the memory controller. In this
case, it is more efficient to sort the particles by tile (e.g., a group of 16x16 cells) and then use the shared
memory as an explicitly managed cache. In this approach, each tile is associated with one gang. During
the execution, the gang will then load the corresponding EM field into the shared memory, update all
particles in the tile, deposit the current in a local buffer, and update the global current buffer with the
resulting values. This process is repeated for all tiles in a given region (Code Listing 5.4). Note that
global memory access is amortized over all particle advances in the same tile.
As multiple particles are advanced simultaneously, the threads may deposit the current in the same
cell. Therefore, we must introduce some form of synchronization to ensure that the current is updated
correctly. Similar to [11, 18, 21], we found atomic operations in the shared memory as the most efficient
way to synchronize the threads. However, the cost of any atomic operation can be quite expensive when
there are many memory conflicts. With a sufficiently large tile, the 32 particles processed by a single
warp may rarely update the same value at the same time as the particles are randomly distributed over
the tile. In other words, a large tile can reduce the number of memory conflicts in the current deposition,
attenuating the performance penalty of the atomic operations. Although the best option is to eliminate
the memory conflicts, reduction operations and other schemes are difficult to implement in the GPU due
to the massive amount of parallelism and the limited memory capacity.
Another problem in the current deposition is the warp divergence. According to the VillasenorBuneman method [52], the particle motion is split into 1, 2 or 3 elementary movements, each one
affecting a group of 4 cells. Therefore, the threads in the same warp can diverge as they deposit current
in a different number of cells. Even if only one thread deposit current in 12 cells (3 elementary
movements), all threads must process all 3 movements and then mask all the results in the other
31 threads due to the SIMD model. As a solution, Kong [34] proposed that all particle motion be split
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into 3 elementary movements independently of the number of cells affected. The author states that the
algorithm can be implemented using logical functions in CUDA to avoid any conditional branches.
However, this approach requires some additional computation and can cause some rounding errors.
We were unable to replicate the same idea in the ZPIC code without affecting its accuracy. Therefore,
we continue to use the original algorithm for the current deposition.

5.3.2.2 Particle Sorting
In the particle advance, the shared memory acts as a user-managed cache that stores the grid
quantities of each tile. Then, each thread accesses this memory to either retrieve the local EM fields or
deposit the generated current. In realistic simulations, particles can cross the tile boundaries and access
cells outside the loaded tile. Therefore, not only must the tiles be padded with ghost cells but also the
program must sort the particles every iteration to preserve data locality, associating the tile and the
particles stored within. There are a few ways to efficiently sort the particles in a PIC code using GPUs.
As a simplification, many authors assume that a particle can move at most to a neighbour cell per time
step due to the Courant-Levy condition (Section 4.1). Decyk’s [11] algorithm first classifies and copies
the out-of-order particles to an ordered temporary array according to the direction of its motion, and then
copies these particles back to the main array into the correct tiles, filling any holes left by the out-oforder particles. Germaschewski [18] classifies the particle motion in 10 possible motions (4-bits) and
then applies a single-pass radix sort to rearrange the particle array. Stantchev [50] exchanges particles
between nearest neighbours using shared memory as a coalescing buffer.
For our application, we initially implemented a standard bucket sort to arrange the particles by tile.
We observed that only a fraction of the particles needed to be rearranged in each time-step and this
fraction depends on the simulation parameters and the tile size. If we consider a larger tile size
(e.g., 16x16), the fraction of particles moving between tiles is often small. We modified our bucket sort
to exploit this almost sorted state based on Hariri’s proposal [21, 29].
To explain the particle sorting, consider the situation illustrated in Figure 5.5. In this diagram, the
particles are numbered based on their index in the particle array (particles) and their movement is
represented by the dashed arrows. The initial conditions are represented by step (0). For simplicity, we
denominate the tile in the left as Tile 1 and the tile in the right, Tile 2. The bold line separates the
sections in the array associated with each tile.
During the particle sorting, there are two additional buffers: source_idx and target_idx.
The source_idx contains the indices of all out-of-order particles, while target_idx stores all
positions available in the particle array that these particles can move into. In other words, the algorithm
will sort the array by moving all particles marked in the source_idx to their corresponding position
indicated by the target_idx buffer. Each tile has a reserved section in these buffers to mark all
particles entering (source_idx) or leaving (target_idx) the tile.
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Figure 5.5 Particle sorting algorithm.

In the first step (1), the algorithm counts the number of particles in each tile considering the final
location of each particle, then updates the bookmark array (tile_offset) accordingly. This bookmark
array associates a section of the particle array (particles) with a tile in which the particles are located.
Next, the algorithm registers all particles leaving its associated tile in the target_idx buffer (2). Notice
that there are 4 particles entering Tile 1 and 3 leaving this tile, and thus, the program must increase
the corresponding section in the particle array by one position (marked in blue). Since position 4 is
currently occupied by a particle in Tile

2, the algorithm also registers this particle in the

target_idx buffer in order to be reallocated to a new position. In step (3), the program registers all
particles entering each tile in the source_idx buffer, filling the “holes” in the particle array left by the
exiting particles. Step (4) illustrates the final state of source_idx and target_idx. The particle array
is then sorted based on these buffers (5). Since bucket sort is an out-of-place algorithm, this final step
requires a secondary buffer to store the out-of-order particles before they are moved to the correct
positions. This buffer is not represented in the figure.
The particle sorting is described in more details in the Code Listing 5.5. The sorting algorithm begins
counting the number of particles in each tile (histogram_np). As the particle motion are limited by the
Courant-Levy condition (i.e., a particle can only move to one of the eight adjacent tiles), each gang can
count the number of particles locally and then adds the results to the global count (np_per_tile).
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Next, the algorithm calculates the prefix sum [23] for np_per_tile in order to update the bookmark
array, tile_offset. After updating the bookmark array, the algorithm calculates a second histogram
(histogram_holes), counting the out-of-order particles in each tile (holes), then applies a prefix sum
to determine the size of the temporary buffers and the offset for each tile for these buffers. Next, the
algorithm iterates over all the particles, registering all the out-of-order elements into the
source_idx buffer and the available position they can be moved into (target_idx buffer). All entries
in these buffers are registered atomically. Finally, we move all the out-of-order particles into the
corresponding target positions (sort_particles_array).
function sort_particles(region)
np_per_tile = histogram_np(region.tiles)
region.tile_offset = prefix_sum(np_per_tile)
holes_per_tile = histogram_holes(region.tiles)
holes_offset = prefix_sum(holes_per_tile)
openacc kernel
for each tile in region parallel do // gang
for each particle in tile parallel do // vector
target_tile = tile_idx(particle.pos)
if target_tile != tile
idx = particle.idx
offset = holes_offset[target_tile]
atomic target_idx.insert(idx)
atomic source_idx[offset].insert(idx)
endif
endfor
endkernel
sort_particles_array(region.particles, source_idx, target_idx)
endfunction
Code Listing 5.5 Pseudocode for particle sorting on the GPU.

As both particle advance and sorting seem to benefit from large tiles, it is interesting to discuss the
optimal tile size. From our experiments, our implementation achieves the best performance with a tile
of 16x16 cells. Smaller tiles resulted in worse performance due to more memory conflicts in the particle
advance and more particles being exchanged during the sort algorithm. On the other hand, any larger
tile size will result in higher shared memory usage, which limits the number of tiles that an SM can
process concurrently, reducing GPU occupancy. Also, CUDA currently limits static allocations to 48kB
and a tile of 16x16 tile can use up to 45kB during the particle advance. Current OpenACC specification
only supports static allocation in the shared memory.
Last, but not least, we implemented a few other optimizations in the particle sorting. First, with the
SoA data layout, we can apply the sorting to one particle property at a time and reuse the secondary
buffer in order to reduce the memory usage during the sort operation. Additionally, all auxiliary buffers
in the sorting algorithm are allocated directly in the device memory using acc_malloc/free. As these
routines usually allocate data from a memory pool managed by the OpenACC runtime, the
allocation/desallocation of variables is faster compared to the Unified Memory and may result in a more
efficient memory usage if the runtime can reuse memory allocations.
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5.3.2.3 Grid
In general, grid-related computation is highly parallel as each cell can be processed independently.
This is the case of Yee’s algorithm [31]. The magnetic field in each cell is updated only using the electric
fields in neighbour cells. Similarly, the algorithm updates the electric field in a given cell using its current
density and adjacent magnetic fields. Some other kernels (e.g., current smoothing and moving the
simulation window) can only process different rows of cells safely in parallel. In these instances, we
assign each row to a different gang. A gang then processes the cells in the same rows by batches
(groups) and uses the shared memory as a temporary buffer.

5.3.3 Multi-GPU
One way of supporting systems with multiple GPUs is to manually select the target device with
acc_set_device_num routine from the OpenACC API before launching the kernel. In this approach,
the regions are statically distributed to the GPUs following a round-robin scheme. In a static distribution,
the devices only need to communicate to update ghost cells or transfer particles but can result in uneven
load distribution. Another option is to leave the multi-GPU support to Nanos6 runtime. In this case, the
default scheduler will distribute the openacc tasks to all available devices in a similar way as it assigns
smp tasks to the CPU cores. However, this can result in an excessive data movement as the regions
need to migrate from one device to another just to execute one task. After we reported this issue to the
Nanos6 developers, they added experimental support for device affinity in the latest OmpSs-2 release.
With the device affinity, the scheduler will distribute the tasks to the devices considering the location of
the data, which greatly reduce the communication between devices. The programmer must manually
set the location of the data through Nanos6 API.
Additionally, we provided hints to the Unified Memory through cudaMemAdvise to improve the
communication between devices. For example, the ghost cells in each region are set to
cudaMemAdviseSetAccessedBy to reduce the amount of page fault and thrashing, while we set
preferred location (cudaMemAdviseSetPreferredLocation) for each region to avoid unnecessary
data migration.
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Chapter 6
Results
This chapter is dedicated to the validation and evaluation of the task-based implementations. First,
we summarize all the parallel versions of ZPIC (Section 6.1). Then, we describe the testing instances
(Section 6.2) and validate the results of the parallel version against the original, serial implementation
(Section 6.3). Next, we analyse the performance of all parallel implementations across a wide range of
configurations: multicore CPU (Section 6.4.1), single GPU (Section 6.4.2), hybrid (Section 6.4.2) and
multi-device (Section 6.4.3) systems.

6.1 Implementation Summary
To test the different capabilities of OmpSs-2 and OmpSs@OpenACC as well to compare to more
traditional approaches, we developed several versions of ZPIC. All of them follow a spatial
decomposition and the parallelization strategy described in Section 5.1. In the following list, we briefly
describe each implementation that targets multicore CPUs.
ompss-reduction: In this version, the grid quantities and particles are stored locally in each region.
Therefore, tasks from different regions can be executed concurrently without race conditions. After the
current deposition phase, however, we must perform a parallel reduction in the ghost cells to calculate
the final value of the current. Note that this operation does not impose global synchronization as the
ghost cells only cause adjacent regions to overlap. Moreover, the program relies exclusively on data
dependencies to synchronize the tasks, and thus, it is possible for tasks from different iteration are
executed simultaneously if there is a sufficient distance between the corresponding regions.
ompss-commutative: Differently from the ompss-reduction, this version uses a global buffer for
the current, while the other parameters are stored locally. To avoid data races in the current deposition,
we use the commutative clause for controlling the accesses to the global buffer. This clause prevents
the concurrent execution of two or more tasks with overlapping data dependencies but allows these
tasks to be executed in any order. Similar to ompss-reduction, all tasks are synchronized through
data dependencies.
ompss-reduction-sync: Follows the same implementation as ompss-reduction, but there is a
global barrier at the end of each iteration for synchronizing all tasks before continuing to the next one.
As a side effect, some data dependencies can be eliminated from the tasks.
ompss-commutative-sync:

Similar

to

the

ompss-reduction-sync

but

with

the

ompss-commutative as the base implementation.
openmp-tasklike: Instead of relying on task with data dependencies, this version implements a
simple openmp for loop over the regions to distribute work across the threads. Since some load
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imbalance can exist between regions, we enable OpenMP’s dynamic scheduling. Due to the lack of data
dependencies, there are several global barriers within a single iteration of the simulation loop to avoid
race conditions. The behaviour of this implementation is comparable to tasks without data
dependencies.
openmp-ceyrat: This version was developed by Ceyrat [9]. Different from previous implementations,
openmp-ceyrat follows a particle decomposition and uses openmp for to explore data parallelism
of for loops. In this case, each thread advances its assigned particles and deposits the generated
current into a separated, preallocated copy of the global buffer. At the end of the particle advance, the
program combines all private copies into a single final buffer using OpenMP’s built-in reduction
mechanism. Usually, the compiler follows a binomial tree to perform a reduction of variables. The
parallel region is declared outside the simulation loop to avoid reallocating the thread team in each
iteration.
There are two GPU implementations of ZPIC: openacc and ompss-openacc. Both share the
same OpenACC kernels but differ in how the host handles the kernel launch and device synchronization.
To better utilize the GPU architecture, the particles were sorted by tiles (a group of cells) through a
highly optimized Bucket Sort algorithm, which enables the use of the shared memory as an explicitly
managed cache during the particle advance. Most memory conflicts are resolved with atomic operations.
We also change the data layout of particles to be accessed in a coalesced manner.
openacc: Similar to all other implementations (except for openmp-ceyrat), this version split the
simulation space into regions (row decomposition) and statically distributes them to all devices available.
There is an OpenMP thread associated with each region to manage all the host operations, including
global synchronization, kernel launches, auxiliary computations, allocating/freeing variables, etc. All
kernels are launched synchronously (i.e., after a thread launches an OpenACC kernel, it waits until the
kernel completes before proceeding with the execution).
ompss-openacc: Last, but not least, we extended the ompss-reduction implementation with
OpenACC support (openacc tasks). This version differs from the pure openacc approach in several
ways. First, Mercurium appends the async clause to all kernels, transforming then into asynchronous
calls. As a result, some operations on the GPU can be overlapped, which can result in better
performance. On the other hand, we must alter the algorithm structure to accommodate the
asynchronous calls. Second, the OpenACC kernels are wrapped around OmpSs-2 tasks and integrated
on a dependency graph. Therefore, not only the openacc tasks can be executed alongside the CPU
tasks but also all tasks can be synchronized using data dependencies. Finally, the runtime distributes
the tasks to all GPUs and CPUs available.

6.2 Testing Instances
To evaluate the performance and correctness of all ZPIC implementations, we selected 3 types of
simulations: LWFA [37], Weibel Instability [54] and theoretical plasmas.
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6.2.1 LWFA
In the Laser Wakefield Acceleration (LWFA) experiment, a short, but intense laser pulse traverses
an initially uniform plasma, creating a fully nonlinear wake referred to as a bubble. The wakefields inside
this bubble accelerate the electrons to high energy states [37]. In this simulation, there is only one
particle species (electron) as we assume that the ions form a static neutralizing background. The initial
EM fields to match the fields’ values of the laser (Figure 6.1) and the simulation window follows the laser
as it propagates through the plasma. The program also applies a compensated binomial filter on the
electric current in the 𝑥𝑥 direction to reduce noise. Typically, the simulation runs for a couple of thousands

of iterations. Figure 6.2 shows the plasma bubble trailing the laser pulse and the evolution of the total
energy in the simulation. Notice that the laser only affects a section on the simulation space, which may
cause load imbalance across processing elements.

Figure 6.1 Initial electromagnetic fields for LWFA simulation.

Figure 6.2 Distribution of charge (electrons) in the space (left) and the evolution of the total energy in the simulation (right).
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6.2.2 Weibel
The Weibel instability [54] can occur when the plasma has an anisotropic distribution of velocity,
which is usually produced by strong temperature anisotropy or counter-streaming plasma flows. In both
scenarios, small fluctuations in the magnetic field divert the particle trajectory in such a way that gives
rise to current filaments, amplifying the perturbation. The self-generated magnetic field strongly modifies
the particle dynamics and can trigger several saturation mechanisms. Over time, the filaments of parallel
currents can attract each other and merge, forming larger filaments [20, 46]. In this simulation, two
plasma streams, one composed of electrons and the other, by positrons, flow in opposite directions.
Both streams have the same initial temperature and density. ZPIC then models the 2D plane in which
the collisionless shock of the streams produces the Weibel instability. The simulation has periodic
boundaries in both directions. The last iteration of the simulation is shown in Figure 6.3. It is worth
mentioning that the instability occurs in the entire simulation space, which may result in a good scaling
across processing elements.

Figure 6.3 Charge, current and magnetic field distribution for the last iteration of the Weibel simulation.
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6.2.3

Theoretical Plasmas

Differently from the other simulations, the program simulates the behaviour of a theoretical plasma
in a specific temperature without external interference. In this simulation, there is only one particle
species (electrons) with a uniform temperature distribution with an amplitude (in each direction) of 0 for
the cold plasma and 0.01 for the warm plasma. There are no initial flow velocity or EM fields. As a
result, the academic plasmas have ideal simulation conditions as the particle motion are very limited
(warm) or non-existent (cold), while the plasma is perfectly distributed over the simulation space.

6.3 Validation
In the validation phase, we compare the last iteration of the simulation between the parallel
implementation and original, serial ZPIC. Note that ZPIC uses single precision in most calculations,
resulting in slightly numerical differences between versions. Nevertheless, the order of magnitude of the
error (i.e., the difference between the serial and parallel version) is the same across all the parallel
implementations. Therefore, only the error for the ompss-reduction is present in this section.

Figure 6.4 Difference between the parallel and serial implementation for the Weibel simulation.

Figure 6.5 Difference between the parallel and serial implementation for the LWFA simulation.
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For validation, we simulate the Weibel instability (with 500 iterations, 67 million particles of each
type (electrons and positrons) and a 512x512 grid) and the LWFA experiment (with 4000 iterations,
16 million electrons and a 2000x512 grid). Then, we calculate the difference between the last report of
the magnetic field and the electron charge map generated by the ompss-reduction (or any other
parallel version) with the report created by the sequential implementation. The results are shown in
Figure 6.4 (Weibel) and 6.5 (LWFA).
As particles are volatile objects moving throughout the simulation space, slight deviations in the
floating-point operations can alter the particle motion, affecting the charge distribution in the simulation.
These deviations have less effect in the grid quantities since multiple particles interact with the current
and the EM field in the same cell, reducing the noise caused by particle misplacement. Moreover,
floating-point rounding errors are further reduced as the electromagnetic field in each cell is updated
with an average value of its neighbours. As a result, errors in the charge are usually two orders of
magnitude greater than the ones in the magnetic field. Notice that the increase of the plasma density
can reduce the noise caused by floating-point operations since individual particles have less impact on
the overall simulation and slightly changes in one particle can be compensated by another.
In both Weibel and LWFA simulation, the deviation caused by the parallelization is acceptable,
validating our implementation. The academics plasmas have less rigorous simulation conditions,
and thus, they were not used for validation.

6.4 Performance and Scalability
All performance tests were executed on either the Power-CTE cluster or the MareNostrum4
supercomputer. Both systems are located at the Barcelona Supercomputing Centre (BSC), Spain.
The specifications of both systems are described below (Table 6.1). For better consistency and
accuracy, all results presented here are the average between 5 runs.
Table 6.1 Overview of the Marenostrum4 and Power-CTE cluster.

MareNostrum4

Power-CTE

2x Intel Xeon Platinum 8160 24C

2x IBM Power9 8335-GTH 20C @2.4GHz

@2.1GHz

(3GHz on Turbo)

RAM / Node

96 GB

512 GB

GPU / Node

----

4x NVIDIA Tesla V100 (16 GB)

Network

Intel Omni-Path

Mellanox EDR

Operating System

SuSE Linux

Red Hat Linux 7.5

Number of Nodes

3456

52

CPU / Node
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6.4.1 Multicore CPU
In this section, we evaluate the performance of different ZPIC implementations for multicore CPUs
in a shared memory environment. All programs in this section were compiled with GNU GCC 10.1 with
-O3

optimization.

Additionally,

we

specified

the

target

architecture

through

the

march=skylake-avx512 flag for the MareNostrum4. In the case of OmpSs-2, we used the 2020.06
release version with the GCC as the backend compiler for Mercurium. All parameters in Nanos6 were
left at their default values.
Except for the weak scaling analysis, we consider the following instances (Table 6.2) for all tests in
this section. All speedups/efficiencies presented in the strong scaling analysis were calculated based
on the execution time of the serial implementation (Table 6.3).
Table 6.2 Instances for strong scaling analysis in multicore CPUs.

Number of Particles

Simulation Type

lwfa-small

LWFA

16M

2000x512

4000

weibel-small

Weibel Instability

67M

512x512

500

(per Species)

Grid Size

Number of

Instance

Iterations

Table 6.3 Execution times for the serial implementation.

MareNostrum4

Power-CTE

weibel-small

9087.98s

9593.88s

lwfa-small

6448.84s

6410.69s

6.4.1.1 OmpSs-2 vs OpenMP
In this section, we compare a task-based approach (ompss-reduction) against a conventional
OpenMP implementation (openmp-ceyrat) in order to assert their limitations and advantages. We also
evaluate the transition from a synchronous algorithm to a fully asynchronous implementation. This
transition is represented by openmp-ceyrat, openmp-tasklike, ompss-reduction-sync and
ompss-reduction. For both comparisons, we study the strong scaling of the selected
implementations for weibel-small (Figure 6.6, Tables 6.4 and 6.5) and lwfa-small (Figure 6.7,
Tables 6.6 and 6.7).
Except for openmp-ceyrat, all versions were tested with a fixed number of regions (160 for PowerCTE and 144 for MareNostrum4), which allows the programs to explore an overdecomposition. There
is only one thread enabled in each CPU core.
Although all versions use some form of reduction operation, Ceyrat’s implementation is vastly
different from the others. In openmp-ceyrat, each thread advances its assigned particles and deposits
the current generated into a full copy of the current buffer. After all threads finish the particle advance,
these copies are then combined into a single buffer using the OpenMP’s built-in reduction mechanism.
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All other versions, in contrast, split the simulation space into a set of regions, each one with a local buffer
for the current, EM field and particles. In this case, the program executes a separated reduction
operation for each set of ghost cells in adjacent regions. These reductions can be done in parallel. There
is no duplicated information besides the ghost cells.
Table 6.4 Speedup of OpenMP and OmpSs versions in weibel-small (MareNostrum4 with Intel Xeon, 48C per node).

openmp-

ompss-

ompss-

tasklike

reduction-sync

reduction

11.93

10.92

11.65

12.02

24

22.84

20.45

22.20

23.96

36

31.89

28.40

31.24

35.45

48

38.81

35.55

39.95

46.89

Number of Threads

openmp-ceyrat

12

Table 6.5 Speedup of OpenMP and OmpSs versions at weibel-small (Power-CTE with IBM Power9, 40C per node).

openmp-

ompss-

ompss-

tasklike

reduction-sync

reduction

10.01

8.53

9.8

10.17

20

19.09

15.98

17.44

18.86

30

26.17

22.22

23.86

26.52

40

27.57

26.34

29.45

34.24

Number of Threads

openmp-ceyrat

10

Figure 6.6 Strong scaling of OpenMP and OmpSs versions for weibel-small at a) Power-CTE (IBM Power9, 40C)
and b) MareNostrum4 (Intel Xeon, 48C).

49

Considering that weibel-small has a high plasma density (256 particles per cell) and a relatively
small grid (512x512 cells), the cost of openmp-ceyrat’s reduction is amortized over a large number of
particles. This diluted cost, combined with the fine-grain parallelism of openmp for loops, leads to
good performance in this test. At 48 threads, however, the speedup of openmp-ceyrat falls slightly off
as the reduction operation and other synchronizations impose a higher performance penalty. Note that
this version is very memory inefficient as the program duplicates the current buffer for each additional
thread. There is no mechanism to reduce random memory accesses during the particle advance, which
results in inefficient cache usage. In the Power-CTE, openmp-ceyrat shows similar behaviour: good
performance until the reduction and synchronization cost becomes too high and interfere with the
scaling. There is almost no performance gain between 30 and 40 cores.
Compared to the openmp-ceyrat, openmp-tasklike explores more coarse-grain parallelism
(each thread processes a set of regions instead of iterations in a loop), requires more global barriers,
and has additional overheads caused by the dynamic scheduling and overdecomposition. Therefore,
this version shows the worse performance among all versions for the weibel-small simulation but
still achieves 74% efficiency at 48 threads in MareNostrum4.
In ompss-reduction-sync, all task synchronization within the same iteration of the simulation
loop is implicitly handled by data dependencies. At the end of the iteration, a global barrier synchronizes
all the tasks before continuing to the next iteration. As a result, the performance of
ompss-reduction-sync is significantly better than openmp-tasklike, achieving similar speedups
as the openmp-ceyrat implementation.
Finally, ompss-reduction has a fully asynchronous implementation with all tasks being
synchronized exclusively by data dependencies. In this way, ompss-reduction completely avoids the
cost of global synchronization and has better load balance due to more flexible distribution of tasks.
Consequently, ompss-reduction has the best performance among all implementations, attaining
near-perfect scaling at MareNostrum4 with a maximum speedup of 46.89 at 48 threads.
The performance difference between MareNostrum4 and the Power-CTE cluster can be attributed
to vastly different CPU architecture and ISA, compiler optimization (e.g., GNU GCC may generate a
more efficient code for x86), Nanos6/Mercurium optimization, task distribution (e.g., the scheduler
distribute the tasks with little regards to the NUMA architecture), data distribution in the memory, among
other factors.
Table 6.6 Speedup of OpenMP and OmpSs versions at lwfa-small (MareNostrum4 with Intel Xeon, 48C per node).

openmp-

ompss-

ompss-

tasklike

reduction-sync

reduction

8.52

11.01

11.62

11.78

24

11.21

20.64

22.08

23.47

36

10.94

28.65

30.71

34.61

48

9.73

35.70

38.47

45.67

Number of Threads

openmp-ceyrat

12
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Table 6.7 Speedup of OpenMP and OmpSs versions at lwfa-small (Power-CTE with IBM Power9, 40C per node).

Number of Threads

openmp-ceyrat

10

openmp-

ompss-

ompss-

tasklike

reduction-sync

reduction

6.31

8.51

9.54

9.7

20

11.06

16.06

16.97

17.87

30

12.15

22.02

23.85

25.78

40

10.21

25.66

28.89

33.07

Figure 6.7 Strong scaling of OpenMP and OmpSs for lwfa-small at a) Power-CTE (IBM Power9, 40C)
and b) MareNostrum4 (Intel Xeon, 48C).

Differently from weibel-small simulation, lwfa-small has only 16 particles per cell and a larger
grid (2000x512), and thus, the cost of the openmp-ceyrat’s reduction is very high compared to the
amount of work assigned to each thread. Moreover, in Ceyrat’s implementation, the copies of the current
buffer in each thread are combined independently of the activity in them. In other words, the program
spends a considerable amount of time summing zeros during the reduction operation since the laser
only affects a fraction of the simulation space. Additionally, the simulation starts in a complete vacuum
and is slowly filled with plasma when the simulation window moves. In this case, ZPIC shifts all the
particles one cell to left and fills the rightmost cells with new particles. Therefore, the simulation space
is completely filled with plasma only half-way through the simulation. Until this point, the reduction
operation dominates the performance of openmp-ceyrat. Last, but not least, Ceyrat’s implementation
also suffers from an inefficient cache usage as the filling process organizes the particles in columns,
while the grid follows a row-wise memory arrangement. The experimental results confirm these expected
limitations: openmp-ceyrat performs very poorly in the lwfa-small instance, having maximum
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speedup of 11.2 with 24 threads and an inverse scaling after this point at MareNostrum4.
Openmp-ceyrat has the same inverse scaling in Power-CTE cluster after 30 threads.
Since

the

other

versions

(openmp-tasklike,

ompss-reduction-sync

and

ompss-reduction) implement a more lightweight and efficient reduction algorithm, they do not suffer
from the same problems as openmp-ceyrat in this test. Typically, it is difficult to maintain a load
balance in a spatial decomposition as the particles are unevenly distributed across the simulation space.
Therefore, the task-based implementations overcome this limitation through dynamic task scheduling
combined with an overdecomposition. In a similar way as the previous test, replacing global barriers
with data dependencies provides a sizeable boost in performance. As expected, the ompssreduction has the best performance among all versions, followed by ompss-reduction-sync and
openmp-tasklike. Notice that the difference in speedup between weibel-small and lwfa-small
instances is around 1.1, which demonstrates the performance consistency of all task-based
implementations.
In summary, the performance of the openmp-ceyrat heavily depends on the reduction operation.
If its cost can be amortized over a large number of particles, the application shows a relatively good
performance. If the reduction operation is expensive, the openmp-ceyrat performs very poorly. In
either case, the memory usage is very inefficient due to the duplication of the current buffer for each
additional thread. Changing to a spatial decomposition with dynamic scheduling (openmp-tasklike),
the application explores more coarse-grain parallelism and requires several implicit global barriers but
is no longer dependent on the reduction operation cost. In ompss-reduction-sync, all global barriers
from openmp-tasklike within a single iteration are replaced by data dependencies, significantly
reducing the synchronization costs. The performance of this implementation is comparable to OpenMP
in its best case. Finally, the application performs best in a fully asynchronous scenario
(ompss-reduction), in which the runtime has the maximum flexibility for balancing the load across
the threads, besides avoiding completely the cost of global barriers.

6.4.1.2 OmpSs-2 Performance Analysis – Power-CTE
Next, we analyse the performance of ompss-commutative and ompss-reduction as well as
their sync variant. The objective of these tests is to determine the effects of an overdecomposition and
the difference between these two solutions. For organization purpose, this section is dedicated to the
analysis in the Power-CTE cluster, while Section 6.4.1.3 focus on MareNostrum4.
In the strong scaling test (Figure 6.8a and 6.8b), there is a marginal performance difference
between the reduction and commutative implementations as they share the same algorithm
backbone with some subtle changes. Since we consider 160 regions for this test, the number of
concurrent tasks is higher than the number of cores (i.e., enable an overdecomposition), which reduces
the CPU idle time. Additionally, our reduction algorithm is very efficient, having little impact on the overall
performance of the program. Similar to the previous test, removing the global barrier at the end of the
simulation loop provide a sizeable boost in performance.
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Figure 6.8 Performance results for different OmpSs-2 implementation at Power-CTE (IBM Power9, 40C).

For the next test, we measure the impact of the number of regions on overall performance with all
40 cores active (Figure 6.8c and 6.8d). In both ompss-reduction and its sync variant, there are not
enough concurrent tasks to fully occupy the CPU if the number of regions is lower than 40. Even with 1
region per core, the uneven distribution of plasma across the simulation space causes some threads to
be idle while waiting for other threads to finish its assigned task.
With 80 or more regions, ompss-reduction generates a sufficiently high number of concurrent
tasks to maintain a high CPU occupancy. As the tasks are dynamically distributed to the threads, one
thread may be advancing a large number of particles in one region, while the others can handle the
tasks from the remaining regions. As the threads finish its assigned tasks, the runtime can schedule
dependent tasks for execution, resulting in a constant stream of new tasks to the thread pool. When we
insert a barrier at the end of the iteration (sync variant), we limit this stream to a single iteration.
Consequently, at the very end of the iteration, the majority of the cores will be waiting at barrier while
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the last few tasks conclude its operations. For this reason, ompss-reduction-sync have negligible
performance gain after 40 regions.
The commutative clause prevents one task from advancing all particles in one region at the same
time as its neighbours, avoiding data races in the ghost cells. Notice that this clause forces the regions
to be processed in an interleaved manner. At the same time, the next task in the region can only be
executed after both itself and its neighbours finish the particle advance. Consequently, the
ompss-commutative

only

has

half

of

the

task

throughput

of

ompss-reduction

(and its -sync variant), requiring at least 80 regions to fully utilize the CPU. Even with comparable
region counts (e.g., 80 for the commutative and 40 for the reduction), the performance of
ompss-commutative is generally worse than ompss-reduction since the commutative clause
not only restricts the task scheduling but also adds extra task synchronization. Only with a high number
of regions (120 for lwfa-small and 160 for weibel-small), the program can maintain a proper task
stream to the threads and overcome the commutative restrictions.

6.4.1.3 OmpSs-2 Performance Analysis – MareNostrum4
As stated before, this section shares the same performance analysis as Section 6.4.1.2, but for the
MareNostrum4 machine (Figure 6.1). As the behaviour of all implementations is similar in all systems,
this section only describes the details observed in the MareNostrum4’s execution. In this case, the
program should have at least 48 regions (96 for the commutative implementation) to utilize all the
CPU cores. Remember that only half of the tasks are active in the commutative implementation.
In both sync versions, we notice a performance drop when the number of regions is not divisible
by the number of cores (e.g., at 72 active regions). In this case, the tasks of the current iteration will be
unevenly distributed among threads, leading to a load imbalance. Without the global barrier, the runtime
can schedule tasks from the next iteration to fill the load difference. However, the commutative clause
imposes additional restrictions to the task scheduling, preventing the runtime to properly balance the
load between threads in the weibel-small simulation, even with 144 regions. As a result, the strong
scaling of ompss-commutative falls off at 48 threads in the Weibel simulation. In other scenarios, the
performance of the commutative implementation is comparable with ompss-reduction. Due to the
task scheduling restrictions and extra synchronization, ompss-commutative-sync has the worst
scaling of all.
It is worth mentioning that 170 regions are the maximum allowed for both weibel-small and
lwfa-small. Otherwise, the ghost cells between non-neighbour regions overlap and the program
produces wrong results.
Overall, an overdecomposition affects the program performance in two ways. First, the runtime is
able to schedule small work units (i.e., tasks) to the threads and apply a fine-grain load balancing.
Second, with numerous tasks, the program can continuously supply new tasks to the thread pool and
keep a high CPU occupancy. Inserting a global barrier at the end of the iteration, not only restrict which
tasks can be scheduled but also interrupts the constant stream of new tasks. As a result, some CPU
cores are idle while they wait at the barrier for the last few tasks of the current iteration to finished.
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Figure 6.9 Performance results for different OmpSs-2 implementation at MareNostrum4 (Intel Xeon, 48C).

Since the commutative clause imposes additional restrictions to the task scheduling, the
performance of ompss-commutative is only comparable to ompss-reduction if the program can
generate enough concurrent tasks to overcome these restrictions. Therefore, it is also a viable solution
for preventing race conditions depending on the problem size and how it can be divided.

6.4.1.4 Weak Scaling
Last, but not least, we analyse the weak scaling of our best version (ompss-reduction) at
MareNostrum4 (Figure 6.10). For this test, we used the Weibel simulation as well as two theoretical
plasmas (cold and warm). Using a fixed number of iterations (500) and particles per cell (16x16), we
vary the grid size to scale the problem with the number of threads. The results and the parameters of
the simulation are in Table 6.8. The LWFA cannot be used in this test since the problem size depends
primarily on the size of the laser.
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The program performs equally well in all simulations, attaining an efficiency greater than 95% in all
tests. Both cold and warm plasmas have perfect load distribution as uniform plasma density remains
unchanged throughout the entire simulation. In these theoretical plasmas, the particles remain (almost)
static, resulting in very little communication between regions. The Weibel simulation is completely
different: not only can the plasma density vary from region to another due to the current filamentation
but also the particles are rapidly moving throughout the simulation space. Even in these conditions, the
program can still maintain an excellent load balance among the threads due to the overdecomposition
and dynamic task distribution.
Table 6.8 Scaled speedup of ompss-reduction at MareNostrum4.

Threads
(Regions)

Grid Size

Scaled Speedup

Number of Particles
(per Species)

warm

cold

weibel

1

74x74

1.4M

1.0

1.0

1.0

12 (36)

256x256

16M

11.81

11.84

11.80

27 (81)

384x384

37M

26.29

26.38

26.28

39 (117)

460x460

54M

37.74

37.90

37.74

48 (144)

512x512

67M

46.07

46.20

45.98

Figure 6.10 Weak scaling of ompss-reduction at MareNostrum4 (Intel Xeon, 48C).

The weak scaling results demonstrated that the problem size simulated by a task-based
implementation can scale with the number of threads without suffering significant losses in efficiency.
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Additionally, there is no performance difference between an ideal (cold and warm) and real simulations
(weibel), which highlight the strength of the dynamic load balance.

6.4.2 Single GPU and Hybrid Systems
In this section, we analyse the performance of both ompss-openacc and openacc
implementations in order to fulfil the following objectives:
•

Compare all execution modes within a single heterogeneous node (1 GPU)

•

Discuss the impact of the memory optimizations in the particle advance kernel

•

Evaluate the advantages of OmpSs-2 and an overdecomposition when applied to an
accelerator

•

Discuss the viability of a hybrid approach (CPU + GPU)

As the PGI Compiler provides better support for OpenACC, we switch from GNU GCC 10.1 to the
PGI Compiler 19.10 for all GPU implementations. Both -fast and -O3 flags were enabled during the
compilation. The OmpSs-2 version remains unchanged. From now on, all tests were executed on the
Power-CTE cluster.
Worth mentioning that all programs in this section use SoA (Structure of Arrays) as the data layout
for the particles, even if they are running exclusively on the CPU. Therefore, the performance on the
CPU may be different between this section and the previous one (Section 6.4.1). Moreover, all tests in
this section used the following instances (Table 6.9):
Table 6.9 Testing instances for GPU and hybrid systems (Power-CTE with IBM Power9 and NVIDIA V100).

Number of Particles

Simulation Type

lwfa-medium

LWFA

74M

4000x2048

8000

weibel-medium

Weibel Instability

151M

2048x2048

1000

warm-medium

Theoretical Plasma

340M

3072X 3072

1000

(per Species)

Grid Size

Number of

Instance

Iterations

Figure 6.12 compares the speedup between different execution modes of ompss-openacc and
openacc. We consider the execution time of ompss-openacc when running on the CPU with 40
threads and 40 regions as the comparison baseline. Overdecomposition improves performance
between 11 and 22%.
Both naïve and optimized versions of openacc have 1 region (i.e., the entire simulation space)
and share the same implementation, except for the particle advance algorithm. In the naïve approach,
each thread in the GPU advances one particle, interpolating the EM fields directly from the global
memory and depositing atomically the current into the global buffer. However, this design has some
major limitations. First, the memory controller cannot coalesce the memory accesses to the global
memory as the particles are randomly distributed over the tile. Second, the threads access primarily the
global memory, which has the lowest bandwidth and highest latency among all memory types. And
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Figure 6.11 Speedup for different execution modes of ompss-openacc and openacc (Power-CTE with IBM Power9, 40C and
NVIDIA V100, 5120 CUDA cores).

finally, global atomics are very expensive, especially when there are frequent memory conflicts. As a
result, the performance of the naïve implementation is very poor, in particular for weibel-medium as
the particles are rapidly moving in the simulation space, which not only increases the probability of
memory conflicts but also the entropy in the particle distribution.
In contrast, the optimized version assigns each tile to an SM in such a way that the threads first
load the local EM field to the shared memory, then advance all particle within the tile and deposit the
generated current into the local memory. At the end of the routine, the threads update atomically the
global current with the local values. In this case, the global memory is always accessed in a coalesced
manner, resulting in better utilization of the available bandwidth. Moreover, the low latency of the shared
memory reduces the performance penalty for accessing the local grid in random locations or using
(local) atomic operations. In fact, this implementation has better performance for weibel-medium
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Figure 6.12 Section of the timeline generated by the NVIDIA Visual Profiler (nvvp) for both ompss-openacc and openacc.

compared to lwfa-medium due to better workload distribution across the simulation space. Overall,
the optimized implementation is between 2.4x and 7.5x faster than the naïve approach, attaining
between 10 and 20x the performance of two IBM Power9 (or a speedup of approximately 600 when
compared to a serial implementation).
As the kernels from different openacc tasks are assigned to different asynchronous queues, they
can be executed concurrently, which may increase the efficiency of the program. At the same time, the
concurrent execution leads to a competition for hardware resources, possibly increasing the time taken
for executing an individual kernel. Additionally, the use of asynchronous queues may hide the overhead
associated with each kernel launch.
Nevertheless, asynchronous kernel launches may increase the program complexity when
compared to a pure OpenACC implementation. For example, temporary variables cannot be allocated
and freed in the same scope as the kernels and must be declared elsewhere, otherwise, the program
may reach the corresponding free before the kernel execution finishes, causing illegal memory
accesses. In this way, the resulting code may become harder to understand as some variables may lose
its local meaning. Additionally, the current version of Mercurium only append async in kernels within
functions marked as openacc tasks. Any kernel outside of these functions will be executed
synchronously in the default device, even if they are called within an openacc task. As a solution, the
programmer has to either manually inline the functions or use additional tasks.
Although ompss-openacc is slightly more complex, the usage of asynchronous queues in this
version leads to a slight performance gain over pure openacc. Figure 6.13 illustrates the difference
between ompss-openacc and openacc implementation. For illustration purposes, the number of
asynchronous queues in ompss-openacc was limited to 4.
Notice that particle advance (spec_advance_openacc) fully utilizes the available resources,
preventing other kernels from being executed at the same time. In contrast, the kernels from the particle
sorting (e.g., spec_sort_particles) and EM fields advance are more lightweight and consume
fewer resources, and thus, can be overlapped with other kernels. As a side effect, the kernel overlap
increases the execution time of each kernel (ompss-openacc have slightly longer kernels in the
timeline). Moreover, in the pure openacc implementation, all kernels are launched synchronously (i.e.,
the thread will launch an OpenACC kernel, wait for its completion, then continue host execution),
causing small gaps to occur between kernels. These gaps do not exist in ompss-openacc due to
asynchronous kernel launches and more efficient synchronization mechanism (data dependencies).
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Figure 6.13 shows the effects of an overdecomposition in ompss-openacc

(1 GPU). All

performance gains were calculated based on the execution time of the optimized version of the
pure openacc implementation. As overlapping kernels increases the number of warps that the SM can
cycle through before its execution is blocked by some instruction, the kernel overlap may help the device
to hide some latency during the particle sorting. In the case of weibel-medium simulation, not only the
fast particle movement leads to longer sorting time but also there is additional parallelism due to the
presence of two particle types (electrons and positrons). In contrast, there is only one particle type
(electrons) in warm-medium with slow movement, and thus, there are fewer benefits when overlapping
the kernels. Among all instances, the lwfa-medium has the best improvement with the
overdecomposition. There is almost no kernel overlap with a single region due to only one particle
species present in the simulation. With two or more regions, not only the program can overlap the kernels
from the particle sorting but also additional operations in the grid, such as current filtering. Finally, the
overhead added by the overdecomposition and the competition for the GPU resources causes the
performance to fall off after 4 regions.

Figure 6.13 Effects of an overdecomposition in ompss-openacc (Power-CTE, NVIDIA V100).

In the hybrid implementation, 90% of the simulation space is allocated to the GPU, while the rest
is distributed among the CPU threads. However, the performance of this approach is worse than using
only a single GPU. One of the reasons for the slowdown is the uneven load distribution. In theory, the
tasks are distributed to the processing elements according to its speedup to balance the load across
them. Following this logic, less than 10% of the simulation space will be allocated to the CPU as a single
accelerator is up-to 20x faster than all 40 CPU cores combined, resulting in marginal performance gain
even in an ideal scenario. With our work division (9:1), the GPU will finish the assigned task before the
CPU, causing the device to be frequent idle. Another reason is the communication cost. In the hybrid
approach, there is frequent communication between the host and the device to exchange particles and
update the ghost cells, which are not present when using only one accelerator. Figure 6.14 shows the
speedups for different load distribution between the accelerator and the CPU. All speedups were
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calculated based on the execution time of the multicore CPU with 40 threads and 40 regions. Worth
mentioning that only 34 regions were assigned to the CPU at 95% work allocation due to the region size
limitations (number of cells must be equal or greater than the number of ghost cells in all directions).

Figure 6.14 Speedup for the hybrid implementation according to the amount of work allocated to the GPU (Power-CTE with
IBM Power9, 40C and NVIDIA V100, 5120 CUDA cores).

In summary, GPU implementations are usually several times faster than their CPU counterpart but
require specific algorithms to be used effectively. In particular, the usage of shared memory as an
explicitly managed cache was highly beneficial since its low latency reduces the performance penalty
of random memory accesses and atomic operations during the particle advance. Additionally, accessing
global memory in a coalesced fashion resulted in more efficient data transfers. The importance of these
optimizations is highlighted by the wide difference in performance between the naïve and
the optimized approach.
When compared to kernel optimizations, the impact of the task-based model on the overall
performance of the program is rather small. Although the overlapping kernel results in slightly more
efficient resource usage, asynchronous calls are more beneficial for hiding communication costs or
executing operations in multiple processing elements at the same time. Unfortunately, the performance
of the second option was disappointing due to the performance discrepancy between the CPU and the
GPU. In more balanced systems, this approach may be more beneficial.

6.4.3 Multi-GPU System
In this last section, we evaluate the scaling of both ompss-openacc and openacc for multiple
GPUs. Although Unified Memory allows the host and all devices to share the same logical memory
space, the data needs to migrate from one physical memory to another before the device can utilize it.
Therefore, the interconnection and the topology of the system can heavily influence the cost of this data
migration. In the case of Power-CTE cluster, there are 2 sets of 2 GPUs, each one connects to a
different CPU (Figure 6.15). Within a set, all elements are interconnected by NVLink (green arrows) with
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a maximum bandwidth of 150 GB/s, while the communication between devices in different sets must be
routed through the CPUs and their interconnection (blue arrow). In this case, the maximum bandwidth
is 84 GB/s.

Figure 6.15 Topology of one node at the Power-CTE cluster (2x IBM Power9 and 4x NVIDIA V100).

At the time of writing, ompss-openacc implementation performs very poorly (around 4x slower
than pure openacc) since the default scheduler distribute the tasks among the devices with no regards
to the data locality, causing an excessive amount of data migration (e.g., in ompss-openacc, 2 GPUs
exchanged around 280GB of data in just 50 iterations of weibel-medium, while openacc transferred
around 10GB at the same conditions). After we reported this issue to the Nanos6 developers, they
added experimental support for device affinity, in which the runtime is aware of the data locality and
distribute the tasks accordingly. However, the code using this new feature is still under development.
As an alternative, we emulate the expected behaviour of the runtime after the device affinity is
implemented. In this case, we replace all openacc tasks with normal (smp) tasks to avoid interference
with the emulation. Within each task, all kernels are manually assigned to an asynchronous queue in
the correct device. Nonetheless, there is a major limitation in this design: we must place a device barrier
(acc

wait) at the end of each task to avoid breaking the data dependencies. This barrier is

unnecessary in the Nanos6 implementation since it will use a pooling service to check if the device task
is complete and update the dependency graph accordingly.
In the openacc implementation, there is one OpenMP thread per region responsible for assisting
the device execution, including kernel launch, synchronization, auxiliary computation, etc. The regions
are then distributed to the devices following a round-robin scheme. In this case, the code selects
(acc_set_device_num) the appropriate device before any kernel execution and synchronizes the
regions using OpenMP implicit barriers. The emulation follows the same static distribution of regions as
pure openacc.
Figure 6.16 shows the strong scaling for both implementations. The simulation parameters for this
test are described in Table 6.10. All speedups were calculated based on the execution time of openacc
with 1 or 2 GPUs. Although Unified Memory supports oversubscription of device memory, not only does
it imposes heavy performance losses but also can cause thrashing between the device and system
memory as multiple threads try to launch kernels from different regions at the same time. Since
weibel-very-large and warm-large use more memory than a single GPU can contain (16 GB),
the reference point is 2 devices.
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Table 6.10 Instances for strong scaling analysis in multi-GPU systems (Power-CTE with 4x NVIDIA V100).

Number of Particles

Grid Size

Number of

Instance

Simulation Type

lwfa-large

LWFA

131M

4000x2048

8000

weibel-large

Weibel Instability

151M

2048x2048

2000

Weibel Instability

340M

3072X 3072

1000

Theoretical Plasma

764M

3072X 3072

1000

weibel-verylarge

warm-medium

(per Species)

Iterations

Figure 6.16 Strong scaling of ompss-openacc and openacc with multiple GPUs (Power-CTE with 4x NVIDIA V100).
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Both implementations have excellent scaling between 1 and 2 GPUs, attaining an efficiency of
around 95% for all simulations. However, the program suffers a significant performance hit when using
3 GPUs since the communication between different device sets has higher latency as well as the
additional overheads and load imbalance. In the Weibel simulation, the rapid particle movement not only
causes more communication between devices but also may lead to a higher load imbalance. As a result,
the performance of the program degrades after 2 GPUs despite the massive increase in computation
power. In contrast, the lwfa-large simulation is not only symmetric but also requires less
communication since the particle motion is mostly restricted to the 𝑥𝑥 direction, resulting in the best strong
scaling among all instances even though the laser affects only a portion of the simulation space.

In most cases, ompss-openacc matches or exceeds the performance of pure openacc due to the
more efficient synchronization and usage of the device resources. The lwfa-large is an exceptional
case, in which the ompss-openacc is 22% faster than pure openacc with 4 GPUs. Moreover, an
overdecomposition in the multi-GPUs systems usually leads to lower performance due to additional
communication and synchronization costs.
Finally, we analyse the weak scaling of the pure openacc implementation (Figure 6.17 and
Table 6.11). In this test, we maintain the same particle density in each cell and the number of iterations
(2000) but vary the grid size to generate a problem size equal to the number of GPUs.
Similarly to the previous test, the program has excellent scaling for 2 devices with decreasing
efficiency after this point. As 3 and 4 GPUs require communication between different device sets, the
performance of the application is heavily dependent on the amount of data exchanged between regions.
In the cold simulation, there is no communication or load imbalance between devices as the particles
are static, and thus, the program has the best weak scaling among all instances. It is worth mentioning
that the cold simulation has the highest execution time between all instances, as our implementation
requires some randomness in the particle position within a single tile to reduce the number of memory
conflicts during the atomic operations. In the warm simulation, the particle movement is sufficient to
cause data to be exchanged between devices every iteration, and thus have slightly worse scaling than
the cold simulation. Since Weibel has the highest amount of communication in all instances, it has also
the worse scaling, especially for 3 GPUs, in which the additional overhead is greater than the
performance benefits. With 4 GPUs, ZPIC is able to simulate more than 1 billion of particles at the same
time (up-to 7.25M particles per second).
In both strong and weak scaling, the application shows excellent efficiency for 2 GPUs, but the
scaling for 3 and 4 devices depends on the simulation selected. One possible explanation for the
slowdown is the node topology. Each device set is composed of 2 devices interconnected by NVLink,
which has low latency and high bandwidth. However, the communication between devices from different
sets must be routed through the CPUs and their interconnection, and thus, is more expensive. In our
program, the additional communication cost does not justify the performance benefits when using more
than 2 devices. Load imbalance can be another explanation for poor scaling for 3 and 4 GPUs.
For multi-GPUs, the benefits of a task-based programming model are more tangible. Not only may
OmpSs@OpenACC hide the communication better due to the presence of both task parallelism and
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asynchronous kernel launches but also offers a more efficient way to synchronize the devices through
data dependencies. With Unified Memory, however, data migration occurs only after a page fault, and
thus, cannot be hidden by the programmer. Still, the performance of ompss-openacc is often superior
to pure openacc. Overdecomposition usually results in worse performance due to additional
communication.
Table 6.11 Scaled speedup for the openacc implementation.

Number of Particles

Scaled Speedup

(per Species)

weibel

2048x2048

151M

1.00

2

2900x2900

303M

1.97

3

3600x3600

467M

1.43

4

4096x4096

604M

2.28

Number of GPUs

Grid Size

1

Number of
GPUs

Grid Size

Number of Particles

Scaled Speedup

(per Species)

warm

cold

1

2048x2048

268M

1.00

1.00

2

2900x2900

538M

1.95

1.99

3

3600x3600

829M

2.14

2.49

4

4096x4096

1073M

2.78

3.26

Figure 6.17 Weak scaling for the openacc implementation (Power-CTE with 4x NVIDIA V100).
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Chapter 7
Conclusion
The objective of this thesis is to provide an analysis of task-based programming models when
applied to a real, complex application. To accomplish this goal, we parallelize a 2D plasma simulator
based on the PIC method, called ZPIC.
In the first part of the thesis, we follow a spatial decomposition to parallelize ZPIC for multicore
CPUs. In this approach, the simulation space is split into multiple regions, each one storing the
associated particles and grid quantities in local buffers. As the communication are restricted to adjacent
regions, only tasks from these regions share the same data dependencies and need to be synchronized.
In this way, the program avoids any type of global barriers. Outside these synchronization points, each
region can be processed independently.
Typically, one of the main weaknesses of this type of decomposition is load imbalance. To
overcome this limitation, we overdecompose the problem, creating more concurrent tasks than the
number of cores available. These tasks are then dynamically distributed to the processing elements in
order to balance the load between them. With a high number of tasks, the program can also generate a
constant supply of new tasks to the threads and keep the CPU always busy. Furthermore, the data
dependencies guarantee the correctness of the results even if the tasks are executed asynchronously,
granting great flexibility to the runtime for distributing the tasks to processing elements. The effects of
this load balancing are reflected directly on our experimental results: the performance is very consistent
across all simulations. The dynamic load balancing combined with the low synchronization costs also
resulted in excellent scaling in both MareNostrum4 and Power-CTE.
According to this thesis’s findings, task-based programming models achieve peak efficiency when
the program can be executed fully asynchronously. If only partial asynchronism is obtainable, the
application performance is usually comparable to a conventional OpenMP implementation in its best
scenario. Considering its feature set, task-based programming models are more beneficial when the
program presents some form of load imbalance but remains competitive in uniform workload
distributions. Last, but not least, the efficient usage of tasks and data dependencies often requires the
underlying, sequential code to be restructured, which may result in slightly more complex programs
compared to OpenMP implementations.
In the second part of this thesis, we focus on the interaction between a task-based programming
model and accelerators (GPUs). In this case, OmpSs-2 acts as a management layer (e.g., launching
kernels, synchronizing devices/host, etc.), while OpenACC handles all the device computation.
Since the performance of most kernels is limited by memory accesses (i.e., memory-bound),
optimizing these accesses is arguably the most critical step to create efficient kernels. With this in mind,
we not only restructured the particles’ data layout in order to this structure be accessed in coalesced
manner but also sorted the particles by tiles, which enable the use of the shared memory as an explicitly
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managed cache during the particle advance. Other kernel optimizations, such as minimizing register
usage and avoiding warp divergence, are also essential to create the most efficient kernel as possible.
When compared with kernel optimizations, the benefits of a task-based programming model are
rather small, especially for single GPU systems. In Unified Memory, a page fault stalls the execution of
one or more SMs until the migration of the corresponding page is completed. This migration cannot be
hidden by the programmer. On the other hand, any explicit communication may be assigned to different
asynchronous queues, allowing them to be overlapped by some computation. With task-based models,
this overlap occurs naturally. For now, the OmpSs@OpenACC only support Unified Memory.
Additionally, kernels from different asynchronous queues may be executed concurrently, which
results in more efficient resource utilization at the cost of the slightly higher software complexity. The
task-based model also offers a more efficient synchronization between devices through data
dependencies, which may be very important for multi-GPU configurations. In all tests, the performance
of OmpSs@OpenACC was equal or higher than a pure OpenACC implementation.

7.1 Future Work
In this thesis, we extensively analyse task-based programming models in a single node. Thus, a
natural successor for our work is to extend the OmpSs-2 implementation to target multiple nodes using
either MPI or GASPI [55]. In this case, not only the combination of tasks and overdecomposition can
provide an efficient and organic way to hide the communication cost in distributed memory systems but
also the hybrid application will provide a new perspective for task-based programming models in these
systems. As an alternative, a DSM, such as ArgosDSM [32], can provide an interesting way to scale to
more than one node.
Although our GPU implementation performs very well, some improvements can be made to improve
its performance or usability. The first improvement is to reduce or eliminate warp divergence in the
current deposition algorithm, increasing kernel efficiency. Second, our program only supports instances
that fit into the device memory, which limits the complexity of the model that can be simulated. A possible
solution is to overedecompose the simulation space and cycle the associated regions in the device
memory. Last, but not least, we left for future work to investigate further the source of slowdown in 3
and 4 GPUs as well as to improve communication in this scenario, possibly by transferring data explicitly
between devices.
Currently, there are two implementations in development. One of them uses device affinity to
improve task scheduling among the devices and should replace the emulation with the true
OmpSs@OpenACC implementation for which we depend on the Nanos6 team. At the same time, we
are developing ZPIC in OmpSs@OpenCL as a way to target FPGAs.
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