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Abstract: With successive scaling of CMOS technology, power density and cooling costs significantly increase. Consequently,
the cooling system of processors can no longer be designed for the worst-case situation in each generation of CMOS
technology and there is an essential need for run-time techniques to control the operating temperature. Task scheduling and
resource management with respect to thermal constraints are run-time methods used to control the thermal profile of a system.
In this study, the authors use Markov Reward Models (MRMs) to model and evaluate a new core thermal management method,
which can reduce hotspots and balance the thermal profile of a multi-core system. Although the proposed management method
degrades the performance of the system, such as other previously presented methods, it controls the temperature of a die to
decrease the temperature variation and hotspots. The proposed approach is assessed on a quad-core system and the
experimental results are compared to the results obtained from the proposed MRM to demonstrate the accuracy of the
proposed analytical model.

1

Introduction

The evolution of technology scaling allows integrating multiple
cores, memory hierarchies, I/O and other hardware components on
a single die, building Multiprocessor Systems-on-Chips (MPSoCs)
which are widely used in high-performance computing [1].
MPSoCs are not traditional multiprocessors shrunk to a single chip;
they are real systems-on-chip employing multiple programmable
processors as system components mainly used in networking,
communication and multimedia [2]. MPSoCs use multiple
processors along with other hardware components to implement a
complete system. Since MPSoCs improve the performance and
power consumption, their popularity will further increase in
coming years. However, as processing technology advances, new
challenges on power consumption and temperature management
arise for MPSoCs. Some of the new challenges in MPSoCs come
from power density, high temperature, and temperature variation
on the chip [3, 4]. The scaling in high-performance microprocessor
systems, which integrate more transistors into a single chip, leads
to higher power density and temperature and may cause a localised
high-temperature region usually known as thermal hotspot.
Thermal hotspots have adversarial effects on performance,
reliability, cooling costs and lifespan [5]. According to [6], a
change of operating temperature by 10 − 15°C results in a 2x
reduction in lifespan of a device. Thus, thermal management
techniques are required to mitigate the problems raised by hotspots.
The goal of thermal management techniques is to keep a multicore system operating below the safe temperature threshold by
controlling temperature variations across a chip while preserving
the performance. These techniques try to keep the temperature
under a predefined critical threshold, preventing hotspots by
reacting to this thermal threshold [7]. Thermal-aware task
scheduling is a challenging problem in real-time multi-core
systems because of the task execution dynamic state. Hardwarebased mechanisms can be used to control the overheating of a
system, with performance costs, which may not be acceptable for
real-time applications. Therefore, on-line thermal-aware methods
are required for this purpose. Several studies have used on-chip
thermal sensors, workload migration and interleaving the execution
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to reduce the temperature of cores and dynamic thermal
management [8]. Some of these techniques, e.g. thread migration,
take action after the temperature reaches critical levels. Systems
with Dynamic Power Management (DPM) use thermal sensors and
decrease processing power when the temperature of the core is
close to the limit of safe temperature. Dynamic Voltage and
Frequency Scaling (DVFS) is one of the most popular methods for
thermal management, acting by decreasing the frequency or
stalling instructions [9]. The DVFS method can reduce the
temperature and power consumption by directly limiting the
performance.
In this paper, a new thermal-aware core management method
and an analytical model for modeling the proposed method and
estimating the utilisation of MPSoCs are proposed. In the proposed
core management method, we continuously monitor the
temperature of cores in the MPSoC to minimise the temperature
variation with affordable performance loss. For this purpose,
temperature thresholds as the maximum and minimum valid
temperatures for a core are defined. When the temperature of a
core reaches the predefined maximum threshold, the proposed
method makes this core unavailable until the core becomes colder
and its temperature reaches the predefined minimum threshold. At
this moment, the core returns to the pool of available cores and it
can serve tasks again. In order to assess the utilisation of the
MPSoC when the proposed core management method is applied, a
Markov Reward Model (MRM) is presented in this paper. In the
proposed model, the structural behaviour of the MPSoC, e.g.
arriving of tasks, serving tasks, and making a core available/
unavailable according to its temperature, are modelled using a
Continuous Time Markov Chain (CTMC). Afterwards, appropriate
reward rates are assigned to the states of the obtained CTMC to
capture an MRM. The reward rates showing the proportion of the
busy cores to the number of all cores existing in the system are
computed based on the situation of the system in each CTMC state.
By assigning reward rates to the corresponding states and analysing
the obtained MRM in various time intervals, the expected
utilisation of the MPSoC under-study is estimated.
Since both the absolute values of minimum and maximum
temperature thresholds and their differences affect the utilisation of
1

the MPSoC, we study various values for these thresholds by
applying the proposed MRM. The core management method
modelled in this paper is a thermal-aware management method
with the main aim of reducing the hotspots and balancing the
thermal profile of a multi-core system. Applying this method, the
performance of the system may be degraded, but by balancing the
temperature of a die, the reliability of the system is increased. The
focus of this paper is on proposing a thermal-aware core
management method for MPSoCs, and analytically modelling and
evaluation of the utilisation of the system when the proposed
method is applied. The proposed method improves the performance
of the MPSoC by keeping the temperature below a predefined
threshold and reducing the amount of Dynamic Thermal
Management (DTM) and the temperature of a die.
The remaining parts of this paper are organised as follows.
Section 2 introduces related state-of-the-art. Section 3 provides
background information about MRMs. Section 4 introduces our
proposed temperature-aware core management method. Section 5
presents the MRM to model and evaluate the proposed
temperature-aware core management method. Section 6 provides
the numerical results obtained by applying the proposed core
management method and MRM to a real quad-core system. Finally,
Section 7 concludes the paper and presents possible directions for
future work.

2

Related work

Several approaches have been proposed to optimise the
performance of a system subject to peak temperature constraints. In
[10], a temperature-aware task scheduling heuristic for MPSoC
embedded systems was proposed. Afterwards, thermal-aware
heuristics were developed and a temperature-aware floor-planning
tool was used to reduce the peak temperature and achieve a
thermally even distribution while meeting real-time constraints.
The work is done in [10] investigated both power-aware and
thermal-aware approaches in task scheduling and resource
allocation problems. A new task migration algorithm has been
proposed in [11], which balances the load on different cores to
reduce hotspots. The authors presented a lightweight thermal
balancing policy that reduces on-chip temperature gradients via
task migration. This policy uses run-time measured temperature
and load information to balance the chip temperature. Temperatureaware techniques have been widely used for real-time and
embedded systems [12]. A thermal-aware real-time scheduling
framework for 3D multi-cores has been presented in [13]. This
framework demonstrates an effective trade-off between
schedulability of task sets for dynamic workloads and temperature
of system. It contains an admission control to ensure that all of
executed tasks satisfy timing and thermal constraints. In [14], a
new task scheduling algorithm for real-time multi-core systems has
been presented. This algorithm tries to meet all deadlines while
reducing the thermal stress and improving the expected lifetime of
the system. In [15], an adaptive thermal-aware task scheduling
framework for multi-core systems have been proposed. The
framework implements a run-time controller to manage the intercore thermal relation and different variations of dynamic task
scheduling. In addition to that framework, an algorithm has been
proposed in [15] to prevent the system from overheating and
maximise the utilisation of the system. An approach for resource
partitioning and task scheduling with memory awareness of
multiple embedded applications on the MPSoC has been presented
in [16]. The objective of this approach is to reduce the scheduling
time. The approach reaches the specified goal when it is applied to
a target system for several benchmarks.
In [17], mixed-integer linear programming (MILP) formulations
have been presented to minimise the makespan of independent task
sets with temperature and reliability constraints. The authors of
[17] proposed a two-stage heuristic method which determines the
assignment, operation frequency, execution order, and replication
in order to minimise the makespan while satisfying thermal
situation, reliability, and real-time constraints. Online learning and
Integer Linear Programming (ILP) have been adopted in [18, 19] to
reduce the frequency of peak temperature constraint violations. In
2

[18], a low-cost temperature management strategy was presented to
reduce the adverse effects of hotspots and temperature variations
on multi-core systems. This technique utilises on-line learning to
select the best policy for the current workload characteristics
among a given set of expert policies. In [19], the task scheduling
problem for MPSoCs was solved using ILP. The goal of this
optimisation is to minimise the hotspots and balance the
temperature distribution on the die for an identified set of tasks.
Under the given assumptions on task characteristics, the solution
proposed in [19] is optimal.
TempoMP, a new multi-parametric optimisation technique for
thermal management of heterogeneous MPSoCs, has been
developed in [8]. TempoMP is able to deliver locally optimal
dynamic thermal management decisions to meet thermal
constraints while minimising power and maximising performance.
The simulation models and asymptotic analysis to understand the
performance and characteristic of many-core systems have been
proposed in [20]. The models try to derive the optimum number of
cores with respect to performance-averaged yield. The models can
predict the impact of different many-core processor configurations
and technology parameters, e.g. the number of cores and core area,
on the performance-averaged yield for a given degree of
parallelism. In [21], a fine-grained run-time power gating method
has been evaluated for microprocessors functional units. Power
gating is a well-known technique to reduce leakage power
consumption by switching off idle logic blocks. Recently, finegrained power gating is emerged as a technique to minimise
leakage current during the active processor cycles by switching on
and off logic blocks in much finer temporal/spatial granularity. A
method has been presented in [22] to reduce the energy
consumption for workloads on heterogeneous chip multiprocessors.
This method uses the statistical tool to reduce the energy
consumption of the system while preserving the performance. A
multi-objective evolutionary algorithm for task scheduling has
been presented in [23]. This solution tries to simultaneously
optimise the energy, temperature, and performance of the system
and uses a genetic algorithm to find the scheduling with a threeway optimisation in a short time. The authors of [23] have shown
that the time complexity of their method is lower than that of other
scheduling methods, such as the ones based on ILP.
Most power/temperature management techniques, considering
the peak power/temperature do not propose a solution to avoid
thermal variation across the board. In [24], a multi-level power/
temperature management technique for MPSoCs has been
proposed. At the first level, core consolidation and decomposition,
based on peak temperature and power consumption constraints,
were performed. At the next level, a convex optimisation solution
was adopted to select optimal core frequencies considering the
previous constraints. For large MPSoCs, the authors of [25]
alternatively used a heuristic method to reduce the run-time
overhead. A dynamic thermal management method that uses model
predictive control with task migration and the DVFS technique has
been proposed in [25]. The method is a hierarchical model with
two levels. At the lower level, the cores were clustered into blocks
and local task migration was applied to distribute power with
respect to the amount calculated by model predictive control. At
the upper level, global task migration was used to distribute the
unmatched powers from the lower level. Finally, the DFVS method
was applied to regulate the remaining unmatched powers.
Two solutions for accurate sensing of on-chip temperature have
been proposed in [26]. The first technique, a design-time
technique, uses an analytical model. The second technique, a runtime technique, estimates the temperature at different locations on
the die. This technique used noisy information obtained from
available sensors. A workload classification based on the thermal
behaviour of applications has been proposed in [27]. The authors of
[27] combined the workload phase detection and thermal models
with the DVFS technique in order to control the temperature during
run-time. The method shows an improvement in predicting and
controlling the thermal behaviour of a real processor. An empirical
model to estimate the relation of power, temperature, leakage and
workload dynamics has been proposed in [28]. The authors of [28]
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developed a control strategy that dynamically sets the optimum fan
speed during run-time to minimise the server energy consumption.
A new thermal constrained task scheduling method based on
thermal-pattern-aware voltage assignment (TPAVA) has been
proposed in [29]. By analysing the temperature profiles of different
voltage assignments, TPAVA preemptively assigns different
operating voltage levels to cores to reduce the temperature. The
authors in [30] developed a DVFS mechanism called user-specific
skin temperature-aware (USTA) to estimate and control the skin
temperature of a mobile device. An off-line technique for mapping
and scheduling application tasks on a multiprocessor system
considering the voltage and frequency levels of the cores has been
presented in [31]. This off-line DVFS-based technique postpones
the processor aging while minimising the energy consumed by a
task. Stochastic activity networks (SANs) have been used in [4] to
model and evaluate the power consumption of a multi-core system
with respect to thermal constraints. This model shows >90%
accuracy in evaluating power consumption of compute-intensive
applications. The model proposed in [4] investigates a DVFS
approach to be used for dynamically controlling the temperature of
cores. In [32], the stochastic thermal management framework has
been proposed to improve the decision making in DTM techniques
with special attention to the uncertainty in temperature
consideration. In this framework, the thermal states are controlled
by stochastic processes, i.e. partially observable semi-Markov
decision processes. DTM scheme for multi-core architecture is
sensitive to errors and traditional analysis techniques, e.g.
simulation and emulation, cannot guarantee the absence of
different bugs.
A two-step predictive dynamic thermal and power management
algorithm for the heterogeneous mobile platform has been
presented in [33]. In the first step, a solution to generate the power
and thermal model for heterogeneous mobile devices was
proposed. In the second step, a novel run-time technique that
periodically computes the power consumption and controls the
thermal profile of processing cores was presented to avoid the core
temperature to violate the predefined thermal situation. This
algorithm regulates the maximum temperature and prevents
temperature violations while reducing power consumption. A
stochastic dynamic thermal management technique to control the
temperature and power consumption of the system has been
proposed in [32]. The proposed framework has two main
objectives. The first one is to model the uncertainty in temperature
observation and the second is to model decision-making for DVFS.
This framework controls the thermal state of the system and makes
decisions to reduce the operating temperature. The reported
experimental results show the effectiveness and thermal safety of
the proposed technique. A control method for a multi-core system,
which is executing multiple stochastic real-time job stream, has
been proposed in [34]. The main objective in this method is to
reduce the temperature gradient across the board and thermal
hotspots. A pair of active and passive cores is dedicated to each
stream for job migration. The goal of this work is to come up with
a thermal controller to balance the load between cores and improve
the thermal balance on a die.
In contrast to the previous work referred above that usually use
techniques to control and manage the thermal profile of systems
without formally modelling and/or evaluation of the system, we
first propose a method to dynamically monitor the cores running
applications and make the hot cores unavailable when their

temperature exceeds a predefined threshold. Afterwards, an
analytical approach based on Markov models is presented to
evaluate the utilisation of a multi-core system while thermal
constraints are taken into account. Table 1 summarises the
differences between our model and related work.

3

Overview of MRMs

This section provides a short introduction to CTMCs, MRMs, and
their solutions. More detailed information about Markov models
can be found in [35–38].
Let Z(t) denote a stochastic process defined over a discrete state
space S of cardinality n = S . Z(t) is a CTMC if, given any ordered
sequence of time instants (0 < t1 < t2 < ⋯ < tm), the probability of
being in state s jm at time point tm depends only upon the state s jm − 1
occupied by the CTMC at the previous time instant tm − 1 and not
upon the sequence of state occupancies of the system at times ti,
(0 < i < m − 1) [35]. More precisely, a given stochastic process
Z(t) constitutes a CTMC if for arbitrary ti ∈ ℝ+ with
0 < t1 < t2 < ⋯ < tm, ∀m ∈ ℕ and ∀si ∈ S for the conditional pmf,
the following relation holds [36]:
P Z(tm) = s jm Z(tm − 1)
= s jm − 1, Z(tm − 2) = s jm − 2, …, Z(t0) = s j0
= P(Z(tm) = s jm Z(tm − 1) = s jm − 1) .
The infinitesimal generator matrix of the Z(t) represented by Q is
defined as Q = [qi j], where each element qi j shows the rate of
transition from state i to state j. In other words, the infinitesimal
generator matrix Q is defined as (2) [35, 36]
Q = [qi j] where

✓
✗
✓
✓
✓
✗
✗

✓
✗
✓
✓
✓
✗
✗
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✗
✗
✓
✗
✓
✗
✓

✗
✗
✓
✗
✓
✗
✓

qi j ≥ 0 i ≠ j
qii ≤ 0

qii = −

∑

j: j ≠ i

(2)

qi j .

Let πi(t) denote the probability that the process Z(t) is in state i at
time t. The state occupancy probability or simply the state
probability πi(t) is defined as follows:
πi(t) = P{Z(t) = i} .

(3)

The transient state probability vector of the process Z(t) at time
instant t can be represented as π(t) = [π1(t), π2(t), …, πn(t)], where n
is the number of all states in Z(t) (n = S ). According to the
Kolmogorov differential equation, we can derive the state
probability equation
dπ(t)
= π(t) ⋅ Q,
dt

(4)

with initial condition π(0) = π0 [35, 36]. On the other hand, the
n
condition ∑i = 1 πi(t) = 1 is held. A CTMC is said to be irreducible
if its state space is formed by a single set of recurrent states. In an
irreducible CTMC, every state is reachable from every other state.
For an irreducible CTMC, the state probabilities reach an
asymptotic value as the time goes to infinity, which is independent

Table 1 Comparing the proposed model with the state-of-the-arts
System details
Reference number
[33] [32] [14] [15] [26] [27] [23] [29] [17]
analytical model
availability evaluation
temperature
power consumption
online algorithm
offline algorithm
performance evaluation

(1)

✓
✗
✓
✗
✓
✓
✗

✓
✗
✓
✗
✓
✓
✗

✗
✗
✓
✓
✗
✓
✓

✗
✗
✓
✗
✓
✗
✓

✓
✗
✓
✗
✗
✓
✓

[13]

[25]

[24]

Our model

✗
✗
✓
✗
✓
✗
✓

✓
✗
✓
✓
✓
✗
✗

✓
✗
✓
✓
✓
✗
✗

✓
✓
✓
✗
✓
✗
✓
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the obtained CTMC, the expected reward in both transient and
steady states can be computed.

4 Proposed temperature-aware core management
method

Fig. 1 Example layout of four cores with two heat sinks

of the initial condition. The asymptotic solution, if exists, is called
the steady-state solution. For the state probability vector, we can
write
lim π(t) = π,

t→∞

lim

t→∞

dπ(t)
= 0,
dt

(5)

where π is the steady-state value of the state probability vector,
π = [π1, π2, …, πn], and 0 is the vector of appropriate dimension
with all entities equal to 0. Taking into account (4) and (5), we can
derive the following equation:
n

∑ πi = 1.

π . Q = 0 with

(6)

i=1

MRMs provide a unifying framework for an integrated
specification of model structure and system requirements. Once the
system structure has been defined, e.g. using a CTMC, the basic
equations can be written according to the system requirements
[36]. An MRM extends the modelling capabilities of a CTMC by
adding an attribute to the states and/or transitions of the CTMC
[35, 37]. This attribute, called a reward, often represents a
performance level or a cost associated with the state. Using
rewards attached to a CTMC, a unified framework is provided to
define and evaluate measures of interest in a system. There are two
ways for attaching rewards to CTMCs: reward rates as nonnegative real-valued constants associated with each state of a
CTMC model, and impulse rewards as non-negative real-valued
constants associated with states or transitions. Since our proposed
model in this paper uses reward rates, we only focus on the
definition of those kinds of rewards.
The reward rate of a state reveals the reward gained per unit of
time during a sojourn of the CTMC in that state. Let ri be a nonnegative real-valued constant associated to the state i of the CTMC
Z(t). Let r = [r1, r2, …, rn] denote the reward vector of dimension n
defined over the state space S. This definition implies that the
reward ri ⋅ Δt is accumulated when the process Z(t) stays at state i
for time period Δt. The CTMC Z(t) together with the reward vector
r captures the corresponding MRM. Let X(t) = rZ (t) be the
instantaneous reward rate of the MRM at time t. By definition
X(t) = ri

if Z(t) = i .

(7)

According to the definition expressed in (7), the expected
instantaneous reward at the time point t and the expected reward in
the steady state can be computed by (8) and (9), respectively, [35,
38]
E[X(t)] =

E[X] =

n

∑ riπi(t),

(8)

i=1
n

∑ riπi .

(9)

i=1

By modelling the structural behaviour of a system using a proper
CTMC, and then, assigning appropriate reward rates to the states of
4

A multi-core system contains several independent cores that can
simultaneously run multiple threads. Each core in an MPSoC is a
thermal element with a variable number of heat sinks on top of
cores. As it can be seen in Fig. 1, for example in a quad-core
system, two heat sinks are used for heat dissipation. The heat
transfer can be approximated by the Fourier's law and the thermal
coefficient for this approximation comes from the RC model [39].
Since the high temperature, thermal hotspots and temperature
variations on the die cause major issues in timing, performance,
reliability and leakage power in MPSoCs, we propose a selfmanagement and monitoring method for each core to reduce the
temperature variations and balance the temperature of a die. We
assume there is no interdependency between the leakage power and
temperature, following the same assumptions as [40, 41].
We analyse a homogeneous MPSoC containing M simultaneous
multithreading cores, each core including k parallel threads. We
assume that all cores have almost the same initial temperature
when they start to serve arriving tasks. The scheduler, as a part of
the operating system, distributes the tasks submitted to the system
according to its predefined task scheduling mechanism. Each
thread starts to run a task as soon as it receives the task from the
scheduler. There is a thermal sensor for each core which
continuously captures the temperature of a core. In order to
increase the reliability and lifespan of a die, we define a threshold
for the temperature, not letting the temperature of a core to exceed
this threshold. The scheduler of the operating system distributes
incoming tasks to the cores according to the Completely Fair
Scheduler (CFS) discipline [42], until the thermal sensor detects a
core with the temperature above the predefined threshold. With the
proposed method, we continuously monitor the temperature of each
core through the thermal sensor associated with it. Two threshold
values are defined, corresponding to the maximum and minimum
temperatures supported by a core. When the temperature of a busy
core reaches the upper bound threshold, called UpTh, we do not
assign a further task to that core, just let it complete the current
running task. Then, the core becomes unavailable for a time period
until the thermal sensor detects that it is cold enough to return to
the pool of available cores. In other words, a hot core becomes
available for running tasks when its temperature reaches the lower
bound threshold, called LowTh.
It is worth mentioning that the behaviour of the application has
a direct impact on the performance achieved with the proposed
method. Memory-intensive applications have a smaller range of
temperature variation on processing cores. In contrast, computeintensive applications have a higher temperature variation, which
implies they need thermal-aware controlling method to maintain
the performance of the system and keep the temperature of
processing cores in a reasonable range. The main aim of the
proposed method is to control the temperature of a system for
compute-intensive applications and analyse the effect of the
application of this method on the overall performance of the
system.

5

Proposed MRM

The aim of the MRM presented in this section is to analytically
model the thermal-aware core management method proposed in
Section 4 and evaluate the utilisation of the system by solving the
model. First of all, we present the assumptions behind the proposed
MRM, and then present the model in a general way. Afterwards, in
order to illustrate the proposed model, a simple example is
provided.
5.1 Assumptions
Followings are the assumptions made in the proposed MRM.
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• The homogeneous MPSoC contains M simultaneous
multithreading cores.
• Each core has k threads and each thread is identified by a unique
ID. The number of all threads in the system is N = k ⋅ M.
• The capacity of the waiting queue of the system for tasks is
finite and the maximum capacity is Q task.
• The arrival of tasks follows a Poisson process, so the interarrival times of tasks follow an exponential distribution. The
rate of the exponential distribution estimating the inter-arrival
time of tasks is λ.
• The service time of each thread is assumed to be exponentially
distributed with the mean 1/ μ.
• There are two thresholds for the maximum and minimum
allowed temperature for a core designated UpTh and LowTh,
respectively.
• The operational time of a core, the time required for an available
core to reach the threshold UpTh, follows an exponential
distribution with rate α.
• The non-operational time of a core, the time required for an
unavailable core to reach the threshold LowTh, follows also an
exponential distribution with rate β.
5.2 Proposed model
The structural behaviour of the system under-study is specified by
the CTMC represented in Fig. 2. This CTMC is the stochastic
process Z(t) referred in Section 3. Each state in the model shown in
Fig. 2 is labelled with (a, b, c, d), where a is the number of tasks
waiting to be assigned to an available core, b is the number of
available idle threads in the system, c is the number of busy threads
which is the number of tasks being executed in the system, and d is
the number of unavailable cores. At the beginning, there are
N = k ⋅ M threads in the system and all of them are available to
serve incoming tasks (b = N). There is no waiting task in the
system (a = 0) and all cores are available and idle when the system
starts to serve tasks (c = 0 and d = 0). According to the results
obtained from our experiments, the operational and nonoperational times of cores follow the exponential distribution with
means 1/α and 1/ β, respectively. Furthermore, by analysing data
gathered from experiments, we use the exponential distribution
with rates λ and μ for the task inter-arrival and service times,
respectively. Figs. 3 and 4 show the histogram of the inter-arrival
and service times of one of the applications, hmmer, obtained from
the experiments, respectively. As it can be seen in these figures, the
function fitted to the experimental data follows an exponential
distribution. The exponential distribution has been adopted in
previous research work for estimating the inter-arrival time of tasks
and service time of cores [4, 43, 44].
Since the arrival rate of tasks is λ, the state (0, i, j, × ) transits to
(0, i − 1, j + 1, × ), where × is a do not-care term, when a task is
submitted to the system that means an available idle thread is
assigned to serve a task, which decreases the number of available
idle threads by one and increases the number of busy threads
(serving tasks) by one. For example, the initial state (0, N, 0, 0)
moves to (0, N − 1, 1, 0), with rate λ, when a task is submitted to
the system. It should be noted that an arriving task is assigned to a
core in the system, but since in the proposed model, the number of
threads is used in the labels of the states, without loss of generality,
we assume to assign a task directly to a thread. When tasks arrive,
states change to serve them till the number of available idle threads
becomes 1, e.g. the state (0, 1, j, × ). In this case, if a new task is
assigned to the idle thread, the state moves to (0, 0, j + 1, × ) to
show that there is no available idle thread in the system. Since
then, incoming tasks are queued until a busy thread becomes idle
and is allocated to a waiting task. Since the capacity of the waiting
queue is limited, the maximum number of tasks that can be queued,
i.e. the maximum value of a, is Q. Hence, the state (0, 0, × , × )
moves to (1, 0, × , × ) when a new task arrives to the system and
no available idle thread exists. This sequence is continued till the
state (Q − 1, 0, × , × ) transits to (Q, 0, × , × ). Afterwards, no
more incoming tasks are accepted.
IET Comput. Digit. Tech.
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Serving a task by a thread, the state (0, i, j, × ) moves to
(0, i + 1, j − 1, × ). However, since the threads concurrently serve
tasks, we should take into account the number of busy threads
when computing the rate of transition. For example, the transition
rate from the state (0, N − 1, 1, 0) to (0, N, 0, 0) is μ, while it is 2μ
when transiting from (0, N − 2, 2, 0) to (0, N − 1, 1, 0) since two
threads are concurrently serving tasks in the state (0, N − 2, 2, 0).
More generally, the transition rates from the state (0, 0, j, × ) to
(0, 1, j − 1, × ) is j ⋅ μ. Since in all states (i, 0, N − j ⋅ k, × ),
1 ≤ i ≤ Q and 0 ≤ j < M, the number of threads concurrently
serving tasks is fixed, e.g. N − j ⋅ k threads, the transition rate from
states (i, 0, N − j ⋅ k, × ) to (i − 1, 0, N − j ⋅ k, × ) is (N − j ⋅ k) ⋅ μ.
As it can be seen in Fig. 2, in the last row of the proposed model,
there is no transition from (i, 0, 0, × ) to (i − 1, 0, 0, × ), 1 ≤ i ≤ Q
since there is no thread in the system busy by serving tasks. It is
worth to mention that the proposed model does not transit from
(i, 0, j, × ) to (i, 1, j − 1, × ), 1 ≤ i ≤ Q, by serving a task and the
state (i, 1, j − 1, × ) is an invalid state in our model. Instead,
(i, 0, j, × ) transits to (i − 1, 0, j, × ), 1 ≤ i ≤ Q, after serving a task
by one of the busy threads, which means a waiting task is
immediately assigned to the released thread and makes it busy
again. Hence, the number of waiting tasks is decreased by one and
the number of busy threads does not change.
When all threads of a core are busy, the temperature of the core
can exceed the predefined upper bound threshold UpTh. In this
case, all threads of the hot core are considered as unavailable for
incoming tasks. As mentioned earlier, the rate of a core to exceed
its upper bound threshold is α. Since each core contains k threads
and a core exceeds its upper bound threshold only if all its threads
become busy, we model the unavailability of cores by moving from
states ( × , × , k + j, p) to states ( × , × , j, p + 1), j ≥ 0 and p ≥ 0,
which means the number of busy threads is decreased by k,
modelling the k less threads corresponding to the unavailable core,
and the number of unavailable cores is increased by one. The rate
of these transitions depends on the number of busy threads. As it
can be observed in Fig. 2, when the number of busy threads is
between j ⋅ k and ( j − 1) ⋅ k, the transition rate is j ⋅ α. Since the
maximum number of busy threads in the system is N = k ⋅ M, the
maximum value for the transition rate is M ⋅ α = N /k ⋅ α, which
occurs when all cores are available and all the threads are occupied
by the task (the first row of the CTMC shown in Fig. 2). For the
states in the last row of the proposed CTMC at which all cores are
unavailable (c = 0), there is no output transition with rate i ⋅ α.
According to our proposed method, a hot (unavailable) core
becomes available when its temperature reaches the lower bound
temperature threshold LowTh. As mentioned in Section 5.1, the rate
of an unavailable core to become available is β. In order to model
this process, the state (a, b, c, d) where d ≥ 1, transits to the state
(0, b + k, c, d − 1) if a = 0, the state (a − k, b, c + k, d − 1) if a ≥ k,
and the state (0, b + (k − a), c + a, d − 1) if 0 < a < k. The rate of
transition depends on the number of unavailable cores, d. If d = 1,
as the transition from the second row to the first row of the CTMC,
the transition rate is β and if d gets its maximum value, M = N /k ,
the rate will be M ⋅ β as the transition from states of the last row to
the (M − 1)th row.
The number of the states in the first row of the proposed CTMC
is N + Q + 1 as shown in Fig. 2 and explained above. In the second
row, the number of the states becomes N + Q + 1 − k since the first
k states of the first row have not been extended. This procedure is
continued until the number of states in the last row reaches Q + 1.
Since the number of all threads in the system is N = k ⋅ M, the
number of the rows in the proposed CTMC is M + 1. Therefore,
the number of states in the proposed CTMC is
(M + 1)((k*(M /2)) + Q + 1). In order to compute the measure of
interest that is the steady-state utilisation of the system in our
study, we should consider the reward vector r to be assigned to the
states of the CTMC Z(t) represented in Fig. 2 as mentioned in
Section 3. With this purpose, we assign a reward c/N to the states
of the proposed CTMC to capture the utilisation of the system. As
mentioned earlier, the parameter c in the label (a, b, c, d) of the
proposed CTMC, represents the number of busy threads in the
system. By dividing this number by the total number of the threads
5

Fig. 2 Proposed MRM for a multi-core system
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Fig. 3 Histogram of the inter-arrival times of tasks to the system (hmmer application)

Fig. 4 Histogram of the average service time of each thread to the tasks (hmmer application)

Fig. 5 Example of the proposed MRM

in the system, the fraction of the threads which are busy by serving
tasks is computed. Specifying this reward vector which assigns a
value to each state in the state space, we can compute the expected
reward in the steady state using (9) to obtain the utilisation of the
multi-core system.
5.3 Illustrative example
In order to illustrate the proposed general model of Fig. 2 and
discuss more details of the proposed MRM, namely how the
utilisation of the system can be computed by the proposed model, a
simple example is presented herein. In this example, the parameters
N, M, k and Q take the values 4, 2, 2 and 5, respectively. The
CTMC corresponding to this example is shown in Fig. 5. It can be
seen in this figure that the number of states in the first, second, and
third (last) rows are N + Q + 1 = 10, N + Q + 1 − k = 8, and
Q + 1 = 6, respectively. The number of rows is M + 1 = 3, so the
number of all states is (M + 1)((k*(M /2)) + Q + 1) = 24.
In the sample CTMC, shown in Fig. 5, tasks arrive to the dualcore system with rate λ and idle available threads serve incoming
tasks with rate μ. When the number of busy threads increases, the
service rate of the dual-core system proportionally increases. The
maximum service rate of the system is 4μ, since there are utmost
four threads in the system. When the number of busy threads
IET Comput. Digit. Tech.
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exceeds 2, a core is prone to become hot and unavailable. As can
be seen in Fig. 5, states (0,2,2,0) and (0,1,3,0) move to states
(0,2,0,1) and (0,1,1,1) with rate α. Furthermore, states (0,0,4,0) to
(5,0,4,0) in the first row move to the corresponding states in the
second row with rate 2α. All states of the second row move to their
corresponding states in the third row with rate α since the
maximum number of busy threads in the states of the second row is
2. In the third row, all threads are unavailable, only the task arrival
is permitted. States of the third row transit to their corresponding
states in the second row by rate 2β, which represents unavailable
cores that become available to serve incoming tasks. Consequently,
states of the second row transit to their corresponding states in the
first row with rate β since the number of unavailable cores in these
states is 1.
In order to solve the CTMC of the illustrative example and find
the steady-state probabilities of being in each of the states of this
CTMC (πi, 1 ≤ i ≤ 24) the infinitesimal generator matrix Q should
be constructed using the model shown in Fig. 5. Afterwards, the
state probability vector π can be computed by applying (6). After
solving the CTMC, we should construct the reward vector r as
described in Section 5.2. According to the method given in Section
5.2 for computing the utilisation of the system, the vector r for the
CTMC
represented
in
Fig.
5
is
7

Table 2 Input parameters of the proposed MRM for the
quad-core system under-study obtained from experiments
Benchmark
Parameter
(λ), task/s (α), °C/s (β), °C/s (μ), task/s

Fig. 6 Effect of the high difference between LowTh and UpTh on the
availability of the system

Fig. 7 Effect of selecting a low value for LowTh on the availability of the
system

r = {0, 1/4, 1/2, 3/4, 1, 1, 1, 1, 1, 1, 0, 1/4, 1/2, 1/2, 1/2, 1/2, 1/2,, w
1/2, 0, 0, 0, 0, 0, 0}
– here the ten first elements are associated to the states in the first
row of the CTMC, the 11th to the 18th elements are associated to
the states of the second row and the six last elements are rewards of
the states in the third row. For this example, if λ = 100, μ = 4,
α = 0.2, and β = 0.5, the utilisation of the system becomes 71.5%.

6

Experimental results

In order to validate the proposed model, we perform experiments
on an Intel ® Core™ i7-3610QM which is a fast quad-core
processor for laptops based on the Ivy Bridge architecture. This
processor, which was manufactured under 22 nm technology, has a
base frequency of 2.3 GHz that may increase up to 3.3 GHz using
Intel ® Turbo Boost Technology. The quad-core processor is
attached to DDR3L 1600 MHz 8 GB SDRAM as the main
memory. We evaluate our model by applying six compute-intensive
benchmark applications, hmmer, bzip2, sjeng, h264ref, astar and
gobmk, from the Standard Performance Evaluation Corporation
(SPEC) CPU 2006 [45], three compute-intensive benchmark
applications, blackscholes, swaptions and freqmine from the
PARSEC and four compute-intensive benchmark applications, fft,
fmm, lu and ocean from the PARSEC [46]. We run them on the
Linux kernel version Mint 17. For each of the above mentioned
single-threaded applications, we run multiple versions of the
application, and then trace the execution of them.
As mentioned earlier, we define two temperature thresholds,
LowTh and UpTh, to control the temperature of a core. In our
experiments, the values of thresholds LowTh and UpTh are set to 70
and 80°C, respectively. Selection of the lower and upper bound
temperature thresholds has a significant impact on performance. If
8

hmmer
bzip2
sjeng
h264ref
astar
gobmk
blackscholes
swaptions
freqmine
fft
fmm
lu
ocean

117
101
98
108
93
124
98
102
99
101
96
98
97

0.046
0.042
0.039
0.045
0.038
0.048
0.037
0.038
0.036
0.041
0.036
0.038
0.030

0.094
0.091
0.093
0.095
0.091
0.096
0.089
0.091
0.090
0.092
0.088
0.092
0.091

2.43
2.63
2.08
2.38
1.90
2.77
2.59
2.61
2.63
2.70
2.57
2.59
2.61

the difference between the lower and upper bound thresholds is
large, the cores will remain idle for long periods of time. Thus, the
operational time and the availability of cores would significantly
decrease. If this difference is small, the cores will switch between
busy and idle states more frequently, which leads to a decrease of
performance and the increase of power consumption. Fig. 6 shows
the availability of the system for the hmmer benchmark when the
lower and upper bound thresholds (LowTh, UpTh) are set to (50°C,
80°C) and (60°C, 80°C). As it can be seen in this figure, the system
is more available when (LowTh, UpTh) is (60°C, 80°C) compared to
the situation that it is (50°C, 80°C). From Fig. 6, as it was
expected, we can observe that a large difference between the upper
and lower bound thresholds makes cores unavailable for a long
time, and consequently, decreases the availability of system.
In addition to the difference between the lower and upper bound
thresholds, the absolute value of each threshold is important. If the
lower bound temperature threshold is set to a low value, the cores
become idle for a long time, because the temperature has to
decrease below this threshold. As can be seen in Fig. 7, if the pair
(LowTh, UpTh) is set to (60°C, 70°C) instead of (70°C, 80°C), the
availability of the system decreases. Fig. 7 shows that if we choose
60°C instead of 70°C for the LowTh, the cores become idle after a
short time of task execution. On the other hand, if the upper bound
temperature threshold is set to a larger value, e.g. near the throttling
temperature of the core, the average temperature of a die becomes
high, which significantly influences the aging process in the long
term. Since both cases make the temperature-aware management
method ineffective, the values of lower and upper bound thresholds
should be carefully chosen.
The proposed method is applied to a quad-core system with
N = 8 active threads. We call the benchmark application multiple
times and assign each instance of the application to the available
cores to make them busy. Table 2 shows the value of input
parameters of the proposed MRM for all six benchmarks. The
values reported in Table 2 are rates of exponential distributions
modelling the arriving of tasks (λ), serving tasks by a thread ( μ),
switching an available core to the unavailable state (α), and
switching the state of an unavailable core to the available state ( β).
It is noticeable that some of our parameters, e.g. the number of
cores M, number of threads k, size of input queue Q, lower bound
temperature threshold LowTh, and upper bound temperature
threshold UpTh do not change during our study for different
applications. For all benchmarks in our study M and k are sets to 4,
2, respectively. The size of the input queue is 15 (Q = 15), and the
lower and upper bound thresholds are 70 and 80°C, respectively,
(LowTh = 70°C and UpTh = 80°C).
According to the experiments and the values reported in
Table 2, we can solve the MRM shown in Fig. 2 for the quad-core
system under-study and compute the steady-state utilisation of the
system. In the real system, we continuously monitor the cores’
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Table 3 Utilisation of the quad-core system under-study
obtained from the experiment and the proposed MRM
Benchmark
Utilisation
Real system, % Proposed model, % Error, %
hmmer
bzip2
sjeng
h264ref
astar
gobmk
blackscholes
swaptions
freqmine
fft
fmm
lu
ocean

71.8
69.3
74.2
72.6
73.7
75.1
70.8
69.3
72.3
70.8
69.1
71.2
74.1

67.1
68.4
70.5
67.9
70.5
66.6
70.6
70.5
71.4
69.2
70.1
70.7
75.2

6.54
1.29
4.98
6.47
4.34
11.31
0.30
1.73
1.24
2.26
1.45
0.70
1.48

beneficial method. Hence, modelling and evaluation of a run-time
variable flow-rate liquid cooling method to remove hotspots and
increase the reliability and performance of the system are
interesting research paths. As another guideline for future work,
one can combine the DVFS technique with the variable flow-rate
injection. In this regard, the DVFS technique can be applied at runtime to manage and control the thermal condition of a die, and then
the variable or fixed flow-rate liquid method can be used to boost
the performance of the DVFS technique.
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[1]
[2]

temperature and state, and obtain the utilisation of the system by
computing the percentage of time on which cores are busy by
running the application. Table 3 represents the utilisation of the
quad-core system obtained from the experiments and the proposed
model, together with the relevant percentage error.
Since the values of all input parameters of the proposed
analytical model are obtained from the measurement on the real
system and the output measure of the proposed model is very close
to the experiments, we can conclude that the proposed MRM can
be appropriately used to model a real quad-core system and
evaluate the utilisation of the system for compute-intensive
applications. Since the proposed model assumes that both the interarrival time of requests and the service time follow exponential
distributions, the model is applicable to evaluate benchmarks that
show this type of behaviour. In this category, the 13 specified
benchmarks are CPU intensive applications that show exponential
inter-arrival and service times.

[9]

7

[10]

Conclusions and future work

Temperature-related problems have been considered as one of the
major design challenges as technology scaling continues in
MPSoCs. Duo to the correlation between power, operating
temperature, and their significant impact on reliability, cooling
costs, performance and lifespan, it is important to control
temperature operation. Most of the previous research in this area
try to keep the temperature below critical levels. DTM techniques,
e.g. DVFS, clock gating, and thread migration, have been
introduced to achieve a safe temperature on a die at the cost of
performance. In this paper, an MRM was proposed to evaluate the
utilisation of a multi-core system with respect to thermal
constraints. We defined two thresholds for the maximum and
minimum temperatures of a core. If the temperature of a core
exceeds the defined upper bound threshold, the core becomes idle
and unavailable for a time period until the temperature reaches the
lower bound threshold. According to the results obtained from the
experiments and the proposed analytical model, the system shows
high availability at the beginning, but passing the time, the
availability of the system decreases when thermal constraints are
applied. By applying the proposed method for making the cores
idle or busy according to their temperatures, both the lifespan of
the system and the overall availability over the time increase.
A number of research issues remain open for future work. In
this paper, we make a core idle when its temperature exceeds a
predefined threshold. This mechanism may reduce the performance
of the system in comparison with the DVFS technique. Hence,
applying the DVFS on the top of the proposed method, which
means decreasing the frequency of a hot core instead of making it
idle, can be considered as an interesting extension to the current
approach. In most of the previously presented approaches, thermal
management techniques were evaluated with a fixed flow rate,
whereas the variable flow with respect to hotspots is most
IET Comput. Digit. Tech.
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