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Pragmatic Aspects of Discourse Production for the
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Abstract—Clinical literature provides convincing evidence that
language deficits in Alzheimer’s disease (AD) allow for distinguishing patients with dementia from healthy subjects. Currently,
computational approaches have widely investigated lexicosemantic aspects of discourse production, while pragmatic aspects like
cohesion and coherence, are still mostly unexplored. In this work,
we aim at providing a more comprehensive characterization
of language abilities for the automatic identification of AD
in narrative description tasks by also incorporating pragmatic
aspects of speech production. To this end, we investigate the
relevance of a recently proposed set of pragmatic features
extracted from an automatically generated topic hierarchy graph
in combination with a complementary set of state of the art
features encoding lexical, syntactic and semantic cues. Experimental results on the DementiaBank corpus show an accuracy
improvement from 82.6% to 85.5% in identifying AD patients
when pragmatic features are incorporated to the set of lexicosemantic features. Nevertheless, these results are obtained relying
on manual transcriptions, which strongly limits the applicability
of computational analysis to clinical settings. Thus, in this work
we additionally carry out an analysis of the errors introduced by
a speech recognition system and the way in which they impact
the performance of the proposed method. In spite of the high
word error rates obtained on these data (~40%), automatic
AD identification accuracy decreased only to 79.7%, which is
considered a remarkable result when compared with solutions
based on manual transcriptions.
Index Terms—Automatic speech analysis, clinical diagnosis,
mental disorders, natural language processing

I. I NTRODUCTION
HE prevalence of Alzheimer’s disease (AD) in 2015 was
46.8 million people worldwide. Due to the increase of
average lifespan, it is expected that these data will triplicate
by 2050, affecting 131.5 million people [1]. So far there
is no treatment to stop or reverse the progression of the
disease, though some may temporarily improve the clinical
condition. AD is currently diagnosed through a review of
patient clinical history and disability, neuropsychological tests
assessing cognitive decline in different domains (memory,
reasoning, language, and visuospatial abilities), brain imaging
and cerebrospinal fluid exams. While the prominent symptom of the disease is memory impairment, existing literature

T

Manuscript submitted for review on May 15, 2019. This work was partially
supported by Portuguese national funds through Fundação para a Ciência e a
Tecnologia (FCT) under grants SFRH/BD/97187/2013 and UIDB/50021/2020.
(Corresponding author: Anna Pompili.)
A. Pompili, A. Abad, and D. Martins de Matos are with the INESCID, Instituto Superior Técnico, 1049-001 Lisboa, Portugal. (e-mail:
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provides evidence that discourse deficits are an important
factor and may distinguish AD from healthy individuals [2],
[3]. Impairments in language abilities are usually the result
of a decline either in the semantic or pragmatic levels of
language processing. Semantic processing is related to the
content of language and involves words and their meaning.
Pragmatic processing is concerned with the inappropriate use
of language in social situations. It is likely that the semantic
and pragmatic levels are interdependent, and that semantic
deficits in word finding may contribute to pragmatic deficits
that lead, for example, to the problem of maintaining the topic
of a conversation [4].
The aspects described above are evaluated in the macrolinguistic dimension of discourse production by rating of the
cohesion and coherence. While cohesion expresses the semantic relationship between elements, coherence is related to
the conceptual organization of speech, and is usually analyzed
through the study of local, global, and topic coherence. Local
coherence refers to the conceptual links that maintain meaning
between proximate propositions. Global coherence refers to
the way in which the discourse is organized with respect to an
overall plan. Finally, topic coherence refers to the organization
and maintenance of the topics used within the discourse.
In the literature there has been a growing interest in investigating the computational analysis of language impairment in
AD. Overall, existing works assess the quality of discourse
production through the automatic analysis of a combination
of lexical, syntactic, acoustic, and semantic features [5]–[11].
Very recently, some studies approached linguistic deficits at a
higher level of processing, considering macrolinguistic aspects
of discourse production such as cohesion, global, and local
coherence [12], [13].
This study builds upon our recent work [14], in which
we proposed a novel approach to automatically discriminate
AD based on the analysis of topic coherence. In that work,
a discourse was modeled as a graph encoding a hierarchy
of topics. Then, a relatively small set of pragmatic features
was extracted from this hierarchical structure and used to
discriminate AD. Results showed comparable classification
performance with current state of the art. In this work, we
extend our previously proposed method with the introduction
of two additional contributions. First, the initial set of 16
topic coherence features is broadened with 21 new measures
assessing pragmatic aspects of discourse. When compared with
our previous work, this extended feature set allows for a
relative error reduction of almost 9% in the classification of
AD. In the second contribution, this set of features is further
integrated with lexical, syntactic, and semantic features. To the
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best of our knowledge, this is the first work that considers these
low level linguistic abilities together with a computational
analysis of topic coherence. In this work, we investigate how
these different aspects of discourse production can contribute
for an improved automatic discrimination of AD. To this end,
the evaluation is performed considering three distinct groups of
features: i) the topic coherence feature set, ii) a combination of
lexical, syntactic, and semantic features, iii) a combination of
the previous two sets. Additionally, the method in [14] depends
on accurate manually produced transcriptions of the speech
narratives. This is a common requirement to many studies
targeting an automatic characterization of linguistic impairments in AD. However, such a requisite strongly limits the
applicability of computational approaches to clinical settings.
In this work, we assess the impact of using automatically
generated transcriptions of the spoken narratives by a speech
recognition system. In this sense, we analyze the type of errors
introduced and the way they impact on the performance of the
proposed method.
The rest of the document is structured as follows: Section II,
provides the literature review. In Sections III and IV, we
present the dataset used in this study and a description of
the methodology implemented to model a hierarchy of topics. Topic coherence and linguistic features are described in
Sections V-A and V-B, respectively. Then, Section VI reports
on classification experiment results. Finally, conclusions are
summarized in Section VII.
II. R ELATED W ORK
In this section, the relevant literature review is introduced.
First language impairments in AD are briefly reported, then
a short review on topic coherence analysis is presented. The
section ends with a summary of recent computational works
that analyzed linguistic impairments to identify AD.
A. Language impairment in Alzheimer’s disease
Language processing in dementia of the Alzheimer’s type
has been the object of extensive research over the last years.
The most well known symptoms of impaired language abilities
in AD include naming [2], word-finding difficulties [15],
repetitions [16], an overuse of indefinite and vague terms [17],
and inappropriate use of pronouns [18]. There is strong
evidence that the general cognitive dysfunction in AD underlies apparent syntactic, semantic and pragmatic deficits in
language processing. Existing studies on synctactic abilities
provided controversial results. Some authors agreed on the
finding that the syntactic rule system was preserved even in
later stages of the disease [15], [19]. Working and semantic
memory impairments constrained the linguistic output causing
syntactic changes. In the same way, several works confirmed
that among the hypothesis of semantic errors, visual deficits
and lexical retrieval difficulties; semantic processing was the
most predominant source of errors in naming impairments [2],
[20]. AD patients also showed poor performance in semantic
fluency tests (e.g., list animal names) with respect to phonemic
fluency (e.g., list the words beginning with a given letter),
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sustaining the hypothesis of a category-specific semantic impairment [20], [21]. In conclusion, there is evidence supporting
the theory that there are semantic knowledge deficits behind
language impairments in AD.
When it comes to discourse, semantic deficits in language
processing constrain the production of meaningful and coherent speech. Discourse production is a cognitive demanding
process: besides a large neural network dedicated to phonological, lexical, and semantic processing, it also requires memory,
world knowledge, pragmatic, and executive functions. As a
result, it is not surprising that the discourse of AD patients
is described as fluent but not informative, characterized by
incomplete and short sentences, poorly organized, and with
a disproportionate deficit in maintaining cohesion [22], and
coherence [18], [23]. Studies assessing macrolinguistc abilities of language production in AD highlighted difficulties in
maintaining a coherent speech that were frequently associated
with topic management deficits. In particular, Glosser and
Deser [24] found the discourse of AD impaired on measures
of global and thematic coherence. Garcia and Joanette [25]
have shown that AD patients, during the discourse, changed
topic more abruptly and had difficulties in relating new topics
to old topics. These difficulties may be explained by a failure
to maintain the topic of a conversation [26].
B. Topic coherence analysis
The analysis of topic coherence was introduced in 1991
in the work of Mentis and Prutting [27], whose focus was
the study of topic introduction and management. A topic was
described as a clause identifying the question of immediate
concern, while a subtopic was an elaboration or expansion of
one aspect of the main topic.
Several years later, Bradie et al. [28] analyzed topic coherence and topic maintenance in individuals with right hemisphere brain damage. This work extended the one of Mentis
and Prutting [27] with the inclusion of the notion of subsubtopic and sub-sub-subtopic. Topic and sub-divisional structures were further categorized as new, related, or reintroduced.
In a later study, Mackenzie et al. [29] used discourse
samples elicited through a picture description task to determine
the influences of age, education, and gender on the concepts
and topic coherence of 225 healthy adults. Results confirmed
education level as a highly important variable affecting the
performance of healthy adults.
More recently, Miranda [30] investigated the influence
of education in the macrolinguistic dimension of discourse
evaluation, considering concepts analysis, local, global and
topic coherence, and cohesion. Results corroborated the ones
obtained by Mackenzie et al. [29], confirming the effect of
literacy in this type of analysis.
C. Computational approaches for AD classification
In recent years, there has been a growing interest from the
research community in the computational analysis of language
impairment in AD.
Some works have focused on a combination of temporal
speech parameters and lexical measures, reaching an accuracy
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in classifying AD patients that ranges between 80% and
90% [5]–[7]. Each of these studies was performed using a
custom corpus specifically collected. A common noteworthy
result of these works is that, by combining acoustic and lexical
features, the accuracy obtained in identifying AD patients
always improves. On the other hand, an important limitation
is concerned with the reduced amount of data used in crossvalidation experiments.
Other studies have focused on lexical and syntactic features
to discriminate AD [8], [9]. These works were based, respectively, on the corpus collected by Peraita and Grasso [31]
and on the publicy available Carolina Conversation Corpus
(CCC) [32]. In these studies, the authors explored part-ofspeech (POS) features and measures of lexical richness. Classification accuracy results are, respectively, of 88% and 79.5%.
More recently, semantic changes have also been investigated. Fraser et al. [10] evaluated the amount of information
conveyed in the DementiaBank corpus [33] by taking into
account a predefined list of information content units. Using
a selection of 35 features, the authors achieved a classification accuracy of 81.92% when distinguishing individuals
with AD from healthy controls. Hernández-Domı́nguez et
al. [11] automatically evaluated the amount of information
content contained in the DementiaBank corpus [33] through
measures of informativeness and pertinence. These measures
are estimated against a referent automatically generated using
the data from 25 healthy subjects. In the study, the authors
also considered linguistic and phonetic features. However,
the information coverage measure appeared to be the most
strongly correlated with the severity of the disease, which was
measured on a three point rating scale (healthy = 0, MCI
= 1, and AD = 2). Results show an F-score of 81% when
identifying patients with AD.
Few studies approached linguistic deficits at a higher level
of processing. Dos Santos et al. [12] investigated coherence
and cohesion in the task of identifying Mild Cognitive Impairment (MCI), a milder and earlier stage of dementia, from
healthy subjects. The authors used three different corpora: i)
the DementiaBank [33], ii) the narratives of the Cinderella
story, a corpus collected at the Medical School of the University of São Paulo, and iii) samples of the Arizona Battery
for Communication Disorders of Dementia (ABCD) [34].
Discourse transcripts were modeled as a complex network
enriched with 100 dimensional word embeddings trained on
Wikipedia dumps. Classification was performed with measures
characterizing the topology of the network and linguistic
features. Depending on the dataset used, the accuracy achieved
was of 52%, 65%, and 74%. Toledo et al. [13] analyzed
macrolinguistic aspects of speech in subjects with AD, MCI,
and a healthy control group. To this end, the authors used
the narratives of the Cinderella story. Feature extraction was
performed with the tool Coh-Metrix-Dementia [35], which includes measures of lexical diversity, syntactic complexity, idea
density, and text coherence through latent semantic analysis.
Results confirmed that AD individuals presented difficulty in
planning and organizing ideas with respect to the main topic,
and produced a less informative discourse, characterized by
more repetitions without introducing new information.
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TABLE I
S TATISTICAL INFORMATION ON THE C OOKIE T HEFT CORPUS

Age range (avg.)

MMSE
range (avg.)

Audio
duration

N. of words

Controls

46-80 (63.84)

26-30 (29.06)

04h:13m

26591

AD

53-88 (71.31)

8-30 (19.36)

05h:04m

23029

Our study differs from previous works in this area in
several ways. In fact, while the investigations reported in
Sections II-A, II-B are based on a human assessment of topic
coherence and management, our study relies on a computational analysis of topic coherence. Additionally, we integrate
lexical, syntactic and semantic aspects of language production
with measures of local, global, and topic coherence. To the
best of our knowledge, this is the first work performing this
type of computational analysis to classify AD.
III. T HE C OOKIE T HEFT CORPUS
Data used in our work are obtained from the DementiaBank
database [33], which is part of the larger TalkBank project.
The collection was gathered in the context of a yearly basis
longitudinal study; demographic data, together with the education level, are provided. Participants included elderly controls,
people with MCI, and different types of dementia, including
AD. Among other assessments, participants were required to
provide the description of the Cookie Theft picture, shown
in Fig. 1. Data are in English language. Each speech sample
was recorded and then manually transcribed at word level.
Narratives were segmented into utterances and annotated with
disfluencies, filled pauses, repetitions, and other more complex
events.
For the purposes of our study, only participants diagnosed
with AD were selected, resulting in 234 speech samples
from 147 patients. Control participants were also included,
resulting in 241 speech samples from 98 speakers. Table I
reports additional information about the size of the corpus,
demographic and clinical data. More details about the study
cohort can be found in [33].
IV. T HE PROPOSED MODEL TO ANALYZE TOPIC
COHERENCE

The topics used during discourse production should contain
an internal, structural organization, in order to achieve an
information hierarchy. This organizational structure allows a
gradual organization of information that is essential for an
effective communication [36]. Being important for both the
speaker and the listener, this type of organization highlights
the key concepts and indicates the degrees of importance and
relevance within the discourse. Mackenzie et al. [29] in their
work provided an example of a topic hierarchy based on
the Cookie Theft picture description task, which was later
extended in the study of Miranda [30]. An excerpt of this
hierarchy is also reported in Fig. 2.
The number of relevant topics that can be described from
the Cookie Theft picture, is limited to the concepts that are
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Fig. 1. The Cookie Theft picture, a widely used stimulus contained in the
Boston Diagnostic Aphasia Examination [37].

explicitly represented in the image (e.g., garden), and to those
ones that can be implicitly suggested by the scene (e.g.,
weather). Taking this into account, the problem of building
a topic hierarchy from a transcript can be modeled with a
semi-supervised approach in which a predefined set of topics
clusters is used to guide the assignment of a new topic to a
level in the hierarchy.
Both for the creation of the topics clusters, and for the
analysis of a new discourse sample, a multistage approach is
followed to transform the original transcriptions into a representation suitable for subsequent analysis, as shown in Fig. 3.
Initially, the transcriptions are preprocessed, then syntactic
information is extracted and used to separate sentences into
clauses and to identify coreferential expressions. Finally, a
sentence vector representation is computed based on the word
embeddings extracted for each word in a clause. Each stage
of this process is further described in the following sections.
A. Preprocessing
With the final aim of building an automated system that
requires a minimum annotation effort (either manual or automatic), we decided to rely only on word level transcriptions.
Consequently, all the annotations not corresponding to the
plain textual representation of words were removed as a preprocessing step, such as overlapping speech, disfluencies, and
contractions, which were expanded to their canonical form.
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Fig. 2. An excerpt of a topic hierarchy for the Cookie Theft picture found
in the work of Miranda [30].

similar way to the work of Feng et al. [38], clause and phraselevel tags are used for the identification of dependent and
independent clauses. For the former, the tag SBAR is used,
while for the latter, the proposed solution checks the sequence
of nodes along the tree to verify if the tag S or the tags [NP
VP] appear in the sequence [39].
C. Coreference analysis
The analysis of coreference proves to be particularly useful
in higher level NLP applications that involve language understanding, such as in discourse analysis [40]. Strictly related
with the notions of anaphora and cataphora, coreference resolution allows to identify when two or more expressions refer
to the same entity in a text.
In our work, the analysis of coreference has been performed
with the Stanford coreference resolution system [41], taking
into account the segmentation performed in the previous step.
During the process of building the hierarchy, coreference
information is used to condition the assignment of a subtopic
to the corresponding level in the hierarchy (see Section IV-E2
for further details).
For this purpose, we constrain the results provided by the
coreference system to those relationships in which the referent
and the referred terms are mentioned in different clauses, and
to those referred mentions that belong to the set of third-person
personal pronouns (i.e., he, she, it, they).
D. Sentence embeddings

B. Clause segmentation
The next step requires identifying dependent and independent clauses. In fact, complex, compound, or complexcompound sentences may contain references to multiple topics.
The sentence /the sink is overflowing while she is wiping a
plate and not looking/ is an example of this problem, as it is
composed by an independent clause (/the sink is overflowing/ )
and a dependent one (/she is wiping a plate and not looking/ ).
A possible way to cope with the separation of different
sentence types is by using syntactic parse trees. Thus, in a

In the last step of the pipeline, discourse transcripts are converted into a representation suitable to compare and measure
differences between sentences. In particular, the transformed
transcripts should be robust to syntactic and lexical differences
and should provide the capability to capture semantic regularities between sentences. For this purpose, we rely on a
pre-trained model of word vector representations containing 2
million word vectors, in 300 dimensions, trained with fastText
on Common Crawl [42]. In the process of converting a
sentence into its vector space representation, we first perform
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Clause segmentation

Coreference analysis

Sentence embedding

Topic clusters
definition

Topic hierarchy building
algorithm

Fig. 3. The proposed method for modeling discourse as a hierarchy of topics.

a selection of four lexical items that were considered more
informative for the task at hand: nouns, pronouns, verbs and
adjectives. Then, for each word, we extract the corresponding
word vector and finally we compute the average over the whole
sentence.
E. Topic hierarchy analysis
To create a topic hierarchy from a transcript, we follow a
methodology that is partly inspired by current clinical practice.
Thus, in modeling the problem, we do not want to impose a
predefined order or structure in the way topics and subtopics
may be presented, as this will depend on how the discourse
is organized. However, we can take advantage of the closed
domain nature of the task to define a reduced number of
clusters of broad topics that will help to guide the construction
of the hierarchy and the identification of off-topic clauses.
1) Topic clusters definition: As mentioned, the proposed
solution relies on the supervised creation of a predefined
number of clusters of broad topics. Each cluster contains a
representative set of sentences that are related with the topic
of the cluster. 10 clusters were defined: main scene, mother,
boy, girl, children, garden, weather, unrelated, incomplete, and
no-content. The purpose of the cluster unrelated was to match
those sentences in which the participant is not performing
the task (e.g., questions directed to the interviewer). The
clusters incomplete and no-content are expected to match
sentences that may potentially be characteristic of a language
impairment. They identify fragments of text (e.g., /overflowing
sink/) and expressions that do not add semantic information
about the image (e.g., /what is going on/). To build the clusters,
around 35% of the data from the control group is used. Each
sentence has been manually annotated with the corresponding
cluster label and clusters are simply modeled by the complete
set of sentences belonging to them. These clusters are used
as topic references for building the topic hierarchy of new
transcriptions, as described next.
2) Topic hierarchy building algorithm: The algorithm to
build the topic hierarchy relies on the cosine similarity between sentence embeddings. The first step consists of verifying
which is, among the 10 topic clusters defined, the one that best
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matches the content of the current sentence (Fig. 4a)). This
is achieved by computing the cosine similarity between the
current sentence embeddings and each sentence embeddings
in each topic clusters. The highest result determines the cluster
for the new sentence. In the following step, we need to assign
the current sentence embeddings to a level in the current
hierarchy (Fig. 4b)). This implies establishing whether we are
dealing with a new or a repeated topic and its level of specialization (i.e., subtopic, sub-subtopic, etc.). This is achieved by
first identifying, in the current hierarchy, the subgraph whose
nodes belong to the same cluster of the current sentence (e.g.,
the subgraph corresponding to the mother cluster in Fig. 4).
Then, we compute the cosine similarity between the current
sentence and each node of this subgraph. This process is
shown in Fig. 4c). The new sentence is considered a child of
the closest node if the similarity is higher than a threshold.
Otherwise, it is considered a repeated topic (Fig. 4d)). If
there is no subgraph, the sentence embedding is added as a
new topic. If the new topic turns out to be a coreferential
expression, this kind of information supersedes the cosine
metric strategy, and the new topic is added directly as a child
of its referent.
V. F EATURES FOR AD SPOKEN DISCOURSE
CHARACTERIZATION

In this section, we report the set of features used in
this work. First, pragmatic features are described. These are
computed from the topic hierarchy and include measures of
topic, global, and local coherence. Then, a set of additional
lexical, morphosyntactic, and semantic features is introduced.
The complete set of features is listed in Table II.
A. Topic coherence features
From the output that is produced at each step of the
processing pipeline (i.e., from processing steps described in
Sections IV-A to IV-D, and shown in Fig. 3), and from the
final topic hierarchy, a set of 37 measurements was identified
as of potential interest to characterize topic coherence.
In a similar way to the standard clinical evaluation, we
accounted for the number of topics, subtopics, sub-subtopics
and sub-sub-subtopics introduced, and for the total number
of repeated topics. Then, with the aim of investigating more
thoroughly the subtopics produced, this work also introduces
new features that consider the number of topics produced
in each topic cluster related with the Cookie Theft picture.
Additionally, in the literature the mean cosine value between
all possible pairs and adjacent pairs of sentences have been
used as measures of global and local coherence [43]. In the
current study, this approach has been extended to the set of
topics constituting the final hierarchy, to the set of repeated
topics, and to those classified as unrelated or no-content. The
complete set of features is reported in Table II.
B. Other linguistic features
To analyze linguistic deficits in the context of narrative
speech, and, thus, providing a more comprehensive evaluation
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Topic identification
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she left tap
open

Topic level identification
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wearing an apron

Main
scene

…
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d)

Topic assignment

Main
scene

Main
scene

boy is
taking
cookies

mother is
washing
dishes

stool is
ready fall

she left tap
open

mother is
washing
dishes

she left tap
open

mother is
wearing an
apron

boy is
taking
cookies

stool is
ready fall

…

Topic clusters

Current hierarchy

Subgraph ‘Mother’

Updated hierarchy

Fig. 4. Topic hierarchy building algorithm. a) The current sentence is compared with the topic clusters to identify its topic. b) Identification of the level
of specialization of the current sentence. If there are no nodes with the same topic of the current sentence, this is considered a new topic. c) If the current
hierarchy contains one or more nodes with the same topic of the current sentence, each of them is analyzed with respect to the current one. d) As a result,
the current sentence is added as a child of its closest node.

of language abilities, we integrate the topic coherence feature
set with a number of lexical, syntactic, and semantic features.
These features and the methodology used to compute them are
detailed in the remainder of this section.
1) Lexical features: An excessive use of indefinite and
generic terms, could be analyzed through measures that aim
at revealing the richness and diversity of the lexicon. For this
purpose, one of the most widely reported metric, which has
been used in many linguistic and clinical research studies [44],
[45], is the type-token ratio (TTR). It is a sample measure of
vocabulary size, representing the ratio of the total vocabulary
to the overall text length. In addition, we also computed
the Brunét’s index [46] and the Honoré’s statistic [47], two
alternative measures of richness of vocabulary. Brunét’s index
quantifies lexical richness without being sensitive to text
length, while the Honoré’s statistic evaluates the richness of
a lexicon by counting the number of words that occur only
once.
2) Morphosyntactic and syntactic features: Several studies
have found that the discourse of AD patients contains an
overuse, often inappropriate, of pronouns [3], [18]. AD patients have also shown impaired verb production, verb naming,
and impaired verb knowledge in sentence processing [2]. To
account for these and other linguistic phenomena, we computed the frequency of occurrence of different word classes
by relying on the POS information obtained with the Stanford
parser [48]. The frequency of each class is computed at the
sentence level and then normalized by the total number of
words in a narrative. Finally, frequencies are averaged over all
the sentences.
In the same vein of word class frequencies, we account
for the frequency of different types of production rules.
In language theory, the set of production rules is used to
describe the grammar of a language. This type of analysis
has already been used in problems aiming at identifying AD
and related dementias [10], [49]. We account for the frequency
of occurrence of different production rules and then normalize
by the total number of rules in the narrative. Overall, the total
number of syntactic and morphosyntactic features is 52.

3) Semantic features: A decline in semantic content is
consistent with the claims that describe the discourse of AD
patients as empty, containing little or no information [17].
In this study, to account for information content features,
we follow the approach described in the work of Croisile et
al. [16], in which the authors examined 23 information content
units (ICU) in four categories (i.e., subjects, places, objects,
and actions). The features corresponding to categories subjects,
objects, and places were computed by simply verifying the
mention of the corresponding items in the text. To compute the
mentioning of the ICU category actions, we examine the dependency representations provided by the Stanford Parser [48].
Finally, in a similar way to the work of Fraser et al. [10],
we additionally complement the set of ICU features with the
occurrences of specific words that may be of relevance to the
Cookie Theft picture. Overall, the total number of semantic
features is 49.
VI. R ESULTS AND DISCUSSION
AD classification experiments have been performed on a
subset of the Cookie Theft corpus using a Random Forest classifier. As described in Section IV, 35% of the data was heldout to define the topic clusters. Hence, only 65% of the data
has been used for experimental validation, that is, for training
and testing AD classifiers. This consists of 148 discourse
samples from the control group, and 153 from the dementia
group. On average, each transcribed narrative contained around
12-13 sentences, with the patients group producing shorter
descriptions. A stratified k-fold cross validation per subject
strategy was performed, with k number of folds equal to 10.
In the following, we report the average and range accuracy at
the 90% confidence level computed from the results of each
fold.
In order to identify the most discriminant features for
AD classification, we implemented a method based on the
sequential forward selection (SFS) [50]. The SFS algorithm
is an iterative search approach in which a model is trained
with an incremental number of features. Starting with no
features, at each iteration the accuracy of the model is tested
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TABLE II
S UMMARY OF ALL EXTRACTED FEATURES (141 IN TOTAL ). T HE NUMBER OF EACH TYPE OF FEATURES IS REPORTED IN PARENTHESIS .
Type

Topic coherence

Lexical
Morphosyntactic and
syntactic

Semantic

Description
Number of topics (T1), subtopics (T2), sub-subtopics (T3), and sub-sub-subtopics introduced (T4).
Number of topics produced in each topic cluster, namely main scene (T5), mother (T6), boy (T7), girl (T8), children (T9),
garden (T10), weather (T11).
Proportion of dependent (T12) and independent clauses to the total number of sentences (T13).
Total number of coreferential mentions (T14).
Total number of repeated topics, subtopics, sub-subtopics, and sub-sub-subtopics (T15).
Number of sentences that were classified as unrelated (T16), incomplete (T17), or no-content (T18) in the first step of the
main algorithm.
Mean, standard deviation, and coefficient of variation (the ratio of the standard deviation to the mean) of the cosine
similarity between two temporally consecutive topics (T19-T21), all pairs of topics (T22-24), all pairs of repeated topics
(T25-27), and those classified as unrelated (T28-T30) or no-content (T31-T33).
Length of the longest path from the root node to all leaves (T34).
Average number of outgoing edges of all nodes (T35).
Total number of sentences (T36).
Ratio of dependent to independent clauses (T37).
TTR (L1), Brunét’s index (L2), and Honoré’s statistic (L3).
Word class frequencies: adverb (M1), verbs (M2), noun (M3), pronouns (M4), and adjectives (M5).
Number of times a production rule is used (M6-M41).
Rate, proportion, and average length of noun (M42-M44), verb (M45-M47), and prepositional phrases (M48-M50). Ratio
of nouns to verbs (M51) and of pronouns to nouns (M52).
ICUs to consider the mention of a key concept in the Cookie Theft picture (S1-S23).
Frequency of occurrence of specific keywords relevant for the Cookie Theft picture (S24-S49).

by adding, one at a time, each of the features that were not
selected in a previous iteration. The feature that yields the
best accuracy is retained for further processing. The method
ends when the addition of a new feature does not improve the
performance of the model. In this work, we implemented a
variation of the SFS that explores a larger features space in
order to find better solutions to the problem at hand. That is,
we removed the constraint of terminating the search as soon
as a first local maximum is found, and performed an extended
search until the last feature was selected. Then, the modified
approach selects the minimal set of features that meet a certain
performance convergence criterion. In this case, this is defined
by the attainment of a classification performance of at most
1% worse than the global maximum.
A. Experiments using manual transcriptions
This section reports on the validation of different set of
features computed on the manual transcriptions: experiments
with topic coherence features, with additional linguistic features, and fusion of these two sets.
1) Topic coherence features results: Using only the set of
features computed through the multistage approach yielding
the topic hierarchy, we obtained an average accuracy of 79.0%
± 4.8% in classifying AD. This performance is achieved
with a selection of 11 features out of 37. Fig. 5 reports the
classification accuracy obtained with the SFS algorithm on this
subset of features.
From this image, it is possible to note that the number of
topics (T1) was the first feature selected, providing, alone,
an average accuracy of 66%. The second and the fifth features selected were the coefficient of variation between two

temporally consecutive topics (T21) and between all pairs of
topics (T24). Nevertheless, other statistical measures related
with the mean and standard deviation of the cosine value
between adjacent (T19, T20) and all pairs of topics (T22, T23)
were not considered discriminant for classification by the SFS
algorithm. These features were added in this work because
in the literature they have been used as an index of local
and global coherence [12], [13], [43]. In order to understand
why they were not considered relevant for classification, we
analyzed in more detail the average values of our measures.
In this way, we note that differences between the AD and
the control group are relatively small, which may represent a
possible explanation. From this analysis, we also discovered
that, in agreement with the findings of Toledo et al. [13], the
AD group achieved higher scores in the mean value of the
cosine between adjacent topics, rather than between all pairs
of topics. This difference has been associated with a greater
difficulty in keeping the theme throughout the discourse.
Another relevant result regards the number of coreferential
mentions (T14) and the proportion of dependent clauses (T12).
Analyzing in more detail these data, we confirm that, on
average, there is a large difference between the two groups
for these statistics. We also note two opposite patterns. AD
patients produced a greater number of coreferential mentions
and a reduced number of dependent clauses with respect to
the control group. These results are in agreement with the
findings that AD speech is characterized by an increased use of
pronouns and a reduced number of subordinate clauses [17]–
[19].
2) Linguistic features results: Using the SFS feature selection approach with the linguistic features, we found that the
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Fig. 5. Variation of the classification accuracy with the SFS method, while
increasing the number of features. Results are presented for the set of topic
coherence features that provided the maximum accuracy.

accuracy improves to 82.6% ± 5.1%. This result was achieved
with the selection of 55 features, out of 104. This outcome is
consistent with those achieved in similar works of the state of
the art [9], [11], and in particular with the one of Fraser et
al. [10]. In fact, we recall that the range of linguistic measures
analyzed in this work can be considered a subset of those
implemented by Fraser et al. In this way, we are able to draw
a comparison between the two approaches. In both works,
the frequencies of adverbs (M1), verbs (M2), and nouns (M3)
were identified in the set of the most important features. The
same applies to the rate of prepositional phrases (M48). An
analysis of the mean values of these features in the two groups
confirmed a trend in agreement with the current state of the art.
AD speech contains a reduced number of nouns, verbs, and
prepositional phrases [16], [19], [51], [52]. For what concerns
semantic features, a partial overlap was also found in the set
of ICUs and word occurrences that were considered relevant
for classification.
3) Fusion of features results: When combining the topic
coherence features with the set of lexical, syntactic, and
semantic features, the accuracy improves from 82.6% ± 5.1%
to 85.5% ± 2.9%. This result is achieved with the identification of a restricted number of features, only 19 out of 141,
corresponding to 13% of the total number of features. This is
a relevant outcome if considering that the use of these two sets
individually required the selection of 30% and 53% of the total
number of features, achieving a lower accuracy. As shown in
Fig. 6 (top), the selected subset includes 16 features assessing
syntactic, and semantic abilities, and 3 features evaluating
pragmatic aspects of language. This distribution confirms that
the set of other linguistic features is more comprehensive
and covers a wide range of phenomena, assessing language
impairment at different levels of processing. On the other hand,
pragmatic features encode in a compact way a different type of
information, complementing lower level aspects of language
production.
B. Experiments using automatic transcriptions
The generation of manual transcriptions of discourse samples is a laborious, time-consuming task that also requires
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expert linguistic knowledge. This need hampers the applicability of the type of proposed computational analysis to
clinical settings. Thus, the use of a speech recognition system
to automatically produce the transcriptions can remove this
constraint. However, this may be at the cost of a negative
impact on performance due to recognition errors. Nowadays,
state of the art automatic speech recognition (ASR) systems
can achieve accuracy levels comparable to human transcribers
(word error rate (WER) of ∼5-6%) in certain spontaneous
speech recognition tasks [53]. Nevertheless, when it comes
to the recognition of atypical speech –such as speech from
elderly people– recognition errors typically get worse. This
performance drop is even exacerbated in the case of speech
and language affecting diseases, achieving a WER around
35% [54].
In this section, we describe our approach to automatic
transcription generation and assess the impact of these on the
AD classification task.
1) Automatic transcription generation: In this work, we
used the Google Cloud Speech to Text (STT) [55] API to obtain the automatic transcriptions for the Cookie Theft corpus.
Recordings that were originally encoded in MP3 format, were
converted to 16 kHz sampling rate WAV audio files, a coding
format accepted by the Google API. The quality of the recordings is quite poor, as they were originally collected on tapes
in the late ’80s. Besides, some of them contain a background
noise or a very low voice. However, no speech enhancement
technique was applied. Moreover, before performing ASR,
the original recording sessions were segmented in order to
remove the clinician interventions, which are extraneous to
the description of the participant and need to be ignored. For
this segmentation task, a speaker diarization system could have
been used [56]. However, in this work we used the sentence
level manual transcriptions to obtain the utterance boundaries.
In addition to speaker changes, the corpus manual annotations
were also used to obtain manual sentence boundaries. This
is due to the fact that the ASR system provided automatic
sentence boundaries –based on long pauses– that did not
correspond to the actual end of the sentence. In fact, a
correct identification of sentence boundaries is essential for
modeling the topic hierarchy in the proposed method and for
the extraction of some of the features described in Section V.
While there are natural language processing tools that perform
automatic sentence segmentation, most of them require the
speech transcripts to include accurate punctuation marks, a
feature that is not currently available.
2) AD classification results: Automatic transcriptions were
obtained both for the train and test data. Apart from the way
in which the transcriptions were generated, these experiments
are performed with the exact same procedure used in previous
Section (VI-A3). This means that the algorithm used to build
the hierarchy, the dataset separation, and also the partitions
used in cross validation experiments are exactly the same. The
experiments were performed using the complete set of features
that includes topic coherence and other linguistic features. In
this way, we achieved a classification accuracy of 79.7% ±
3.5%. This result was obtained through the selection of 10
features out of 141, corresponding to 7% of the total number of

IEEE JOURNAL OF SELECTED TOPICS IN SIGNAL PROCESSING, J-STSP-AAHD-00151-2019

9

TABLE III
S UMMARY OF AD CLASSIFICATION RESULTS ( AVG . AND RANGE
ACCURACY % )
Manual
transcriptions

Accuracy

Fig. 6. Accuracy achieved with the top selected features using the fusion of
different sets. Results are computed on the manual transcriptions (top) and on
the automatic transcriptions (bottom).

features. Table III reports a summary of the results achieved in
the task of AD classification, using both manual and automatic
transcriptions.
A comparison between the set of features that provided
the best classification accuracy on the automatic transcriptions
and those identified on the manual transcriptions can be done
by observing Fig. 6. In this way, it is possible to notice
that the selected subset includes 8 features assessing lexical,
syntactic, and semantic abilities, and 2 features evaluating
pragmatic aspects of language. That is, a 20% in contrast to the
13% when using manual transcriptions. Interestingly, the total
number of coreferential mentions (T14) is the only pragmatic
feature that appear in both selections. Although the type of
information used in the analysis of coreference is strongly
affected by recognition errors, this feature continues to be of
particular relevance for the discrimination of the disease, as
confirmed by an analysis of its mean values. The number of
topics (T1) is now selected, while the number of incomplete
sentences (T17) and the average number of outgoing edges
(T35) are no longer selected. These observations suggest on
the one hand that ASR errors affect differently some of the
proposed features, and on the other hand, that a small number
of these features seem to be more insensitive to these errors
(20% selected in contrast to 13%, as noted previously).
3) Transcription errors analysis: As expected, due to
recognition errors, we witness a negative impact on the
model’s performance in terms of classification accuracy. The
WER –computed using the manual transcriptions of the
Cookie Theft corpus as ground truth– for the control and the
AD groups was, respectively, of 37%, and 43%. An analysis
of the audio recordings confirmed that such a high error rate
is partly due to the poor quality of the recordings. In fact,
those audio segments that reported a higher error rate either
contained a lot of background noise, or the recorded voice was
of very low energy. Another possible source of error for the
recognizer is related with the speaking style of the subjects,
which in some cases was really fast, presenting a high rate of
coarticulation. Nevertheless, it is worth noting the robustness
of the selected set of features and the proposed method, which
is able to achieve up to a 79.7% AD classification accuracy

Automatic
transcriptions

Topic coherence

Linguistic

Fusion

Fusion

79.0±4.8

82.6±5.1

85.5±2.9

79.7±3.5

even with such an high WER.
Analyzing ASR results in more detail, it was possible
to verify that deletions (i.e., words or sentences that were
not recognized) were the main source of error followed by
substitutions (i.e., words that were incorrectly recognized).
Indeed, both for the AD and the control group, the number
of deletions was almost the double of the amount of substitutions, contributing, respectively, to the 26% and 22% of the
error. Additionally, we analyzed for both groups the features
obtained with the manual and the automatic transcripts. In
this way, it was possible to observe that the majority of the
features computed with the automatic transcriptions showed
a lower average value in comparison to the manual ones.
This outcome is in agreement with the high rate of deletions found. Only a reduced number of features showed an
opposing trend. That is, their average value was found higher
with respect to the corresponding value computed on the
manual transcriptions. Among the topic coherence features,
this phenomenon was observed for the number of sentences
classified as incomplete (T17). As expected, due to deletions
its average value considerably increases, resulting however in
a less discriminant feature for the AD classification task, as
the experiments with automatic transcriptions confirm. Lexical
and syntactic features also reflected the alterations existing
in the transcriptions by showing an increasing trend in some
measures. Among them, we mention the Honoré’s statistic [47]
(L3), the frequency of nouns (M3) and other features that are
related with this measure. Notably, an higher value in the
Honoré’s statistic is associated with the use of a richer vocabulary. This phenomenon is most likely due to substitutions
errors. The frequency of nouns (M3), the proportion of nouns
to verb (M51), the rate, proportions, and average length of
noun phrases (M42-M44) also provided an increasing trend in
both groups. A closer inspection revealed that this increment
was indeed justified by a reduction in the number of noun
phrases and by a general reduction of sentences length.
VII. C ONCLUSIONS
In this work, we explored an approach to automatically
classify AD based on the analysis of a wide set of linguistic features. Pragmatic abilities of language processing are
evaluated by modeling discourse samples into a hierarchy of
information. Through this process, a number of features related
with the analysis of topic coherence is computed. This set is
then complemented with various lexical, syntactic, and semantic features in order to provide a comprehensive evaluation of
language deficits in AD. Classification experiments achieved
an accuracy of 85.5%, which is in line with the current
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state of the art. These results confirm that by incorporating
features representing pragmatic aspects of discourse, we attain
a better characterization of language impairments in AD. This,
contributes to an improved ability of current computational
approaches to provide an objective, complementary evaluation.
Additionally, we evaluated the impact of using a speech
recognizer to automatically produce the transcriptions needed
for this type of computational analysis. This is an important
step towards the applicability of these kind of approaches
in a clinical setting. In this case, AD identification accuracy
dropped to 79.7%, mostly due to the negative effect of ASR
deletion errors. Nevertheless, this is still a remarkable disease
classification result considering that the WER in these data
was around 40%.
While the results presented in this study are quite promising,
there is still much room for improvement in the proposed
approach that may be the subject of future research work. First,
fully automatic speaker and sentence segmentation processing
stages need to be incorporated to the processing pipeline.
Speech recognition errors could be reduced by adapting the
acoustic and language models. In particular, language model
adaptation can be of great benefit considering the closed
domain nature of the task. Second, recent works have provided evidence of the importance of temporal and acoustic
speech parameters [5]–[7] in the automatic identification of the
disease. A complete assessment of language abilities should
also include these types of characteristics. Furthermore, it is
important to control some clinical and demographic variables
of the samples in future studies, namely participants degree
of literacy and the severity or stage of disease. The control of
these factors will improve the diagnostic value of the results.
In addition, most studies have been performed in English
language, and it is necessary to validate these results with
other languages.
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