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Abstract
The last two decades have been of significant change in the international
panorama at all levels. The onset of the internet and content availability has propelled
us to a new era: The Information Age.
The staggering growth of new digital contents, either in the form of ebooks,
on-demand TV shows, blogs or even e-commerce websites, has led to an increase in
the need for translated material, influenced by people's demand for a quick access to
this shared knowledge in their native languages and dialects. Fortunately, machine
translation technologies (MT), which provide in many cases human-like translations,
are now more widely available, enabling quicker translations for multiple languages at
more affordable prices.
This work describes the Natural Language Process (NLP) sub-task known as
Named

Entity

Recognition

(NER),

performed by

Unbabel,

a Portuguese

Machine-translation start-up that combines MT with human post-edition and focuses
strictly on customer service content, to improve translation quality outputs. The main
objective of this study is to contribute to furthering MT quality and good-practices by
exposing the importance of having a continuously-in-development robust Named
Entity Recognition system for generic and client-specific content in an MT pipeline
and for General Data Protection Regulation (GDPR) compliance; moreover, having in
mind future applications, we have tested strategies that support the creation of
Multilingual Named Entities Recognition Systems.
In the following work, we will first define the meaning of Named Entity,
highlighting its importance in a Machine Translation scenario, followed by a brief
historical overview of the subject. We will also provide a reasonable description of the
most recent data-driven Machine Translation technologies.
Concerning the main topic of this work, we will describe three experiments
carried out jointly with Unbabel´s NLP team. The first experiment focuses on assisting
the NLP team in the creation of a domain-specific Named Entity Recognition (NER)
system. The second and third experiments explore the possibilities to create in a
semi-automatically fashion multilingual NER gold standards, by resorting to aligners
able to project Named Entities between a parallel corpus.
II
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Resumo
As últimas duas décadas têm sido de grandes mudanças a todos os níveis. O
início da internet e a disponibilidade de conteúdos veio impulsionar-nos para uma nova
era: a Era da Informação.
O impressionante aumento de novos conteúdos digitais, sejam eles em forma de
ebooks, programas de televisão sempre disponíveis quando solicitados, blogs ou
mesmo sites na internet de vendas ao público, levou a um aumento de material
traduzido, influenciado em grande parte pelo facto de as pessoas exigirem um acesso
rápido a estes conhecimentos partilhados nas suas línguas nativas ou dialetos.
Felizmente, as novas tecnologias de tradução automática (TA), que em muitos casos
apresentam uma qualidade que rivaliza com as traduções humanas, estão agora
amplamente disponíveis, permitindo traduções para uma panóplia de diferentes
línguas, em tempo recorde e a melhores preços do que os praticados por tradutores
humanos.
O presente trabalho dedica-se a descrever a sub-tarefa no campo de
Processamento de Língua Natural (PLN) denominada de Reconhecimento de Entidades
Mencionadas (REM), utilizada pela Unbabel, uma startup portuguesa que combina
tradução automática com pós-edição humana, de forma a melhorar a qualidade das
traduções automáticas, e que se foca principalmente em conteúdos provenientes da
área do apoio ao cliente. O principal objetivo deste trabalho é contribuir para um
crescente aumento da qualidade das traduções automáticas e para fomentar as boas
práticas na área da tradução automática, expondo a importância de manter um sistema
de Reconhecimento de Entidades Mencionadas robusto e em constante evolução no
seu ciclo de tradução, capaz de articular diferentes tipos de conteúdo, do mais genérico
ao mais específico, e para cumprir as disposições sobre a proteção de dados exigidas
pelo Regulamento Geral sobre a Proteção de Dados (RGPD); adicionalmente, e tendo
em conta possíveis aplicações futuras, foram testadas estratégias inovadoras que
permitem e fomentam a criação de um sistema de Reconhecimento de Entidades
Mencionadas multilíngue.
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No presente documento, iremos primeiro definir o significado de Entidade
Mencionada, explicitando a sua importância num contexto de tradução automática.
Num segundo momento, será dada uma panorâmica histórica sobre o tema.
Adicionalmente, também iremos fazer um enquadramento histórico sobre os próprios
sistemas de tradução automáticos, com um especial foco nas mais recentes tecnologias
desenvolvidas com base em dados e sistemas de Inteligência Artificial.
No que se refere ao tema principal do nosso trabalho, iremos descrever as três
experiências levadas a cabo durante o estágio na Unbabel. Todas as experiências
efetuadas tiveram como base os dados reais de clientes dos mais diversos domínios,
com cada corpus utilizado nas experiências, sendo selecionados de acordo com os
objetivos finais de cada experiência.
A primeira experiência, que teve como objetivo auxiliar a equipa de
Inteligência Artificial da Unbabel a desenvolver e testar um sistema automático de
Reconhecimento de Entidades Mencionadas na área da entrega de comida ao
domicílio, previu a possibilidade futura de se conseguir adaptar estes tipos de sistema a
qualquer domínio ou clientes específicos. Com esta experiência foram dados os
primeiros passos na Unbabel para a criação de um sistemas de Reconhecimento de
Entidades de domínio específico.
Em relação ao trabalho desenvolvido, começámos por apresentar e testar uma
metodologia de identificação de tipos de Entidades Mencionadas comuns ao domínio
acima mencionado. Neste sentido, um extenso corpus na área foi compilado e
analisado, sendo possível identificar quatro tipos, e.g., categorias, de Entidades
Mencionadas relevantes para o domínio, Restaurant Names; Restaurant Chains; Dish
Names; Beverages. Posteriormente, foram criadas diretrizes de anotação para cada
nova categoria, acabando estas por serem adicionadas à tipologia de anotação de
Entidades Mencionadas já existente na Unbabel, incluindo 27 EM de foro mais
genérico, tais como: Localização; Moedas; Medidas; Endereços; Produtos e Serviços e
Cidades.
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Num segundo momento, foi feita uma tarefa de anotação sobre um novo
corpus da mesma área composto por 14426 frases, com vista à construção de gold
standards, a serem utilizados para a aprendizagem dos sistemas automáticos de
Reconhecimento de Entidades Mencionadas e para testar os resultados dos mesmos.
Para esta tarefa, fizemos uso das novas diretrizes, permitindo testá-las.
Dois modelos foram treinados, um com apenas o gold standard do domínio
específico, o outro com o gold standard do domínio específico e com todas as
anotações de Entidades Mencionadas disponíveis. Desta forma, foi possível determinar
qual dos dois obteve melhores resultados.
No que se refere aos resultados obtidos, determinou-se que o gold standard do
domínio específico não apresentava exemplos suficientes para treino e teste do novo
Sistema de Reconhecimento de Entidades Mencionadas. Mesmo assim, foi possível
obter resultados referentes à categoria Dish Names, que permitiram concluir que de
ambos os modelos, aquele treinado com o gold standard do domínio específico
conseguiu obter melhores resultados, identificando mais Dish Names de forma correta
no corpus de teste.
A segunda experiência focou-se em testar a estratégia de criação automática de
gold standards multilíngues de Entidades Mencionadas para aprendizagem de sistemas
automáticos, recorrendo a sistemas de alinhamentos de Entidades Mencionadas em
bitextos (textos paralelos bilíngues). Para esta experiência foi usado um corpus em
inglês (EN) traduzido para alemão (DE) na área do Turismo com 2500 frases e quatro
sistemas de alinhamento de palavras de última geração.
Em relação a esta experiência, começamos por submeter o corpus traduzido
(DE) a um processo de anotação manual de Entidades Mencionadas, utilizando para tal
as diretrizes de anotação de Entidades Mencionadas da Unbabel, sendo que para esta
experiência não foram consideradas as novas Entidades da primeira experiência. Com
a anotação do corpus traduzido feita, foi então possível enviá-lo para alinhamento de
Entidades Mencionadas com o corpus homólogo (EN), que havia sido previamente
anotado por outro anotator.
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Os resultados de alinhamento das entidades Mencionadas do bitexto permitiu
avaliar o Named Entities inter-annotator agreement, ou seja o valor de acordo entre
anotadores, no que se refere à seleção e categorização das diferentes Entidades, de
forma a perceber que Entidades apresentam mais dificuldades de anotação.
Adicionalmente, com os resultados de alinhamento foi possível determinar o sistema
de alinhamento com melhores resultados de entre os quatro sistemas analisados
(SimAlign; FastAlign; AwesomeAlign; eflomal).
Os resultados de anotação mostraram uma elevada percentagem de
inter-annotator agreement, com 87,97% de concordância para algumas categorias. .
Adicionalmente, os resultados de alinhamento permitiram estabelecer o SimAlign como
o sistema de alinhamento mais eficaz e preciso, suplantando o sistema utilizado pela
Unbabel, FastAlign.
A terceira experiência replicou o processo acima descrito, desta vez usando um
bitexto (EN e PT-BR) composto por 360 frases na área da tecnologia Com esta nova
experiência, pretendeu-se verificar se os resultados de alinhamento obtidos para o
corpus de Turismo EN/DE são replicáveis quando se altera o domínio e os pares de
língua. Esta experiência, à semelhança da anterior, previu uma tarefa de anotação de
Entidades Mencionadas do corpus em questão (EN e PT-BR), sendo utilizadas as
mesmas diretrizes de anotação da anterior experiência. Num segundo momento, o
bitexto anotado foi então enviado para alinhamento, sendo utilizados os mesmos
sistemas de alinhamento da segunda experiência.
Com base nos resultados da experiência, foi possível determinar para cada
Entidade Mencionada quais os sistema de alinhamento que obtiveram melhores
resultados. Desta análise chegou-se à conclusão de que o sistema de alinhamento
automático AwesomeAlign foi o que apresentou melhores resultados, seguido pelo
SimAlign, que apresentou um desempenho de alinhamento mais baixo para a categoria
de Entidade Mencionadas: Organizações.
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Em conclusão, com este trabalho pretendemos mostrar a complexidade e
importância inerentes às Entidades Mencionadas num pipeline de tradução automática,
assim como mostrar a importância de sistemas de reconhecimento de Entidades
Mencionadas robusto e adaptável. É expectável que sistemas de Reconhecimento de
Entidades Mencionadas treinados com foco em domínios particulares, consigam
melhores resultados do que aqueles treinados com dados mais genéricos.
De igual forma, salientamos a possibilidade e aplicabilidade de se poder usar
diferentes recursos da área de Processamento de Língua Natural, como o uso de
sistemas de alinhamento, no auxílio de Reconhecimento de Entidades Mencionadas,
como nos casos acima descritos.
De uma perspectiva mais linguística, atendemos a questões relacionadas com
Entidades Mencionadas ambíguas. Neste ponto, estabeleceu-se quais as entidades que
apresentam uma maior variabilidade de anotação entre anotadores, ou seja, aquelas em
que houve um maior desacordo entre anotadores no que se refere às suas
classificações, tentando encontrar justificações e soluções para este problema.

Palavras-Chave: Tradução Automática; Entidades Mencionadas; Anotação; Gold
Standards; Sistemas de Alinhamento
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Introduction
1. Introduction and motivation
In the last few years, there has been a rise in the food delivery industry
popularity, mainly promoted by the appearance of food delivery apps. Today's
fast-paced life leaves little time for the more trivial things like cooking-food. The use
of this type of services offers a convenient and easy solution, that allows a customer to
enjoy his favorite food without actually needing to go to a restaurant or leaving his
house. With such an increase in demand, an estimate gross revenue of 82 billion dollars
according to Forbes1, companies like the American based-company UberEats, and the
UK-based Deliveroo, to say a few, have branched into international markets, devising
strategies to guarantee customers´ satisfaction through personalized customer support,
that manage customer orders and complaints at a global scale.
Similarly to what happens with the food delivery, the international tourism
industry, where people travel for leisure, is a staple in modern days, becoming an
important source of revenue, whilst, at the same, creating new jobs and business
opportunities. The same can be said for the technology industry. Technology use,
propelled by steady advances with the solemn goal to facilitate day-to-day life, has
become ingrained in our daily routine and from which we are deeply dependent on.
These distinct areas have a strong position on the world market and rely deeply on
communication strategies between the industry and final consumers for continuous
development.
The following work will target an approach that fosters customer care support
and allows to fill a gap between big corporations and the end-consumer, namely the
integration of automatic translation as a communication support strategy within the
customer care industry for the above-mentioned domains. This work will mainly focus
on Named Entity Recognition processes that compose a vital part of the automatic
translation pipeline, since they promote an increase in translation quality, and 2018
data protection regulation compliance.

1

https://www.forbes.com/sites/bernardmarr/2018/05/21/how-much-data-do-we-create-every-day-the-min
d-blowing-stats-everyone-should-read/
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"We'll use the named entity term named entity for, roughly speaking,
anything that can be referred to with a proper name: a person, a location, an
organization, although as we'll see the term is commonly extended to include
things that aren't entities per se" (Jurafsky & Martin, 2020: 1)

The named entities definition seems to have no standard description, being
described often in different ways. Damien Nouvel together with Maud Ehrmann and
Sophie Rosset, defined it in their book, Named Entities for Computation Linguistics,
2016, as "textual units corresponding to predefined semantic categories". In 1997, at
the seventh Message Understanding Conference (MUC-7), named entities were
defined as "unique identifiers." (Nouvel et al., 2016: 153). In 2003 CoNNL shared
task: language-independent named entity recognition, named entities were described as
"phrases that contain the names of persons, organizations and locations." (Sang, E. F.,
& De Meulder, F. 2003).
Despite the different definitions, they all seem to agree that a named entity
functions as a referent; a linguistic object carrying relevant information in a document,
needed, according to Nouvel et al. (2016: 10), to allow the computer system to
"understand" documents.
The named entities recognition task was developed as a sub-field from the
information extraction process that has arisen from the need to understand text
automatically and to seamlessly extract knowledge from unstructured data at a large
scale. The Named Entity Recognition (NER) task comprises essentially two steps: 1)
the named entity (NE) is identified, the word or string of words that form an entity; and
2) the same entity is categorized, also known as tagging, with predefined semantic
categories.
NER models may serve a plethora of purposes, but it is crucial to understand
first the desired entities and subsequent categories and, secondly, the annotation
conventions, also known as annotation guidelines. The fact that a NER model can be
adjusted accordingly provides the needed plasticity to deal with generic and
domain-specific corpora.
The Named Entity Recognition concept was primarily initiated in 1980 as part
of an initiative supported by the US Defense for an automatic understanding of
documents, in other words, to extract essential information in extended corpora,
granting a strategic advantage among the rest, especially if we take into consideration
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that in the early 80s, there was still enough tension between the Soviet Union and the
United States.
In 1987, the Naval Research and Development (NRAD), a division of the
Naval Ocean Systems Center (NOSC), with the support from the Defense Advanced
Research Projects Agency (DARPA), initiated the first data extraction conference, also
known as Message Understanding Conference (MUC). The purpose, according to
Nouvel et al. (2016: 2) was to "organize evaluation campaigns of automatic
understanding of documents” by comparing machine and human performance results
in information extraction, allowing an accurate evaluation of the extraction outcomes
from the systems presented in the conference. The 1987 MUC was the first one of 7
MUC conference strings where participants had to perform previously described and
defined tasks according to a fixed set of templates. The first MUC functioned as a trial
for what was to come in the following years, leading, in 1989, to the definition of
automatic document understanding and eventually to the description of a task for NE
recognition and categorization. However, it is essential to keep in mind that there were
still too many technological constraints at the time. The computer's capacity was not
mature enough to correspond to the needs that such tasks entailed. Nevertheless, and
regardless of the lack of adequate technological means to develop a fully-functioning
system for automatic understanding, the MUC experiments showed the importance and
applicability of Named Entities as information-charged components essential for
automatically distilling knowledge from a text, creating a Natural Language
Processing´s subfield that focuses entirely on NER.
Natural Language Processing (NLP) works within the scope of computer
science that combines Computer Engineering and Artificial Intelligence to understand
human language. Linguists, computer engineers, terminologists, translators, each with
its unique contribution, work together to create and improve algorithm-based systems
capable of understanding meaning, as to identify and extract relevant information and
establish semantic relationships within a large corpus in optimal time.
According to Nouvel et al., (2016), to point all significant data allows text
summarizing, a development of a question-answering system and, applied to any
chosen domain, can effortlessly create an ontological overview by building a
knowledge graph, which is to say:
3

“a collection of interlinked descriptions of entities – objects, events
or concepts. Knowledge graphs put data in context via linking and semantic
metadata, and this way, provide a framework for data integration, unification,
analytics and sharing.” (Fundamentals, 2021)

In this respect, undertaking the task of entity recognition and extraction prove
to be fundamental and essential to all the above-described undertakings.
In the beginning, only very limited NEs categories were taken into account.
Only persons, organization and location, also known as ENAMEX. By the MUC-6
conference, this concept grew to include new categories: dates, currency and
percentages, defined as Numeric Expression (NUMEX), including also under this
umbrella term time-related expressions. Prior to this event, a new term was coined to
define strictly time: Time Expressions (TIMEX)
Nowadays, with the previous technological constraints partly mastered, it is
now possible to automatically recognize essential information in a text, extract it,
create unseen relationships, as to predict outcomes, all through the help of
computational algorithms that can process a comprehensive database to will.
"The world's most valuable resource is no longer oil, but data" (“The world's most
valuable resource”, 2017)
Nowadays, data can be the determinant factor between success and failure. But
what is data? Why and how should we use it in our daily routine?
"Simply stated, data is useful information that you collect to support organizational
decision-making and strategy" (“The world's most valuable resource”, 2017)
Imagine you decided to celebrate your birthday in a restaurant and want to
make sure you will have a fine dining experience, or you feel indecisive to where you
should spend your vacations. In both cases, you can use data to make informed
decisions. In a business environment, you can use data for quality monitoring, to have
a better outlook of your customers or competitors, and to determine the root of your
business problems and implement specific solutions to overcome them. As such, it is
no wonder that data is considered, as pointed out by The Economist, as a valuable
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resource. In conclusion, data means knowledge and knowledge translates into
decision-making, structured information and power in controlling that information in
the source.
According to Bernard Maar for Forbes in May 20182, we produce circa 2.5
quintillion bytes of data each day, data that we can use for Machine Learning. Machine
learning is a branch of Computer Science and Artificial Intelligence that creates
computational algorithms that mimic how the human brain works and processes
information i.e. data. Inspired by the brain's neural network, artificial neural networks
models composed of units, called neurons, work together to produce an output, whilst,
at the same time learning with its environment. They are considered state-of-the-art
and have multiple applications that range from pattern recognition, machine translation
and speech recognition to Named Entity recognition. They are, nevertheless, dependent
on the quantity of data available. Despite Maar's statement about the quantity of data
produced daily, the truth is that this data driven technology can be affected by data
scarcity, a problem that will be further explored in our report. Thus, it is vital, when
facing a machine learning task, to be aware of our goal, of what we want the model to
learn. The nature of a project will be determinant to understand how much data is
going to be needed and to create a more refined and goal-oriented dataset through
annotation or curation, also known as a golden standard (GS), that functions as input
learning data for the ML algorithms to assimilate and make use of it for future
predictions.

1.1 Main goals

After the brief overview of the main concepts used in this thesis, we will now
focus on the main goals. This thesis will focus on the Natural Language Processing
(NLP) subt-task of Named Entities extraction for three specific domains: food delivery,
tourism, and technology.

2

https://www.forbes.com/sites/bernardmarr/2018/05/21/how-much-data-do-we-create-every-day-the-min
d-blowing-stats-everyone-should-read/
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The Named Entities extraction is of key importance for the area of Machine
Translation. As elements that play a significant role in a sentence, it is crucial that a
machine translation system gets them right. Current MT systems tend to consider a
Named Entity as just another word, translating it or simply dropping it, which can lead
to a translation quality drop and loss of readability, hence the inclusion of a dedicated
module that processes Named Entities.
The goals of this work are threefold: i) to identify specific NE in idiosyncratic
domains based on a data-driven approach; ii) to improve existing guidelines and design
new sections for domain-specific NE categories; iii) to assess the annotations provided
and contribute to in-production analysis of NER systems.
The work conducted at Unbabel allowed us to experiment in a real automatic
translation industry environment, allowing us also to get better acquainted with the
most recent technological advances in the (Machine) Translation field. Additionally,
and on a more personal note, we hope that by the end of our internship, we may be able
to understand how these new data-driven technologies associated with the translation
field have affected our lives as human-translators and our roles in this/these type(s) of
workflow(s).

1.2 Impact of NE
As mentioned before, Named Entities are of key importance for the automatic
translation industry, however, their importance does not stop there. The identification
and extraction of Named Entities is applied in different areas for different goals. A
good example is the task of automatic summarization, where a Named Entity
Recognition system (NER) is used to identify the Named Entities that are usually
linked to key text segments. Named Entities also have a deep impact in the healthcare
domain. A NER system can be used to identify and categorize diseases, drugs and
symptoms, thus assisting healthcare professionals to more easily and steadily reach
diagnosis and treatments. Moreover, Named Entities can also help in detecting and
managing possible disease outbreaks by analyzing social media content like Twitter. In
these cases, an automatic Named Entity Recognition system is used over the user
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generated messages, allowing to highlight and extract the relevant Named Entities that
are indubitably linked, once again, to key text segments and desired information. In
this sense, a Named Entity functions as an essential piece of a complex puzzle.
Besides these applications, the task of Named Entity Recognition comes with another
benefit in the MT field: it allows an organization to be compliant with the General Data
Protection Law (GDPR).
The General Data Protection Regulation Law3 regulates all personal
information in the European Economic Area with the goal to give individuals complete
control over their personal data. With the implementation of this law in 2018,
enterprises are now obliged to handle Personal Identifiable Information (PII) with
special care to safeguard GDPR compliance, which leads to the identification,
anonymization and, in some cases, the replacement of personal data with artificial
surrogates. In this sense, Named Entity Recognition, Anonymization and Named
Entity replacement are key concepts that we are going to better develop and explain
throughout our work. Moreover, these tasks gain a new greater significance for any
organization if we take into account the fines charged by the EU's data protection
authorities for non-compliance cases. The EU's Data Protection Authorities, according
to Tessian, a company that provides data security, in a 2021 May article titled: The 18
biggest GDPR fines of 2020 and 2021 (So far)4, can issue fines of extranomical
values that can go up to 20 million euros or higher, highlighting simultaneously cases
like Google, that suffered a penalty of 50 million euros for data mishandling, or the
hotel chain Marriott that was forced to pay a 23.8 million fine for data breach. The
severity of these fines come to show the importance that is being given to maintain PII
information secure and anonymized, validating the importance of implementing
Named Entity Recognition and anonymization processes as the ones we are about to
describe in our report.

3
4

https://gdpr-info.eu
https://www.tessian.com/blog/biggest-gdpr-fines-2020/

7

1.3 Thesis Structure

The structure of this thesis will reflect and focus on the several experiments
conducted within three specific domains and their results obtained for in-production
models. We will be giving a historical overview over the Named Entity Recognition
task, (see chapter 3), followed by a description of what constitutes a Named Entity and
its importance and implications in the current social and economic environment. We
will then move to describe our host entity, Unbabel, that allowed us to have first-hand
contact with the Named Entity Recognition topic in a professional Automatic
Translation environment. Next, we will focus on providing a Machine Translation
historical contextualization, where we describe recent AI innovations applied to the
field, followed, immediately, by the presentation of the Named Entity Recognition
(NER) task as well as NER system implementations.. Next we will report all three
experiments done under the NER scope, which entailed specific tasks that depended on
the experiment goal.
In the experiment description section, we will point out the different
methodologies used for each experiment, as well as a detailed description of the
experiments´ objectives. Next, we will show all experiment results followed by a brief
results discussion. We will finish the thesis with a conclusion and a call for future
research works to be done at Unbabel and of which we hope to be part of.
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2. Unbabel´s Presentation

New technological advances in several areas, motivated by the appearance of
the internet, are transforming the way we perceive the world. This phenomenon called
Globalization,

although

not

new,

has

reached

a

level

where

sharing,

interconnectedness, and interdependence between countries and individuals is the new
norm.
Although a Global Village, the world faces communication issues. The
interaction between people and the exchange of goods, services, and capital, as a
consequence of this phenomenon, are permeable to conflict, creating a need for a
support platform able to address each issue individually. It falls into the customer
service area to assist customers. Customer support professionals deal with all sorts of
problems resulting from human-interaction, from answering questions or responding to
customer complaints, to processing orders and returns, as well as sharing information
and services. They are, in a sense, a direct line between the customer and a service
provider, so they have to be efficient, fast and overall understandable, all these while
working remotely. It was against this backdrop that Vasco Pedro, João Graça, Sofia
Pessanha, Bruno Silva and Hugo Silva founded Unbabel in 2013, thus changing the
world of customer service with its unique perspective.
Unbabel applies Machine Translation (MT) and human post-editing in
customer services, combining the speed and scale of MT and the experience and
authenticity of a native editor, assuring a better practice in customer services, which in
return, according to Chris Joseph (2019), “will generate repeated business; enhance
business reputation, and provide a competitive advantage for the firm”. Moreover,
Unbabel can be integrated across several cloud-based Customer Relationship
Management (CRM) platforms, like Zendesk and Salesforce, that focus mainly on
customer service, or even with chat platforms, thereby helping to provide support to
employees and clients in their native languages by using Multilingual Support.
With its approach to translation focused on customer services, this start-up
allows companies to expand globally, helping them to overcome multilinguistic hurdles
that may arise along the way.
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Since 2013, this AI combined with a human-in-the-loop platform has won
several prizes and has ensured continuous investment and support. With its
engagement in producing technology that foments understanding, in 2017, Unbabel
received the prize for best Quality Estimation System. In that same year, Unbabel won
the top innovation prize at Taus Annual Conference, in San Jose, California. In the next
year, 2018, they received an award for Best Use of AI for Enterprises, in the Techies
2018 Awards, an award celebrating entrepreneurship and innovation. In 2019, in the
European Contact Centre & Customer Service Awards, Unbabel won the award for
Best Innovation in Customer Service, ensuring at the same time a continuous injection
of capital from 35 investors. With its premise: to create a better global understanding,
they have managed to raise 91.2 million dollars in funds with the purpose of
international expansion and product development.
Nowadays, faithful to its motto Move the Needle; Follow it Through; Build the
Tower, Unbabel supports customers from different business spectra, ranging from
gaming, retail, travel, food delivery along with others, in 29 languages, allowing in
total 70 language combinations.

2.1 Unbabel´s workflow Ecosystem

Unbabel uses online platforms, developed by Unbabel's teams for customer use,
capable of being integrated into customer's workflows from where orders (set of texts
to be translated) can be submitted for translation. After receiving a translation order, a
document analysis is performed for translation, in what can be called the translation
preparation stage, where, depending on the order content specifications, the MT
pipeline is determined and adjusted.
The following figure illustrates the summarized translation pipeline used by
Unbabel for tickets translation (customers' emails), real-time chat translations (chat
messages) and Frequently Asked Questions (FAQ), usually present on customers' sites.
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Figure 1: Unbabel´s translation pipeline

Following the beginning of the pipeline, from left to right, we have the order
commission sent through the already mentioned CRM platforms (e.g., Zendesk,
Salesforce). The order is then received, and the translation process begins. Despite
what is depicted in Figure: 1, that only shows a broad view of the pipeline, there are a
number of small important processes that a document has to go through before
reaching the data anonymization step.
In a very summarized way, the translation process begins with a change of the
document format into a format that can be read by Unbabel´s MT system. Next the
document is segmented, which simplifies the use of Unbabel´s Translation Memories.
The following data anonymization module is of special interest for our research field
since it deals with Named Entities.
The Named Entity Recognition process is composed of two steps: entity
annotation, where some NEs are blocked for MT, like in the case of dates and the
anonymization process, applied, for example, to names. The NE recognition pipeline
will be better described at the end of this chapter.
After the NER process, the order is then sent to the MT system, adapted to
customer specifications for translation. After the translation, the document is submitted
to quality estimation (QE) in the case of tickets. If the translation presents a QE score
over the very conservative threshold of 0.97, it is then sent directly to the customer,
bypassing a post-edition phase; this is known as a QE Skip; if, on the other hand, the
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document presents a quality level under 0.97, it is sent for human post edition. Unbabel
relies upon bilingual editors to amend faulty machine translations to guarantee
high-quality end result, accuracy, readability, and style-tuned specific requirements.
Following the post-edition, the document is restored to its original format, in a process
named as Rebuild Stage. Afterwards, the document is then ready to be sent to the
customer.
In real-time online chat translation, the order follows a similar pipeline until
MT submission. For these content-type documents, the results must be sent directly to
the customer due to time constraints. Chats demand instant responses between
interlocutors, and consequently, instant translation, which, in return, leaves no time for
the intermediate pipeline steps. Nevertheless, a substantial number of chat documents
is subjected to monitorization and quality assessment. Quality estimation is performed
over the document, providing enough information to use for MT improvement.
In the FAQ case, they function as the first line of contact with customers,
considered communication-wise as an essential link between the industry and the
customer. The importance of this document demands high-quality translation. A FAQ
order follows the standard pipeline; the order is received, anonymized, submitted to
MT, and the results are submitted to a quality estimation process, and sent regardless of
the QE score to post-editors. Moreover, to fully ensure the FAQ translation, an extra
step is added to the pipeline in the form of a senior editor, who proofreads and
fine-tunes the entire document before sending it to the customer.
A sample of the final translations are sent for error annotation, a task performed
by professional linguists for quality control purposes. This final annotation step
provides: i) helpful insight into post-edition issues and errors that are then used to give
feedback to editors; ii) needed information for MT improvement, since translations
with a quality estimation close to 100% can be used for continuous quality estimation
machine learning; iii) annotations that can be used to assess and improve any step of
the pipeline, controlling potential sources of errors that impact different modules along
the pipeline.
The annotated data are used as golden sets to constantly evaluate and keep track
of the quality provided. This translation quality workflow is seminal to the
product-oriented decision making of the company.
We will now describe in a more detailed manner the Named Entity Recognition
step due to its relevance for our report.
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As previously mentioned, there are two processes that compose the Named
Entity Recognition step. A first step, concerning the identification of all relevant
Named Entities that appear in a source text. To achieve this goal, the Named Entity
Recognition System (NER) is applied, enabling the identification of NEs in context,
e.g., to predict the presence of a NE according to its surroundings, while
simultaneously categorizing that same NE. A more in-depth description of how this
system functions can be found in chapter 3. All identified NEs are then automatically
blocked for translation or annotated as NE of interest, for example to be anonymized.
This step ensures a decrease in MT systems “hallucinations” (inadequate translations)
that have a negative impact on Neural Machine Translation (NMT) quality.
"(...) NMT systems are susceptible to producing highly pathological
translations that are completely untethered from the source material, which
we term hallucinations (...)" (Lee et al., 2008: 1)

The second step in the NE pipeline is the anonymization, where NEs are either
replaced by a hypernym, known as a placeholder, like for example ([Email]; [Phone
Number]; [Reference Number]), or replaced by a semantic equivalent like in the case
of a person´s Names, where a real name is identified and replaced with a fictitious
name. For each language, Unbabel created a small list of conventional replacement
names to be used when needed. In case NER does not identify a name as a NE, the NE
replacement will not be made, leading to the MT system to translate the NE as any
other word, which frequently leads to mistranslations.
This second step has a four-fold goal:
1. To ensure that none of the customer’s sensitive data is disclosed and revealed to
third parties (editors, annotators), or used for Machine Translation learning,
thus complying with the General Data Protection Regulation EU Regulation
2016/679 (Data Protection Act, 2018), as already mentioned.
2. To ensure gender agreement throughout the document, in case of proper names.
3. To guarantee document readability.
4. To prevent NEs mistranslations from MT systems.
Besides the above-mentioned advantages, the replacement of NEs, either by a
placeholder or by a semantic equivalent, has an additional advantage. It allows
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Translation Memories (TMs), curated translations that do not require post-edition, to
be more frequently triggered, which leads to an increase of quality, and also to a
decrease in post-edition costs, since TMs are considered to be trustworthy.

2.2 Unbabel´s Linguistic Services Team with main focus on the NLP cluster
The internship allowed us to get acquainted with the Linguistics Services Team,
composed of different clusters that manage, control, and supervise linguistic issues.
They are the gate-keepers of the Translation Quality Workflows at Unbabel.
The Linguistic Services Team provides all the linguistic knowledge needed.
They implement translation quality control processes that are based on linguistic
analysis evaluations and are responsible for the creation of gold standards to be used
for machine learning and quality assessment. The team is also composed of a cluster
named Community that assists editors by creating language guidelines; they provide
training tasks and language tests, whilst simultaneously giving feedback to editors for
self-improvement.
Our research field, Named Entities Recognition and anonymization, led us to
integrate the Natural Language Processing (NLP) team, composed of linguists,
engineers and computer scientists responsible for the research and development of
several tools of Unbabel’s pipeline.

2.3 Focus of the internship and relevance: Unbabel´s NER system
Our internship at Unbabel centered mostly on the NLP sub-task of information
retrieving. As a result, we had the opportunity to develop our knowledge about Named
Entities and their applications; how they are recognized and how automatic recognition
systems function; the necessity of labelling and anonymizing Named Entities, and why
they are so crucial for the automatic-translation industry. In addition, we had the
opportunity to participate in several experiments concerning NEs identification and
categorization that allowed us to fully understand the Named Entity concept and its
multiple applications. Under this scope, we developed a methodology that allowed the
Artificial Intelligence team to train the Named Entity Recognition System (NER) to
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capture domain-specific Named Entities. This same methodology has since been put
into place for capturing Named Entities in the gaming industry successfully (Silva,
2021). Moreover, we contributed to the creation of new domain-specific gold standards
for NER machine learning through a Named Entity annotation process of multiple
datasets.
With the work done in the annotation process, we were able to improve and
update the Named Entities Annotation Guidelines. In addition, two experiments were
carried out, resorting to the use of aligners, with the goal to semi-automatically obtain
multilingual gold standards. We devised two different analysis methodologies for these
two experiments to perform an accurate reading of the alignment results. Our analysis
results have contributed for aligners assessment, showing promising results concerning
their use for the creation of multilingual NE´s gold standards.
Besides the main focus on the Named Entities processes, the internship
provided an excellent opportunity to deepen our knowledge over the machine
translation industry, which procedures are involved, the linguistic hurdles pervasive in
such an environment, and how different teams work together to surpass them.
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3. NER and MT State-of-the-Art
The following chapters introduce a machine translation historical overview,
taking into account the different MT systems adopted along the years.
Similarly, we provide a definition of what constitutes a Named Entity, showing
state-of-the-art NER systems used for a plethora of different goals and applications.
Moreover, we focus on the importance of NER systems within a Machine Translation
scenario as a way to boost translation quality outputs, measurable resorting to
particular quality metrics, like for example the Multidimensional Quality Metrics
(MQM)5 (Lommel et al., 2013), widely popular within the automatic translation
industry.
The MQM framework uses a MT error typology to “identify specific linguistic
phenomena that cause particular problems” (Castilho et al., 2017: 4), employing a
formula that takes into account the number of words and the severity of errors found in
the target text. Minor errors are multiplied by one, major by five and critical by ten, the
result is then divided by the number of words in the text, giving us a result that equals
the quality of the translation. In a nutshell: the higher the MQM value, the higher the
translation quality.
Concerning the NER systems quality assessment, it is performed by using the
following standard performance metrics: Precision, Recall and F-1, , in order to have a
more fine grained performance perspective of the applied model results, being
represented by the following formulas:

Figure 2: Precision and Recall formula

Figure 3: F1-Score formula
5

http://www.qt21.eu/mqm-definition/definition-2015-12-30.html#mqm-core

16

The precision value is defined as the number of positive NE predictions (true
positives) divided by the sum of true positives and false positives. This formula is used
to understand the classifier exactness. The question that the concept of precision
answers is: of all the NEs retrieved by the NER system, how many were actually
correct. Lower values of precision indicate a higher number of false positives.
The recall value is defined as the ratio of correctly predicted true positive NE,
divided by the sum of true positives and false negatives. The question recall answers
is: of all the NEs in the test dataset, how many were retrieved correctly by the NER
system.
The F-value, also known as F-1, is defined as the harmonic mean of the
precision and the recall, being appropriate to identify the desired average rate.
The following sub-chapter also focuses on methodologies that deal with
domain-specific NEs, namely within the food domain, and on semi-automatic
processes that resort to the use of AI powered state-of-the-art aligners, FastAlign;
SimAlign; AwesomeAlign and eflomal, for creating multilingual gold standards.

3.1 MT overview
With a potential to be applied to a wide variety of domains, that range from
healthcare to a more profit-driven industry, Machine Learning (ML) is at the core of
Artificial Intelligence, allowing systems to adapt and provide solutions to complex
problems
Considered by many as a milestone in Computer Science, ML uses learning
algorithms that, by analyzing and classifying massive data, try to mimic human
learning processes.
With the help of these new technological advances, the Translation field is now
undergoing an industrial revolution, being ushered to new highs. We have seen a
continuous development in the field of automatic translation to a point that it has
completely become mainstream and available to the main population. However, and
despite all technological advances, a computer still does not understand human
language in the same way as a human does.
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Since the end of the Second World War, MT translation, "the automatic
translation of a text from one human language into another", as defined by Kenny
(2018), has started to be increasingly present in our lives, changing along the face of
the translation industry and, simultaneously, promoting more widespread access to
information and understanding at a global scale. The history of MT starts early in the
twentieth century, in 1943, with an electromechanical device capable of functioning as
a multilingual dictionary aided by human intervention, either in the source text and in
the target. Still, the starting point of MT research came in 1949 in the form of a
Memorandum created by Warren Weaver, where he proposes the use of "electronic
computers to overcome the ensuing "word-wide" translation problem" Kenny (2018:
430). In the following years, the increased interest in this area led, in 1954, to the
presentation at Georgetown University of a Russian-English translation system
prototype, sparking a particular interest from the CIA and the military, an attitude that
reflects the unstable political situation created by the Cold War. Nevertheless, the
enthusiasm weakened as the MT systems started to show an inability to deal with some
natural language complexities like word polysemy and macro-textual cohesion, which
led to the Automatic Language Processing Advisory Committee (ALPAC) issuing a
report stating that "MT is slower, less accurate and twice as expensive as human
translation" (Hutchins and Sommers, 1992: 7). Despite the detriment report, MT
applications were recognized and applied in domain-specific areas, like weather
forecasts. The Météo system is still considered "one of the most successful
implementations of the twentieth century, from the point of view of its longevity"
(Kenny, 2018: 432). Simultaneously, the European Union started to use an MT system,
named Systran, that after more than 30 years of use, ended up being replaced by a
more effective in-house MT system, named eTranslation6. The 80s saw a significant
development in these systems, due to the possibilities of their commercial application.
Nevertheless, the results were still underwhelming and required to go through an
intensive post-edition process; and in some cases, going as far as pre-processing the
source text as a way to prevent and control possible MT errors. MT rules would often
be created to constrain vocabulary or sentence structure or even sentence length to
amplify translation quality. Recent years have seen an intensive focus on data and such
focus culminated in two distinct approaches: statistical MT and neural MT, the latter
being pervasive in all systems nowadays.
6

https://ec.europa.eu/info/resources-partners/machine-translation-public-administrations-etranslation_en
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The next subsections will briefly describe the main MT approaches: ruled-base
and corpora based.

3.1.1 Rule-based Systems
Until the turn of the millennium, the most common approach for MT was using
grammatical and lexical rules as the basis. For long considered state-of-the-art, this
paradigm can be divided into three stages:
In the first stage, translations were done with the help of dictionaries. These
first generation systems "provided a word to word translations and some local
reordering rules to fix a limited number of obvious errors" (Kenny, 2018: 434). This
direct MT approach was prone to translation errors, often rendering very low-quality
translations that demanded intense human edition, leading to a change in paradigm.
In the second stage, the translation process suffered changes immediately in the
source text, with the idea that better translations outputs could be achieved when facing
more amenable source texts.
By predicting possible translations errors, the source text went through an
initial syntactic and lexical analysis. After the analysis, the source was converted by
the transfer system into "an intermediate representation of the source sentence"
(Kenny, 2018: 435), in what was called the transfer phase, and only then submitted for
translation.
In the third Ruled-Based MT stage, the translation process was carried out with
the help of an interlingual system based on the philosophical notion of the existence of
a universal language.
Similarly to stage two, the source text would go through an initial syntactic and
lexical analysis and be converted into this universal language. The document, in this
intermediate language, could then be translated to any language. Unfortunately, despite
efforts, the strategy was never deployed on a wide scale.
The undermining results ended up encouraging scientists to follow different
paths and perspectives, which led, by the end of the 20th century, to a significant
paradigm shift. Despite all the advances in the area, it was only due to IBM´s research
proposal that Machine Translation turned a new leaf. IBM researchers proposed an
alternative paradigm that revolutionized the way MT is conceived, starting the
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phenomena of data-driven Machine Translation. A monolithic linguistic-rule-based
MT system was then replaced, and a new corpora based approach was implemented.

3.1.2 Corpora-based systems
The new corpora based systems were applied to the MT task and used bitexts,
a source text and its human translation, as a basis to draw their translation results. The
translation output was obtained through an equivalence process. When receiving a new
document for translation, the system had to segment the text into sentences and
chunks. If the system managed to identify in the document for translation translated
sentences in its library; it would automatically generate the translation; if not, it would
locate translated source text chunks in its library, extract them, and by recombining
them, it would generate an outcome. This system functioned very similarly to
translation memories, thus being frequently referred to as example-based translations.

3.1.2.1 Statistical MT
In the early 2000s, the onset of the internet for the masses marked an
exponential rise in interest and widespread use of these systems, following an increase
in MT development research leading to the use of statistical science applied to MT.
This new approach, Statistical Machine Translation (STM), made use of the global
increase and accessibility of electronic bitexts (a text and its human translation) and
digital technological advances that allowed data processing at a larger scale to learn
from parallel corpus. STM systems used a probabilistic model that “decid(ed) on the
most probable translation for a given source sentence” (Kenny, 2018: 435), by
counting co-occurrences in the data.
When facing a new task, the new MT system would consider the closer
elements surrounding a word, two or three words before or after, and yield a result
based on the probability that X in the source is Y in the target language.
For satisfactory outputs, such a paradigm required a training phase, where
enough data, hand-translated bitexts, had to be given to the MT system, functioning as
starting point and basis, before proper deployment. A significant advantage of this
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system was that the more it translated, the better it got. The possibility that the STM
had to continuously increment its knowledge with its translated material ensured a
constant increase in translation quality. Moreover, “an ecosystem of tools has grown
around PBSMT (Phrase Based Statistical Machine Translation), including scripts and
tools for pre-processing and alignment, enabling incremental improvement in the
quality of PBSMT output” (Haddow et al., 2015) as cited in A Comparative Quality
Evaluation of PBSMT and NMT using Professional Translators (Castilho et al., 2017:
1), thus leaving a great part of the heavy-lifting for computers.
Notwithstanding, the SMT systems presented shortcomings. Not having enough
examples to draw its results from (bitexts), translations were frequently faulted.
Morphologically rich languages, or “language pairs that (…) require substantial word
reordering” (Castilho et al., 2017: 2), presented a particular challenge. “Word order in
languages differ, some classification can be done by naming the typical order of
subject (S), verb (V) and object (O) in a sentence and one can talk, for instance of SVO
or VSO languages” (Okpor, 2014: 163), like for the case of English into German,
presented several translation hurdles for the STM system. Additionally, other German
linguistic particularities, not shared by the English language, like for example the use
of cases to establish grammatical relationships within a sentence and heavy verb
inflexion often led to translation errors. In a very summarized way, “the PBSMT
translation has problems both at the level of fluency and at the level of adequacy”
(Castilho, 2017:8) Moreover, the compilation of corpora proved to be difficult and
costly, and there was an issue of MT results deceiving fluency masking translation
errors and loss of data during translation, which ended up stimulating research works
on SMT evaluation methods to properly assess MT quality.
The widespread use of STM systems in industrial environments support led to
an increased effort to develop automatic and manual evaluation metrics to allow
translation quality control that included “side-by-side ranking, ranking for accuracy
and fluency, error annotation and measurements of post-editing effort.” (Castilho,
2017: 2). A better knowledge over the STM system quality would mean the
identification of the system's flaws, allowing professionals, linguistic experts,
engineers and data scientists to approach systems faults most effectively.
The STM remained state-of-the-art for more than a decade, only outperformed
in 2015, when a new approach was presented, whose translation quality results
surpassed the ones presented by the STM.
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3.1.2.2 Neural MT
In the last few years, a new systemic approach emerged, representing a step
into the future of MT and providing an entrancing trail for new research and a more
optimal industrial application. The new approach showed a major improvement in
outputs which led to an increased interest from both industry and academia. Neural
Machine Translation (NMT) improvements over PBSMT systems have been reported
in shared tasks, where NMT ranked above SMT systems in six of 12 language pairs for
translation tasks Bojar et al., (2016). Despite the somewhat recent implementation of
NMT systems, the idea of adding an artificial Neural Network to automatic translation
systems is far from recent. Already in 1987, Forcada et al. proposed models “striking
similar to the current dominant neural machine translation approaches” (Koehn, 2017:
5).
Similarly to the SMT, a Neural Machine Translation (NMT) system uses
parallel corpora, however with different data processing techniques, which mimic
human information processing through artificial neural networks that “reflect the
behavior of the human brain, allowing computer programs to recognize patterns and
solve common problems in the fields of AI, machine learning and deep learning”
(Neural Networks, 2020). Resorting to learning algorithms that function as neurons in
an extensive artificial neural network, this system presents an end-to-end architecture
for optimized results, with an input layer, one or more hidden layers and an output
layer. The artificial neurons, similar to what happens in a human brain, are connected
to each other and have a certain weight and threshold associated with them. “If the
output of any individual node is above the specified threshold value, that node is
activated, sending data to the next layer of the network. Otherwise, no data is passed
along to the next layer of the network.” (Koehn, 2017: 5). This process of passing data
from one node (neuron) to another is often referred to as a feedforward network. In a
nutshell “A neural network is a machine learning technique that takes a number of
inputs and predicts outputs.” (Koehn, 2017: 6). Nevertheless, much of these learning
processes still very much rely on heavy human intervention, since ML algorithms
show to have better performances when relevant information in a dataset is previously
pointed out.
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These neural-based systems are now being applied for a wide variety of tasks
in the automatic translation industry, like for instance for named entity recognition with
the goal to upscale translations accuracy and quality.

3.2 Named Entities Recognition

Named Entity Recognition, as stated before, falls under the scope of the Natural
Language Processing (NLP) discipline, being “ a very active area of research, [in]
which [it] occupies a central role in NLP.” (Nouvel et al., 2016)
These last few years, machine learning systems have been predominantly used
to achieve state-of-the-art NER results, (Santos et al., 2015) and much has been
developed since the early MUC initiatives.
A continuous flow of proceeding work in this field both in the industry and in a
more academic environment has yielded significant changes that go from new, high
performance computational technologies related to the NER subtask itself, to new
different applications and goals.
These frameworks have been developed to accommodate particular objectives
for particular domains, such as in the case of the healthcare industry, where NER
models were used, for example, to extract structure information from unstructured
Electronic Health Records (EHR), “which can be used to, for example, study adverse
drug reactions in patients due to chemicals in their products.” (Tarcar, et al., 2019),
which suggests “combination of Natural Language Processing (NLP) techniques and a
web-based annotation tool to optimize the performance of a custom Named Entity
Recognition (NER) (...) model trained on a limited amount of EHR training data”
(Tarcar, et al., 2019: 1).
Moreover, the dichotomy domain-general versus domain-speciﬁc Named Entity
Recognition, e.g., domain adaptation, has been a subject of particular interest for many
scholars working in the field, furthering studies in the implications of using a
domain-specific NER versus a more generic one, as seen in the 2019 work from Cheng
et al., or in the 2016 work from Tian et al.. For the latter, a NE labeled corpus was
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constructed in English from multi-source and multi-domain for NER performance
improvements.
Despite all technological advances that are currently in implementation, an
important part of the most commonly used frameworks still relies on heavy human
intervention and is very much dependent on data availability. Semi-automatic solutions
have been proposed to overcome the need of “costly handcrafted features and on the
output of other NLP tasks” (Santos & Guimarães, 2015: 1). Cross-lingual applications
using named entities and word-projections within parallel corpora, e.g., the transfer of
annotations from a source to a target language, through alignment methods, have been
seeked to partly solve the aforementioned issues, thus being considered “central to
cross-lingual data creation” (Eskin et al., 2019). Recent work has shown impressive
results with the application of new deep learning models, e.g., Transformers, based on
an encoder/decoder architecture, mapping sentences to vectors, which result in a
representation of the input sequence of words in the source language.
Eskin et al., (2019), propose a Neural Model for Cross-Lingual Word
Alignment, integrated into a Transformer-based machine translation model for
English-Chinese and English-Arabic, that can be used for

“cross-lingual dataset

creation via projection, where token-level annotations in a high-resource language are
projected across alignments to a low-resource language” (Eskin et al., 2019: 1).
Wang et al., (2019), propose the use of M-BERT, Multilingual Bidirectional
Encoder Representations from Transformers, for cross-lingual transfer “without any
cross-lingual objective and with no aligned data” (ibidem). The experiment was done
resorting to three different languages (Spanish, Hindi, and Russian) and showed that
M-BERT “seems to generalize well across languages for a variety of downstream
tasks” (Wu & Dredze, 2019), like NER and part of speech (POS) tagging .
Concerning the Named entities (NEs) themselves, they are often described as
units/words/multiword expressions in a text, with strong referential value, designating
in many cases real-word objects that have both an abstract and physical existence. As
stated before, they are particularly relevant in a MT scenario, since they are often
prone to machine translation (MT) errors. In this sense, they require a special treatment
in MT to prevent their erroneous translation. Also, they are often associated with
Personally identifiable Information (PII). Therefore, and according to the General Data
Protection Law (GDPR), they are confidential information and cannot be shared
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without consent from the editors or be sent directly for MT without being previously
anonymized.
Having a Named Entity Recognition (NER) step in Unbabel´s pipeline
guarantees that all NEs in a customer dataset are correctly identified, categorized and
processed either by blocking their translations for MT or by replacing the PII NEs with
previously established semantic equivalent or generic expression (anonymization),
concepts that do not betray a customer's personal information, like for example in cases
where NE denote names, phone numbers, addresses, reference numbers, credit card
numbers and so on. For Unbabel, the strategy of incorporating a NER module in its
pipeline is particularly relevant, as it allows compliance with GDPR and data
protection law and promotes MT quality.
Moreover, NEs anonymization brings an additional advantage. Using the same
NEs semantic equivalents all across the board (for all Unbabel´s customers) diminishes
NEs variability in a text, which in return leads to an increase in triggered translation
memories (TM), and a decrease in post-edition costs, since TMs are not edited by
post-editors, raising at the same time turnaround profits, while guaranteeing top
quality. The above-mentioned reasons justify Unbabel´s decision in adding to its MT
pipeline a NER dedicated module.

3.2.1 Typologies

As previously mentioned, the Named Entities Recognition task has arisen from
the initial need to automatically understand text and to extract knowledge from big
data, much of which is unstructured. As fundamental elements in a text or elements
often associated with relevant information, the Named Entity identification and
categorization task has been considered an asset for many different applications,
showing the needed plasticity to follow different goals (different NER applications can
be seen in chapter 1.2, Impact of NE). In a more sintetic way, it is the user that defines
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what type of NE he wishes to capture based on his end-goal and scope, defining within
a fixed framed work which Named Entities categories should be taken into
consideration, a good example of this adaptability is the case of the CaGe system. “The
CaGE system deals with the recognition and disambiguation of geographic NEs as a
means to map them to actual geographic information, such as latitude and longitude
coordinates”. (Oliveira, 2010: 6).
For the Named Entity Recognition task it is important i) to define which NEs
are relevant for the job and ii) how to annotate them. This process demands the
creation of a Named Entity typology that functions as a semantic formalization, also
known as categories, and “a descriptive formalization of the selected categories and
their scope” (Nouvel et al., 2016: 48), that usually comes in the form of annotation
guidelines.
In the 1980s, when all the NE research programs were being initiated, there was
a focus on only three categories (Places, Names of Persons and Organizations). Since
then, a more complex typology was developed taking into account not only names but
numerical and temporal expressions, establishing the universal Named Entity
categories triad: Enamex, Numex and Timex, that can be divided into different sub
categories.
Within the Enamex scope, we can find the sub-categories Organization,
Location and Proper Names. Numex or Numerical Expressions is a referential term
that defines all NE that refer to money and Timex to dates. The following table found
in Named Entities for Computational Linguistics (Nouvel et al., 2016) shows a basic
Named Entity typology extracted from the MUC initiative with examples.
Types

Example

Counter-example

ORG

DARPA

our university

PERS

Harry Schearer

ST. Michael

LOC

U.S.

53140 Gatchel Road

MONEY

19 dollars

in dollars

TIME

8 o'clock

last night
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DATE

the 23 July

last July

Table 1: MUC NE typology. Examples added in the course of MUC-7

Since then, new typologies have been proposed in following decades, where
more miscellaneous, finer-grained categories were added to the existing fixed set, like
Products, Email Address, Phone Number or Cities, thus contributing to this constantly
growing framework.
In the following work, we will show the current more generic Named Entities
typologies used by Unbabel, and propose a new NE typology to be added to Unbabel´s
existing typology, that features domain-specific NEs, particular to the food domain
industry, like for example: Restaurant Name. With this step, we show the importance
of having a NER system able to be adapted or adjusted according to the dataset domain
to increase MT output quality.

3.2.2 NER systems

Since the appearance of the Named Entity concept, over three decades ago,
different approaches have been applied to entity extraction that are greatly correlated to
the technological panorama available at each period in time.
Initially, Named Entity Extraction was performed by resorting to rules. The rule
based approaches envisioned a seemingly big quantity of human-made rules that
allowed the identification in a dataset of the Named Entities relevant for the task in
hand. Usually this system consisted “of a set of patterns using grammatical (e.g., part
of speech), syntactic (e.g., word precedence) and orthographic features (e.g.,
capitalization) in combination with dictionaries” (Mansouri et al., 2008: 340). These
manual coded rules or regular expressions were presented as being very efficient,
especially in restricted domains that tend to have a more standardized profile, however,
the complexity and costs associated with maintaining and creating efficient rules to
capture named entities were detrimental to the creation of robust systems, besides there
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was the inconvenience of these rules not being adaptable enough to different
languages; each language has is own set of characteristics that differentiate it from
other languages, which implied the creations of new Named Entity Recognition rules
for each language.
A second stage in the task of NER happened with the application of deep
learning architectures to NER. In algorithm powered NER, the model previously
trained with significant quantities of human annotated data, also known as supervised
data, in a top to bottom learning approach, tries to understand patterns and
relationships within a text and predict outcomes. A big advantage of this approach is
the models´s capability to continuously increment itself, e.g., the more it is used the
better are the results.
In the last few years, unsupervised learning methods have been applied to NER,
where a model learns without previously annotated data in a more bottom to top
approach, with the objective of overcoming the nuisance of having to deal with
preparing enough training data to construct an efficient model. This approach,
however, “is not a very popular approach for NER and the systems that do use
unsupervised learning are usually not completely unsupervised” (Mansouri et al.,
2008: 340).
Today, it is very frequent to use a hybrid approach to named entity recognition,
where both rules and machine learning NER models are used simultaneously to solve
the identifying task, exploring each approach's strongest points. This hybrid model can
give more relevance to one or the another approach, depending on the type of named
entity, for example for entities that follow very strict morphological patterns, with
equal structures, like emails, that have always a @ followed by a .domain, the rule
based approach would be the better choice. As for names, for example, that do not
follow any pattern capable of being identified by a set of rules, the machine learning
NER would be the most obvious choice since it understands context (the lexical
material around the relevant entity).
Also, new NER systems applications are becoming increasingly popular to
overcome the lack of NEs annotated data. Many of the world's languages have few to
none annotated texts, a common problem that can partly be compensated by resorting

28

to cross-lingual transfers. This technique allows to transfer knowledge from high-to
low-resources languages in the form of annotation projections over parallel corpora or
other multilingual resources (Yarowsky et al., 2001), allowing the creation of NEs
multilingual gold standards, used by the NER system for machine learning and for test
control. The application of this technique is particularly advantageous within an
industrial context, however, it can also be used for less profit oriented goals, by
supporting language diversity and knowledge expansion.
In the next subsection, we will introduce to the reader different NER models
that can be applied either for academic purposes or used in a more industrial
environment.

3.2.2.1 Stanford

Stanford University, located in California, brings together members of its
Linguistic and Computer Science Departments to deal with several Natural Language
Processing (NLP) Group challenges. With more academic oriented goals, the NLP
Group, composed by faculty members, postdocs, programmers and students, has
devised an open-source competition-winning Name-Entity Recognizer, available freely
for the common user, and available for the industry through a commercial licence.
Moreover, the NLP group has developed a complete Natural Language Processing
pipeline7 ready to be downloaded, and in which the Named-Entity Recognition is just a
step of many. Stanford NER architecture provides a built-in entity package that covers
the following entity types: Date, Location, Money, Organization, Miscellaneous,
Person, Percentage, Time. (Finkel, 2005)

7

https://stanfordnlp.github.io/CoreNLP/
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3.2.2.2 Spacy

Spacy8 is a company with an open-source software library suited for industrial
natural language processing, that has available predefined trained end-to-end models
templates for different uses and domains, customisable to various projects´ pipelines,
with various downloadable tools. Spacy has developed a neural network-based NER
model architecture that is deployable for different goals, promising a named entity
recognition accuracy value of 85.4% for English with the 2017 neural NER
en_core_we_sm model, according to Spacy´s developer and co-funder Matthew
Honnibal. Spacy architecture provides a built-in entity type package (tags) accessible
to be adapted to your personal goals, like for example Person, Organization,
Geo-Political Entity, Facilities, Location, Law, language, Date, inter alia.

3.2.2.3 Google

Google proposes a more profit-oriented approach to NLP. In exchange for a
monthly fee, Google gives the opportunity for developers to use Google's own NER
system. The Google Cloud Natural Language API9 interface provides a ready to use
NER model for a wide variety of languages, trained by resorting to its enormous
corpora, with a wide range supported entities including: Address, Date-Time, E-mail
Address, Flight-Number, Payment/ Credit-Cards, inter alia. Moreover, it can also be
easily integrated and used without the need for extensive machine learning skills.

8
9

https://spacy.io/api/entityrecognizer
https://cloud.google.com/natural-language#natural-language-api-demo

30

3.2.3 NER systems and aligners

In the last decades, there has been an increase in parallel data, also known as
bitext. A bitext is a compilation of texts, regarded as being composed of a source text
and its translation for different languages, its translations. It can be used for various
tasks like quality control, language training, and as training data for statistical machine
translation. With the paradigm change from statistical to neural machine translation
approaches, bitexts still represent a crucial role in ascertaining machine translation
quality, moreover, they are still crucial for machine learning, since the models depend
on cross-lingual bitext for active-learning. The use of bitexts can also be applied for the
NLP sub-task of Named Entities identification and categorization utilizing approaches
that allow “to transfer or project semantic annotations, from multiple sources to a
target language, by (...) word alignment methods applied to parallel texts” (Chung,
2007: v), namely the use of robust aligners.
An aligner is a program that uses algorithms to identify corresponding
segments in a bitext and are trained with parallel data. This strategy “allows to generate
Named Entity Recognition (NER) taggers for a given language when no manually data
is available” (Agerri et al. 2018: 3533), thus assisting on the creation of named entities
multilingual gold standards without turning to manual annotation from the ground up.
Nevertheless, a small manually-annotated data percentage is expected to be used, in
most cases, for measuring aligners quality.
As stated before, a gold standard, i.e., corpora annotated by professionals,
functions as a NER system's initial input data, allowing it to learn to identify named
entities. Nevertheless, the construction of named entities gold standards can be i)
time-consuming and ii) high-priced, requiring the hire of annotators for the job, and iii)
challenging to obtain, depending foremost on relevant data available. Using a robust
aligner would be a viable solution in alleviating the restraints mentioned above,
creating multilingual gold standards automatically. By aligning an annotated source
text with its non-annotated target, we aim to have the exact name entity representation
in the target as the one appearing in the source, which could be used as a new named
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entity gold standard for that target language. This strategy leverages “existing semantic
processors and annotations to overcome the lack of annotation data for a given
language” (Agerri et al., 2018), thus increasing productivity, by shortening the time
needed for building new gold standards, while simultaneously curbing costs.
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4. Methodology

This chapter describes three experiments undertaken for the Named Entity
Recognition subtask. For the first pilot experiment, we gave the first steps in dealing
with domain specific NEs, through a process of identification of NEs particular to the
food industry. From this, we ended up proposing new NEs categories and creating new
annotation guidelines. The experiment allowed us to create and implement a
methodology that can be applied in the future for all domains. The methodology
developed is already successfully being implemented at Unbabel to identify and
categorize NEs in the game industry (Silva, 2021).
In a second step, we conducted two main experiments with NE projections,
using available data at Unbabel in the tourism and technology domains, with the goal
of creating and assessing multilingual NE gold standards produced by resorting to the
use of aligners, and understanding the implications of using the retroprojection strategy
for different domains and language pairs.

4.1 Pilot annotation experiment for food domain

This section describes Unbabel´s pilot experiment performed with the objective
of creating a Named Entity Recognition (NER) model for a specific domain, the food
delivery industry. By creating a NER model for this domain, we aim to improve overall
Machine Translation (MT) quality and increase translation memories (TM) matches.
The adopted methods described in this chapter can also be used as reference for future
adaptation of the NER systems to other specific-domains.

4.1.1 English (EN) corpus
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The experiments consisted of two steps, a step that can be referred to as a
prospection process and an annotation step.
The prospection process consisted firstly in the compilation and analysis of an
extensive corpus from three Unbabel's food delivery customers. The following tables
represent the total food domain dataset collected per customer and used for NE
identification, namely data from the client’s MT outcomes (Table 2), Glossaries (Table
3), and Translation Memories (Table 4).

Client

Segment count

Customer 1

816 (chat)

Customer 2

81 segments (tickets)
683 segments (chat)

Customer 3

444 segments (chat)

Table 2: MT dataset, divided into segments (phrases)

Client

Glossary entries

Languages

Customer 1

870

EN, PL, IT

Customer 2

25 974

EN

Customer 3

21 864

EN, PL, IT

Table 3: Number of glossary entries per client and language
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Client

TM count

Languages

Customer 1

25 757

EN

Customer 2

610

EN

Customer 3

61

EN

Table 4: Total number of Translations Memories for each food delivery customer

The analysis performed over the above described data compilation allowed us
to have an accurate and in-depth view of this domain in order to identify the entities
that are particular to it, and create an efficient NE annotation typology, referred to as
annotation guidelines, to be added to the already existing Unbabel´s NER guidelines.
For the annotation step, we used an extensive dataset provided by the already
mentioned food delivery clients, which amounted to a total of 14 426 sentences divided
between two expert annotators. Out of this, only 9 797 sentences had generic and
domain-specific Named Entities.

Food clients

Number of annotated
sentences

Client 1

5099

Client 2

5100

Client 3

4227

Total

14426
Table 5: Food-delivery annotation Dataset divided per client
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This task was performed by two expert annotators, who were instructed to use
both the generic NE annotation guidelines as well as the new food domain categories.
For the annotation task, the annotation tool Prodigy10 was used, in which spans of text
in a sentence can be highlighted and categorized accordingly by an annotator.
The annotated corpora was then used to train and test the NER system. For
this experiment, two NER models were trained, one with the food-domain gold
standard, the second with domain-specific and generic data. We set out to understand if
the exclusive use of dedicated annotated data for NER training is more advantageous
than more heterogeneous datasets.

4.1.2 Annotation guidelines
The annotation guidelines proposed for each new food category were devised to
help promote a more effortlessNE annotation experience, whisht furthering more
homogeneous annotations within different annotators. For a complete description of
the guidelines proposed see section 4.1.2.1.
Moreover, we had the chance, during the annotation process itself, to test the
new proposed domain-specific annotation guidelines, seizing the opportunity to
understand: i) if the new domain-specific typology was appropriate for food delivery
annotation; and ii) if the new food delivery typology description added to the
guidelines was useful in guiding the annotation process itself, answering annotators
questions when facing ambiguous NEs in this specific domain.
For the following task, we instructed our annotators to make use of Unbabel´s
NER guidelines (Unbabel, 2021) and to annotate not only domain specific NEs but
also generic NEs. See section 4.1.2.2 for a more detailed explanation of the generic NE
guidelines.

4.1.2.1 Food domain Named Entities (NEs)

10

https://prodi.gy
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Whilst the data prospection process performed on step one, we identified four
different new tags: Restaurant Names, Restaurant Chains, Dish Names and
Beverages. These tags that have a metonymic function, representing every single NE
entity that falls under their scope, are to be added to the current NER typology together
with a description of each tag, and subsequent examples. The new guidelines can then
be applied when facing an annotation task for customers in the food delivery industry
domain, thus providing a step forward into how to deal with client-specific data.
The new domain-specific annotation guidelines read as follow:
The tag Restaurant Name was devised for this particular domain as an entity referring
to a place where meals are prepared and served to customers. We proposed the tag
Restaurant Name, instead of using the more generic tag Location, since the tag
Restaurant provides a more suitable domain-specific description of a place where
meals are prepared and served to customers.
Ex. 1
On your order 9321from [Infinity Hand Roll] Restname, you have received a [$15.00]CRR
discount from the shop.

Also, our new tags

also contemplate the possibility of the annotation of

transliterated restaurant names, which often happens for Asian languages, where in the
same segment the restaurant name is present in two different alphabets. For this
particular situation, we advised the annotation of both forms with the tag Restname,
however annotated separately. See the following example:

Ex. 2
Ex: I've spoken with [東廚房]Restname [KOI Kitchen]Restname

This plan of action guarantees that the NER system will learn to identify and
categorize correctly the NE, independently of the name being transliterated or not.
However, such action appeared to not always be possible due to Prodigy
restrictions, i.e. the annotation interface used by Unbabel for the annotation task. We
37

noticed that in case a restaurant name in EN is not separated from its transliterated
counterpart by a whitespace, Prodigy will not allow to tag them separately, the span
selection, in this case, should include both entities as a unique NE. This situation is far
from ideal, however, the perspective of future MT errors in these cases, justify the
annotation.
The tag Restaurant Chains was used to identify all entities referring to retail
stores operating under the same name and selling similar merchandise. We made sure
to point out that in some cases a particular restaurant, belonging to a particular food
chain, could have been associated with its location. We tried to draw the annotator's
attention to this peculiarity and advised them that this type of identifiable information
should be considered as part of the Restaurant Chain annotation. See the following
example:

Ex. 3
Is this the order from [Pizzaria Romanica Stradivari] Restchain, Via Stradivari, Rome,
Metropolitan City of Rome, Italy.

The tag Dish Name, we found it particularly relevant for the Food domain and
for the NE annotation process due to its frequency. For this case, examples were given
to ensure that future annotators do not confuse a dish name with a list of ingredients,
since capturing ingredients is not part of this experiment's goals. See the following
example

Ex. 4
[Zhuhou beef brisket] Dishname tastes sour

Ex. 5
Just to clarify, the [Moe's Cheese Burger Set] Dishname + Drink was leaked.
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If in the example five instead of Cheese Burger, appeared as “[Moe's Burger]
has cheese”, we would not consider cheese as part of the entity.
Moreover, the data prospecting process showed the importance of adding the
category Beverage to the list of domain-specific tags. See the following example to
understand how the category was used:

Ex. 9
The whole cup of [lemon tea]Beverage was overturned, and all the food was soaked.

4.1.2.2 Unbabel´s generic NEs Annotation Guidelines

Unbabel linguists have constructed a set of annotation guidelines that can be
used for NEs identification in a dataset alongside with examples for NE
disambiguation. 27 different categories have been devised with the function of
enclosing all relevant NE in a document.
In this chapter, we briefly describe the currently used annotation guidelines that
are based on the Message Understanding Conference (MUC) proceedings and that
divide NEs in three categories: Enamex (entity name expressions) Timex (temporal
expressions) and Numex (numerical expressions). We will then move on describing
only the most relevant NE categories studied on the report.
Under the Enamex scope, we have the following categories with the
correspondent examples:
Name: Hi Mr. [Smith] Name
Location [LOC]: When heading to [HappyMall] Loc please consider meal-planning.
Organization [ORG]: I’m sorry you didn’t receive the email from [Unbabel] Org
Products and Services [PRS]: The transaction will be done through [Easy] Prs
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Under the Timex scope, we have the following categories:
Date: I will get back to you before [February 12th] Date
Time: We can schedule a call at [5 p.m.] Time
Under the Numex, we have the following categories:
Currency [CRR]: The services start from [10.00 €] Crr per month.
Reference numbers [REFNUMBER]: Here is your booking number: [1234567890]
Refnumber

The existing guidelines also predict annotation problems that are typically
associated with natural language variability and unpredictability, like for example the
fact that the same NE can be categorized differently depending on its context. In these
cases the guidelines offer enough clues that make the disambiguation possible. Let us
see a fictitious example based on Unbabel´s original annotation guidelines:

The newest [Happymall]Loc opened on 155 Liberty Ave. Make sure you pay a visit!
[Happymall]Org is opening its first store in Europe.
I’m sorry you didn’t receive your confirmation email from [Happymall]Org.
The parcel will leave the [Happymall]Loc establishment tomorrow morning.
Table 6: Examples based on Unbabel´s annotation guidelines tricky cases between ORG/ LOC

In the cases above, the same NE has different functions in a sentence,
functioning as a location and as an Organization. The same problem can be observed
in the following example, where the named entity Happymall is identified as an
Organization or a Product and Service depending on its context.
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Thank you for contacting the [Happymall] Org Customer Care
Deactivate your [Happymall]Prs notifications here
Table 7: Examples based on Unbabel´s annotation guidelines tricky cases between ORG/PRS

During the annotation tasks performed along the internship, we were
confronted several times with annotation doubts that are linked directly with the tricky
cases mentioned above, and that we deemed as responsible for the annotation
mismatches between our two expert annotators. These NEs (see Table 6 and 7) show a
level of ambiguity higher than some of the more straightforward NEs, like the category
Phonenumber or the category Email that are easy to tag. These more troublesome NEs,
like for example Organizations or Products and Services, are, despite being more
complex and difficult to categorize, very interesting due to their ambiguous qualities,
which makes them categories of special interest for the present work.
The disambiguation between the categories Organization and Location and
between Organization and Products and Services lies in the notion that if a NE reveals
more human attributes, like the ability to open a store or send an email, as seen in
Table 6, it should be considered as an Organization. This type of conceptualization
promotes a more seamless NE categorization and annotation consensus between
annotators. NER Annotation guidelines and guidelines in general need constant
revision and are not a close-encased task, being often submitted to addition or
omissions depending on the annotation task goal.
With experiment two, we aimed at determining which NE categories are more
sensitive to the phenomena described above and which present more heterogeneous
annotation results, despite both annotators having used the same annotation guidelines.
A more in-depth description of this phenomena, followed by examples, can be found
on the results section 5.2.1. Moreover, we tried to propose a more restrictive annotation
conceptualization for the category Organization, the NE that presented more
mismatches between annotators, with the hopes of improving results in future named
entities annotation campaigns.
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4.2 Named Entity projection for Tourism and Technology domains
This section describes the second and third experiments performed under the
Named Entity Recognition scope. The tasks focused on developing and analyzing a
method of semi-automatically creating multilingual gold standards for NER training.
This strategy resorts to the use of aligners to project NEs within a bitext e.g., parallel
data.
For Unbabel, which deals with automatic translations at a global scale and has
in its workflow more than 28 languages, it is not feasible to manually annotate NE gold
standards for each language, since this would mean an increase in costs, being
simultaneously extremely time-consuming. It is foreseen that this method can be a
helpful ally in partly solving the problem of not having enough multilingual customer
support annotated data for NER training by promoting the use of robust and
trustworthy NE aligners.
Experiment two, that focused on creating a NE gold standard for German (DE)
through alignment, was composed by three different tasks:
1. An annotation task, where a Tourism domain dataset in DE was used for
annotation, following the in-house Named Entity Recognition (NER)
guidelines.
2. An alignment task, where the annotated DE dataset was sent for alignment with
its English counterpart, previously annotated by an Unbabel´s specialist.
3. An analysis task, where we used the alignment results to evaluate the NE
alignments between the EN and the DE test sets, and compared the aligners
used for the experiment.

4.2.1 Corpora
For the alignment experiment, we used parallel data (bitext) in EN (source) and
in DE . The datasets, comprising 2 500 nuggets, i.e,. sentences, each, were previously
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subjected to a named entity manual annotation, which allowed us to identify different
named entities (see Table 16).
For the DE annotation task, two DE datasets were used, one machine translated
only (MT), the other with an extra post-edition layer (PE). Both DE datasets were then
divided into sentences (nuggets) and annotated individually using Prodigy, an
annotation platform. The annotated datasets, also referred to as gold standards, were
the basis for the alignments experiment and the alignments results analysis.
For this NE identification and categorization task, we used the internal NE
annotation guidelines. To prevent biasing the identification and classification of NEs,
we had no access to the source text nor to its NE annotation. Moreover, for a more
equitable DE annotation, we did not take into consideration tags that were not available
during the English gold standard annotation task.
We started the annotation process with our non-post-edited MT output, and
only after, we annotated the post-edited MT output. After the annotation step, the DE
dataset was then sent to Unbabel´s engineer from the NLP team for alignment with its
English counterpart (see chapter 5.2.2).
Experiment three mirrors experiment two, having as difference both the domain
and the language pair. We took advantage of a previously annotated bilingual dataset,
EN/Brazilian Portuguese (PT-BR), composed of 360 sentences, in the technology
domain and leveraged it by sending it for alignment.

4.2.2 Aligners
To understand the impact of using this approach in building a multilingual NER
system, we tested four state-of-the-art aligners:
· FastAlign11, the current aligner used by Unbabel

11

https://github.com/dgel/fastalign
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· eflomal12
· SimAlign13
· AwesomeAlign14
Each aligner had available different sets of configurations that when combined
amounted to a total of 53 different alignment possibilities for each named entity
category. The different configuration for aligners ranged from:
· Heuristics, allowing different alignment directions: from source to target and
vice versa, with the goal, according to Mota (2021: 2) "to provide better/
consistent word alignments"
· Training data that range from more generic data to client data or mixed data
(both generic and client data)
or
· Pre-trained models for cross-lingual understanding.
The alignment results for experiments two and three were presented for
assessment in the Model Ranking for Named Entity Retroprojection Task, an online
software, developed by Unbabel´s AI team, that showed all alignment results for the
four aligners used in the experiment, together with their configurations. Moreover, the
interface also allowed us to compare two models (see Figure 6), giving a panorama
over the alignment quality for each category (see Figures 4 and 5). The quality was
measured using the standard quality metrics: Precision, Recall, F-measure, and also
having into account the alignment speed.
With access to the information displayed by the above mentioned interface, we
were able to understand the differences in Named Entities annotations between the EN
source dataset and its DE counterpart for experiment number two. Moreover, we were
also able to compare the DE dataset with and without an extra post-edition layer, as to
determine if such a task does interfere positively or negatively in the NE annotation
results. Also, we were able to evaluate the aligner settings that showed better
performance within the 53 possible combinations, and benchmark the current aligner
12

https://github.com/robertostling/eflomal
https://github.com/cisnlp/simalign
14
https://github.com/neulab/awesome-align
13
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(FastAlign) used in production against the other three open-source state-of-the-art
aligners. The alignment analysis allowed us to construct two tables for each NE
category. The first table depicts the top five overall best alignment results and the
second table FastAlign´s top five alignment results (see Appendix 2). For a more
detailed description of the alignment results for the categories City and Currencies, see
section 5.2.2.
We used the aforementioned alignment analysis method, because we believed it
would give us a very accurate comparison between the aligner currently used at
Unbabel and the remaining ones. Moreover, it also allowed us to focus specifically on
the comparison between FastAlign and SimAlign. We had a particular interest in
comparing both, since previous experiences using SimAlign conducted by the NLP
team concerning word alignments showed very promising results.
For the alignment experiment number three, performed resorting to EN- PT BR
dataset in the technological domain, we hoped to confirm previous experiment
alignment results could be ported (experiment two), and, according to final results, to
establish the level of confidence in this strategy for obtaining multilingual gold
standards. Also, we hoped to understand if this strategy of NE projection with a bitex
stands for different domains and language pairs.
As stated before, the task in hand, the NE alignment experiment results,
similarly to experiment two, was made available through the Alignment Evaluation
Results Interface, which is better described in the following chapter. The results
allowed us to have an overall idea of the NE alignment quality per aligner and per
category.
The analysis method used in experiment two, resorting to two tables (see
Appendix 2), showed to be ineffective given the experiment results. Choosing only the
top five best results did not give us a real performance perspective for each aligner,
which forced us to adopt a different analysis strategy. We were required to take into
account not only the top five best alignments, but rather have the entire 53 possible
models´ combinations, which gave an all-inclusive perspective of the results. Once
again, we had to rely on the Model Ranking for Named Entity Retroprojection Task.
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With the Model Ranking Table as our reference (see appendix: Table 1 for the
category Email), we were able to do a more in-depth analysis for each aligner
combination result. We focused, firstly, on all F-measure results of 1. Secondly, we
focused on the aligners combinations that showed F-measure results under 1. With this
information, we were then able to select the two aligners with high alignment
performances and compare FastAlign results.
Once again, for experiment three, we were forced to change the previously
adopted strategy (experiment two) due to repeated F-measure results along the entire
rank chart (see F-measure results in chapter 5.2.4). We believed that by only taking
into account the alignments showed in the top five rows, the so-called top five best, in
the Model Ranking for Named Entity Retroprojection Task, we would miss out on
relevant information and would not have a complete realistic perspective of the
complete aligners’ performances, but rather a skewed results portrait.

46

5. Results and discussion
The following chapter centers on results obtained on the three experiments
carried out under the Named Entity Recognition scope.
Firstly, we focus on the results concerning the experiment that aimed to create
a new domain-specific NER system, displaying the domain-specific NEs annotations
within the gold standard used by the AI team for NER Machine Learning. Next, we
show and assess the domain specific NER results, followed by a brief discussion.
Secondly, we focus on experiment number two and three results, where we are
able to display and analyze the NEs alignment outcomes, which enabled us to
understand the aligner that showed the more promising results.

5.1 Food domain
The following sections show the total number of food Named Entities, within
the collected corpus from Unbabel´s customer clients, annotated by our two expert
annotators, divided by the categories devised during the data-prospection process: Dish
Names; Beverages; Restaurant Names; Restaurant Chains with an extra category that
was also deemed relevant by the NLP team, Ingredients.
Moreover, we show the food NE identification results obtained from the two
NER Models used, one trained exclusively with our domain-specific gold standard, the
other with the domain-specific gold standard and all NE-annotated data available at
Unbabel, to understand which performs better.

5.1.1 Detection of food categories
Within the food delivery clients’ dataset with Named Entities, consisting of
9797 sentences, our two annotators were able to find 122 Dish Names; 23 Beverages;
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18 Restaurant Names; 12 Restaurant Chains and an additional 12 Ingredients, a
number of NEs occurrences lower than expected. The annotated data set was then used
as the domain gold standard, being subsequently divided into two portions, 80% used
for (NER) training and 20% for testing.
Two models were trained for comparison reasons, one using strictly the
domain-specific gold standard, while the other was trained with the domain gold
standard and all NEs annotated data available at Unbabel. For the testing phase, four
different test datasets were used: i) one containing customer 1 data, ii) a second with
customer 2 data, iii) a third with customer 3, and iv) a fourth dataset that combined all
the above. See following table for test results for each dataset. Also, the AI team took
this opportunity and tested the two models over out-of domain customers´ data, thus
leveraging available data.
Due to very low named entity occurrences in the food gold standard (Mota,
2021: 1), which made it difficult to train an accurate and robust NER model capable of
identifying a significant number of relevant food NEs, we were only able to ascertain
the NER quality results for the category Dish Name that read as follows:

test sets

Recall

Precision

F1

customer 1

50

100

66.67

customer 2

0

0

0

customer 3

66.6

75

70.59

all-datasets

63.64

77.78

70

Table 8: Dish Name Entity Results for the NER system trained with generic and the food gold standard, divided by
four test datasets.

And for the NER system trained exclusively with the food dataset:
test datasets

Recall

Precision

F1

customer 1

70

77.78

73.68
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customer 2

0

100

73.68

customer 3

70.59

85.71

77.42

all-datasets

65.52

82.61

70

Table 9: Dish Name Entity Results for the NER system trained with the food gold standard, divided by four test
datasets.

For this category, results show that both models behaved very differently, even
showing, for some test sets, a very high F-measure discrepancy. By comparing the
results, we were able to identify that for the four datasets used for testing, the NER
model trained exclusively with the specific-domain dataset outperformed greatly the
model trained with generic and domain, showing constant F-measure values of 70% or
above, which was not the case of the second model, with F-measure values of 70% or
under. Moreover, we highlight the fact that, as seen in Table 8, in the customer 2 test
dataset, no Dish Name was captured, rendering a F-measure of 0, as opposed to the
73.68 shown for the domain-specific model. Concerning all-datasets, the results seem
to be more consensual, with equal F-measure results, nevertheless, the model trained
exclusively with the food dataset still presents a higher Recall and Precision value,
with 65.52 and 82.61 against 63.64 and 77.78, respectively. Concerning the out of
domain customers´ datasets also used, there was no presence of domain-specific
entities.
A more detailed analysis of the results also allowed us to account for all NEs
false negatives (FN), false positives (FP) and true positives (TP) produced by each
model for the above mentioned category, taking into account the four datasets used for
the test.

test datasets

TP

FP

FN

customer 1

1

0

1
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customer 2

0

0

0

customer 3

6

2

3

all-datasets

7

2

4

Table 10: Generic + food NER True Positives, False Positives, False Negatives results for the category Dish Name

test datasets

TP

FP

FN

customer 1

7

2

3

customer 2

0

0

2

customer 3

12

2

5

all-datasets

19

4

10

Table 11: Food NER True Positives, False Positives, False Negatives results for the category Dish Name

According to results, the model trained with mixed data (generic and domain
gold standards) showed fewer false positives and fewer false negatives than the model
trained with generic and food gold standards. Nevertheless, it also showed to be less
efficient in capturing the Dish Name across the board. As seen in the table under the
True Positives column, with only one Dish Name correctly identified for customer 1,
zero for customer 2, six for customer 3 and seven in the all-datasets dataset, contrasting
with seven, zero, twelve and nineteen respectively for the model trained strictly with
the food dataset, making the latter the smartest choice.
Another important aspect of our analysis concerns the miscategorization of the
Dish Name entity, where the model correctly identifies the existence of a NE, but
categorizes it incorrectly. For a better understanding, see the following confusion
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matrices done for the category Dish Name, where we took into account not just the two
models but also the three test sets.
Client

Category

Dish
Name

Restaurant Restaurant Beverages Ingredients
Chain
Name

Customer 1

Dish
Name

1

0

0

0

2

Customer 2

Dish
Name

0

0

0

0

0

Customer 3

Dish
Name

6

0

0

0

2

All-datasets

Dish
Name

7

0

0

0

2

Table 12: Confusion matrix for the category Dish Name for the model trained with food and generic datasets.

Client

Category

Dish
Name

Restaurant
Chain

Restaurant
Name

Beverag
es

Ingredients

Customer 1

Dish
Name

7

0

0

0

0

Customer 2

Dish
Name

0

0

0

0

0

Customer 3

Dish
Name

12

0

0

0

2

All-datasets

Dish
Name

19

0

2

0

2

Table 13: Confusion matrix for the category Dish Name for the model trained with the food dataset.

In the above tables, we observe that both models made mistakes, confusing the
category Dish Name with other categories. Concerning the model trained with food and
generic NE datasets (Table 12), results show six Dish Name entities wrongly tagged as
Ingredients. The same phenomena can be seen for the model trained strictly with the
food dataset, (Table 13), where two Dish Name entities were categorized erroneously
as Restaurant Name and other four as Ingredients. We attribute this type of error to the
fact that in many cases a dish name is composed by a description of its ingredients,
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thus making it hard for the NER system to distinguish between when we are facing a
dish name or a plain ingredient, for example the chinese Dish Name “Shitake Fried
Rice with Water Chestnuts”, composed by the following ingredients: shitake, rice and
chestnuts.
Moreover, the same deduction can be applied to the category Restaurant
Names, where more than often a restaurant name includes an ingredient or a dish name,
like for example, Dim Sum or Ramen, well known chinese dishes, that often integrate
the establishment name, for example the following restaurants, “Kokoro Ramen Bar”
or “Aura Dim Sum Lab” We also link once again this inability from the systems to
discern between these categories to the fact that the training dataset does not present
enough information and examples to construct a robust NER system.
Although the experiment results fell short of expectations for both models,
showing the need for a more suitable train and test datasets for results enhancement,
we were still able to ascertain a suitable methodology for domain-specific NEs
identification. The methodology proposed in the current thesis was applied by Silva
(2021) for Unbabel’s gaming industry clients. Silva replicated our methodology,
reinforcing our notion that it is important to discern between domain-and generic
Named Entities to ensure better NER outcomes.. Moreover, with our work, we gave
the first steps on improving the existing NER systems, and contributed with new five
NEs with correspondent annotation guidelines, thus updating and improving Unbabel´s
standard guidelines.

5.2. NE projection
The following sections show all alignments results and analysis from both our
experiments (Tourism and Technology domains) under the NE retroprojection scope.
We also introduce the analysis online platform used for comparing the aligners and
from which we were able to identify the aligner that had a top performance and
compared it with the current aligner used at Unbabel. Moreover, we were able to
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compare both gold standard annotations (EN/DE), thus determining inter-annotator
agreement, which then allowed us to understand the categories that presented more
annotation challenges.
The alignment evaluation results platform, developed by Unbabel´s AI team,
and in which we based our assessment, displayed all the alignment results, performed
by each model in a grade evidence fashion under the Model Ranking for Named Entity
Retroprojection task section, as shown in Figures 4 and 5, giving us the opportunity to
focus on a particular aligner and on a particular category by filtering both aligners and
categories. The alignment results were displayed from best (number 0) to worst
alignment result (number 26) according to the Recall, Precision, and F1. All possible
models´ configuration combinations were used, amounting to 26 alignment
possibilities. This strategy not only allowed us to identify the best aligner model, but
also the corresponding configurations.

Figure 4: Best alignments scoring for the category Name, taking into account the different model´s configurations
(Mode; Heuristic; Train Data)

The alignments performed by the NLP team of the annotated datasets allowed
the overall identification of the top five alignment, per named entity category, and the
top five alignments performed by the current aligner used in production by Unbabel
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(FastAlign) for any chosen category, always taking into account the configurations.
This allowed us to benchmark the FastAlign with the remaining aligners used.
In the figure above, displaying the results for the category Name, for example,
we were able to identify that the aligner eflomal with the following configurations:
train for mode, grow-diag-final-and for heuristics and with mixed data was considered
as having best results, placing itself in the 0 place. On the other hand, we were also
able to identify that FastAlign with the following configurations: train; intersect and
client data obtained the worst alignment results for this same category, placing itself in
the 26th place (see Figure 5). We applied this assessment strategy for all NE
alignments.

Figure 5: Worst alignments scoring for the category Name, taking into account the different model´s configurations
(Mode; Heuristic; Train Data)

The interface also allowed us to do a more in-depth analysis and choose two
aligners (the one that presented the best results and the one Unbabel has in production)
and combine their different configurations to compare them. See the following figure:
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Figure 6: Aligners Model comparison with the possibility to choose from the available configurations available for
each Model

For this comparison, the interface automatically generated a sentence by
sentence named entity alignment result expressed in the form of a qualitative table and
its corresponding confusion matrix. This allowed us to visualize each alignment result
individually by selecting the desired sentence. See the following Figure 7 and Figure 8
(confusion matrix for the category Name):
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Figure 7: Sentence by sentence qualitative NE alignments for the previous two aligners chosen

As seen in the above figure, the named entity alignment appears in context
within the correspondent sentence, identified by rows in the left column (3; 8; 2…). It
is important to note that, due to personal data compliance restrictions, we have crossed
out all appearing named entities with personally identifiable information to guarantee
customers confidentiality.
The named entity alignment quality for each model, in this case Model AsimAlign; Model B- FastAlign, is calculated on an average per sentence and displayed
under the columns Model (Model A; Model B) -AER (Alignment Estimate Rate). The
first AER Agreement column conveys the total average named entity quality
calculation per sentence between both aligners, that in the case above appears to be
under 0.6 on average.
The confusion matrix for the category Name (Figure 8), on the other hand,
allowed us to have a real detailed comparison of the correct and incorrect named
entities alignments achieved by our two chosen aligners, by opposing the two (EN and
DE) gold standards, one (EN) represented vertically on the left and the second (DE)
horizontally on the top.
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Figure 8: Confusion Matrix for the category Name

In the above figure, Model A is represented in green squares and Model B is
shown with a black circle, all gold named entities have been censored, but in its
original form they are highlighted in blue. Also, each square represents either a word
or a punctuation marker alignment between gold standards. Nevertheless, we were
uniquely focused on the named entity alignments, not taking into account the
remaining word alignments.
Taking the above confusion matrix as an example, we can see that Model A (in
green squares) aligned the full named entity, whereas Model B (black circle) did a
partial named entity alignment.

5.2.1 Impact on NER projection with aligners

Based on the F-measure results obtained for each NE category, presented in the
Named Entity Alignment Model Ranking from best to worst alignment result, we
devised two different tables for every named entity category that allowed us to not only
identify the best aligner, but also gave us the needed information to properly
benchmark FastAlign with the other three open source aligners.
The first table displays the top five best alignment results overall, the second
table, dedicated, exclusively, to the aligner used currently by Unbabel, FastAlign,
displays its top five best alignments. For the sake of clarity and mainly due to space
restrictions, we will only describe and discuss the results for some NEs that represent
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the overall aligners performances. For more examples see Appendix 2. We will now
analyze the results for the categories: Currencies and City and give an overall view of
the remaining categories results.

Model

Mode

Heuristic

Train
data

category

precision

Recall

F1

time

SimAlig
n

Bert

inter

Nodata

CRR

0.981

0.975

0.976

0.0205

SimAlign

kiwi

inter

Nodata

CRR

0.981

0.974

0.974

0.0284

SimAlign

Kiwi

intermax

Nodata

CRR

0.976

0.978

0.974

0.318

SimAlign

xlmr

mwmf

No data

CRR

0.976

0.977

0.973

0.4719

SimAlign

Kiwi

mwmf

No data

CRR

0.976

0.977

0.973

0.3695

Table 14: Top five alignment results for the NE Currency featuring different configurations

Model

Mode

Heuristic

Train
data

category

Precision

Recall

F1

time

FastAlig
n
17th

production

Grow-di
ag-final

No data

CRR

0.934

0.894

0.899

0.0007

FastAlig
n
18th

production

intersect

No data

CRR

0.973

0.853

0.889

0.0007

FastAlig
n
19th

train

Grow-dia
g-final

Mixed
data

CRR

0.914

0.883

0.883

0.0005

FastAlig
n
20th

Train

Grow-dia
g-final

generic

CRR

0.906

0.881

0.878

0.0005

FastAlig
n
21th

train

intersect

Mixed-d
ata

CRR

0.975

0.824

0.866

0.0005

Table 15: Top five best alignment results for FastAlign for the NE Currency featuring different configurations

Based on the above table (Table 14), we were able to understand that for the
category Currencies, SimAlign outperformed the remaining aligners, producing the
five best alignment results overall. On the other hand, FastAlign only managed to have
its alignments placed in Model Ranking (Table 15) for named entities retroprojection
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on the 17th place and onward, resulting in a quality difference between both aligners of
0.076%.
For the category City, for example, we ended up with the following results:
Model

Mode

Heuristic

Train
data

category

Precision

Recall

F1

time

SimAlign

xlmr

mwmf

No
data

CITY

0.954

0.954

0.954

0.4719

SimAlign

kiwi

inter

No
data

CITY

0.954

0.954

0.954

0.0248

SimAlign

xlmr

inter

No
data

CITY

0.954

0.954

0.954

0.0313

SimAlign

Kiwi

mwmf

No
data

CITY

0.954

0.954

0.954

0.3695

AwesomeAlig
n

bert

entmax

No
data

CITY

1

0.954

0.954

0.0714

Table 16: Top five alignment results for the NE City featuring different configurations

Model

Mode

Heuristic

Train
data

category

Precision

Recall

F1

time

FastAlig
n
17th

productio
n

intersect

No data

CITY

0.954

0.742

0.750

0.0007

FastAlig
n
18th

production

Grow-dia
g-final

No data

CITY

0.727

0.697

0.674

0.0007

FastAlig
n
19th

train

Grow-dia
g-final

Mixed
data

CITY

0.659

0.742

0.674

0.0005

FastAlig
n
20th

train

Grow
diag final

generic

CITY

0.659

0.742

0.674

0.0005

FastAlig
n
21th

train

intersect

Mixed
data

CITY

0.950

0.650

0.50

0.0005

Table 17: Top five best alignment results for FastAlign for the NE City featuring different configurations

The category City had similar alignment results with the category Currency,
with SimAlign, once again, obtaining the best alignment results and FastAlign results
placing themselves on the 17th place and onward.
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Based on the tables´ results for each category (Appendix 2), we were able to
benchmark FastAlign with SimAlign, see Appendix 3. Based on those results we were
able to ascertain that SimAlign proved to be the best alignment model for six
categories: Organization, Currencies, City, Time, Products and Services and Dates.
As for the categories Country, URL, Credit Card, Address, Username, Phone
Number, SimAlign was considered to be the second-best aligner. For the categories
Name and Reference Number, SimAlign obtained the third place; for the category
Password the fourth place, for the category Percentages the fifth and finally for the
category Email the sixth place.
FastAlign was ranked as second-best aligner, obtaining top alignments for the
following categories: Country, Credit card, Address, Percentages, Username, granting
second best alignment results for Products and Services. For the categories URL and
Password, FastAlign was considered as having the third best alignment results,
however, for the following categories: Organizations, Names, Currencies, Time,
Reference number, Phone-number and finally City, its alignment results only manage
to classify themselves in the 18th place.
The remaining six categories' first place alignments were divided between the
remaining two aligners, eflomal and AwesomeAlign, which led us to immediately
discard them as top aligners.
The alignments results analysis led us to conclude that SimAlign behaves in a
very consistent manner, generating the most trustworthy alignments from all the four
aligners used in the experiment, especially when using the following configurations:
● Mode:
● Heuristics:
● Data:

Xlmr
Intersect
no-data

The results obtained justify a reassessment of the aligner used presently by
Unbabel. Moreover, the results obtained by SimAlign in this experiment seem to be in
line with other experiments performed by the NLP team, regarding html projection and
word alignments, where SimAlign showed consistently good alignment results.
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5.2.2 Inter-annotator agreement in the tourism domain dataset
For the following inter-annotator agreement analysis, we only considered a
named entity match within both gold standards (EN/DE) whenever both annotators
agree in: i) the entity span, and ii) the category. The analysis performed allowed us to
identify a high inter-annotator agreement between the EN gold standard (source), and
the two DE datasets (target): MT and PE.
By observing the EN gold standard, we were able to account for 865 named
entities identified by annotator one and 781 named entities identified by annotator two
for DE MT gold standard, and 789 for the DE PE gold standard, see following table.
By pairing the number of identified NE between the EN and DE gold standards, we
were able to determine that annotator two annotated less 9.72% NEs in the MT and
less 8.72% NEs in the post-edited dataset than the total amount of NEs found in the EN
gold standard.
Table 18 shows the total number of NE´s inter-annotator agreement divided per
categories.
Named Entities Categories

Named Entities

Inter-Annotation Results

EN Gold Standard

DE MT Gold Standard

DE PE Gold Standard

Organizations

183

161

167

Currencies

284

276

278

Percentages

9

9

9

Refnumber

64

52

53

Names

45

43

43

Dates

106

102

102

Address

26

22

23

E-mail

12

12

12

Phone Number

15

15

15

Time

26

21

21
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URL

18

17

17

City

56

39

39

Country

3

3

3

Products and Services (PRS)

13

4

4

Credit Card

1

1

1

Password

1

1

1

Username

1

1

1

Application Reference

1

0

0

865

781

789

Number Code (ARN)

Total

Table 18: Total number of NEs inter-agreement divided by categories

Based on the table above, we were able to identify a higher agreement between
annotators in specific named entities, namely expressions that identify numbers, known
as Numex, like:
1. Percentages showed a 100% agreement between EN and both DE gold
standards.
2. Currencies, with 97.1% agreement in MT and 97.8% in PE;
3. Phone numbers, with 100% agreement.
Temporal expressions, Timex, like Dates or Time, seem to follow the same
pattern, amounting to a 96.22% agreement value in case of dates, and 80.76% for the
category time, both in the MT and PE. For Enamex entities, countries had 100% of
inter-annotator agreement, and names presented a value of 95%. There seems to be an
intuitive understanding of these categories, corroborated by the lexical material in its
surroundings, helping to assert such entities with fewer annotation doubts, as seen in
the following examples taken from our datasets:
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Ex.1
Source MT
"Dear Manuela Frieda Kalo"
Ex. 2
Target MT
"Sehr geehrte(r) Manuela Frieda Kalo"

Greetings like in the above example, Dear …, or in German Sehr geehrte(r)…,
hint that the following word is a named entity, specifically a name, being relevant both
for the human-annotation process and for the system learning process.
Based on the annotation agreement values for the above-mentioned categories,
we conclude that all these named entities gather more inter-annotation agreement
consensus; they tend to be context-independent and, hence, straightforward to annotate.
In these cases, there are few doubts as to which tags to choose.
On the other hand, the named entities labeled as Products and Services (PRS)
present the lowest inter-annotation agreement score, 30%. For a more detailed view,
see the following figures, reflecting the exact number of annotated NEs, and should be
interpreted as follows: 1) Each category presents two columns. The first one that
compares the EN and the Machine Translated (MT) DE gold standard; the second that
compares the EN gold standard and the post-edited (PE) DE gold standard; 2) from left
to right, the first column represents the total number of NEs tagged by annotator 1 in
the EN dataset for the given category; the second column represents the inter-annotator
agreements for that same category (in green) and the inter-annotator disagreements
divided per categories, expressed by the remaining colors.
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Figure 9: The green colour represents the inter-annotator agreement between EN and MT DE gold standards for the
category Products and Service; the following represent the inter-annotator disagreement NEs number, divided by
categories.

Figure 10:The green color represents the inter-annotator agreement between EN and PE DE gold
standards for the category Products and Service; the following represent the inter-annotator disagreement NEs
number, divided by categories.
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As seen in the above figures, many of the named entities labelled as Products
and Services in the EN gold standard were tagged as Organizations both in MT and PE
DE gold standards, thus being considered mismatching NEs. Moreover, for these
categories in particular, the same named entity can assume both categories in different
sentences, thus denoting ambiguous characteristics. In these cases, interpreting the
entire sentence, or the words in a named entity vicinity can be the key to determine its
role and classification. However, this approach might not always be so linear or
straightforward. See the following examples.
Ex.1
EN
"Kindly make sure that one of the accepted cards like [Union pay credit card] Organization
is saved in your [HolidayConsultee] Organization account."
DE
"Bitte stellen Sie sicher, dass eine der akzeptierten Karten [Union Pay Kredit-, die
HolidayConsultee --Karte] Products and Services in Ihrem-Konto gespeichert ist."

Ex.3
EN
An ARN is generated by [Visa]

Organization

as soon as a payment is sent to a credit card.

DE
Eine ARN wird von [Visa]

Products and Services

generiert, sobald eine Zahlung an eine

Kreditkarte gesendet wird.
In the cases above, every single named entity was identified as an Organization
in the EN gold standard, while in the DE gold standard, they were tagged as Products
and Services. The annotation differences reside on the fact that in the EN gold
standard, the named entity was taken by the annotator one as an entity that provides a
service, whereas, in the DE gold standard, the annotator two interpreted the named
entity as a service itself.
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A similar case can be seen concerning the categories’ Location (LOC) and
Organization (ORG). For better illustration of this issue let us analyze the following
figures:

Figure 11: The green color represents the inter-annotator agreement between EN and MT DE gold standards for the
category Organization; the following represent the inter-annotator disagreement NEs number, divided by
categories. Miscellaneous represent a set of different categories with a single occurrence each.
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Figure 12: The green color represents the inter-annotator agreement between EN and PE DE gold standards for the
category Organization; the following represent the inter-annotator disagreement NEs number, divided by
categories.

Despite the very high inter-annotator agreement score between the EN and MT
and PE DE gold standards (expressed in green in the column Annotator 2), with a
corresponding matching value of 87.97% and 91.2%, we observed that, in some fewer
cases, annotator 1 and annotator 2 do not fully agree about the NEs tagged as
Organizations, a number expressed in the annotator 2 column under different colors.
From those we must distinguish the mismatching category Location (in blue),
corresponding to 7.10% in MT and 5.4% in PE. The remaining mismatching category
shows only residual values. The mismatching case above, Organizations vs. Location,
is very particular and somehow subjective; once again, context and interpretation play
an essential role to ascertain which tag better suits the named entity, hence the
divergence between our annotated datasets. See the following examples that illustrate
the difficulty in disambiguating the two categories:
Ex. 5
EN:
"Room at the [Old Hill Apartments]

, with a balcony and a side patio."

Organization
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DE:
"Zimmer im [Old Hill Apartments]

, mit einem Balcony und einem

Location

Seitenarmband."
Ex.7
EN:
"We are writing to you regarding your reservation PHONENUMBER-0[1] at
[DownTown

Suites]

,

Organization

check-in

date

2020-11-31,

and

check-out

date2020-12-10 ."
DE:
Wir schreiben Ihnen in Bezug auf Ihr Buchung-PHONENUMBER-0

15

in den

[DownTown Suites] Location, Anreise 2020-11-31, und dem Abreise-Datum 2020-12-10.

Ex.9
EN:
I hope you enjoyed your stay at [HinterHag Haus] Organization.
DE:
Ich hoffe, Sie haben Ihren Aufenthalt bei [HinterHag Haus]

Location

genossen.

In the examples, the translation of the preposition at in source by in or bei, in
target, might, to some extent, be responsible for our annotator two classification
choices. The prepositions in; bei, in German, always denote location, either being, or
going to a specific Locale. According to annotator two, this was his base to justify his
decision, thus interpreting the named entity as a Locale. Needless to say, the
preposition used in the source, at, has a similar meaning. Nevertheless, this was not
taken into consideration while annotating the source. The same point-of-view can be
seen in Unbabel´s guidelines, where again a same entity can assume two different
categories depending on context:
[1] Due to the General Data Protection Regulation (GDPR), phone numbers are anonymized and
replaced by the encrypting identifier PHONENUMBER before entering the MT model. This step
guarantees that all Personal Identifiable Information is undisclosed. Also, this step blocks the translation
of the NE thus preventing MT errors.
15
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Ex. 11
I’m sorry you didn’t receive your confirmation email from [Star Shipping] Organization.

Ex.12
The parcel will leave the [Star Shipping] Location establishment tomorrow morning.

Moreover, named entities recognition (NER) annotation doubts and divergences
arise not only between different annotators datasets but also within the same dataset
annotation, where often annotators question their own choices. See the next example.
In the first example, annotator one tagged the named entity HolidayConsultee as
Organization:

Ex.13
After you import all your bookings into your favourite [HolidayConsultee]

Organization

account, you can disable your other HolidayConsultee account that you no longer want
to use.

However, in the following example taken from the same annotation batch, the same
named entity was annotated as product and service:

Ex.14
For you to import your reservation to your preferred [HolidayConsultee] Product and Service
account.

This puts in to show how the annotation process is not always linear, varying
not only between different annotators but within the same annotator's task. Due to its
repetitive and monotonous nature, NEs annotation is prone to human error.

Besides the annotation disagreements, mentioned above, by pairing our source
and target annotations, we were still able to find false negatives (FN) and false
positives (FP). A false negative occurs when an annotator, in this case annotator two,

69

misses a named entity present in the source; a false positive, on the other hand, occurs
whenever an annotator tags and classifies a segment as a named entity not considered
as such in the source. See the following examples taken from our annotation datasets.

Moreover, and for clarity purposes, we added the following confusion matrices
to represent a real case scenario of the above FN and FP definitions. The tables should
be interpreted as follows: the vertical column in EN shows the source text sentence, the
horizontal row in DE the target sentence. The alignment was made at a word level and
can be seen by connecting source to target with the symbol X; matching named entities
were signalized at green; false positives can be identified as red.

Figure 13: False positives confusion matrix

By examining the above figure, we conclude that in this sentence two named
entities were found in target [Miguel]

Name

and [Oct, 31 2019]

, matching its

Date
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counterparts in source, and that heute, taken as a data relative in the target is not
present in the source, rendering it as a False Positive (FP).
The same structure can be seen for false negatives, however, with the difference
that for these cases, a named entity is found in the source text but not in the target, see
the following:

Figure 14: False negatives confusion matrix

In total we were able to encounter for the DE dataset:
1) 42 false positive and 17 false negatives in MT
2) 39 false positives and 28 false negatives in PE.

From these values we want to stand out the false positives labeled with the
category Date. After careful analysis, we were able to conclude that these false
positives derive entirely from machine translation errors that are then extended to the
post edited dataset. As confirmed by the following examples, post-editors do not
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always correctly edit the faulted dates resulting from MT, thus furthering the MT error.
For a better acknowledgement of the above-mentioned problematic, let us analyze the
following examples:
Ex.15
EN:
"Rest assured, you will receive a response by [November 5th, 2020] Date at the latest as
they promised to us."
DE MT:
" [2020]

Date

Sie versichert, Sie werden spätestens am [5. November]

Date

eine Antwort

erhalten, wie sie uns versprochen haben."
DE PE:
"[2020] Sie versichert, Sie werden spätestens am [5. November] eine Antwort erhalten,
wie sie uns versprochen haben."
Ex. 18
EN:
The refund of [5.40 EUR]
Date

Currency

was already processed yesterday, [October 30, 2019]

and another refund of [50.60 EUR] Currency was processed today, [October 31, 2019]

, you will receive the total amount of [56.00 EUR]

Date

Currency

refund back to your

account, please wait 5-10 days to be completed.
DE MT:
Die Rückerstattung von [5.40 EUR]
verarbeitet, [2019]

Date

heute, [31. Oktober]
[56.00 EUR]

Currency

Currency

wurde bereits gestern, [30. Oktober]

Date

und eine weitere Rückerstattung von [50.60 EUR] Currency wurde

Date

verarbeitet, [2020]

Date

Sie erhalten den Gesamtbetrag von

Rückerstattung auf Ihr Konto, bitte warten Sie 5-10 Tage, bis der

Vorgang abgeschlossen ist.
DE PE:
Die Rückerstattung von [5.38 EUR] Currency wurde bereits gestern, [29. Oktober]
verarbeitet, [2019]

Date

heute, [31. Oktober]

Date

und eine weitere Rückerstattung von [57.60 EUR] Currency wurde

Date

verarbeitet, [2019]

. Sie erhalten den Gesamtbetrag von

Date
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[62.98 EUR]

Currency

Rückerstattung auf Ihr Konto, bitte warten Sie 10-15 Tage, bis der

Vorgang abgeschlossen ist.
As seen by the examples above, the MT model tends to follow a specific
pattern when translating our source into German, discontinuing spans. These examples
explain the number of false positives found in the target dataset. In these particular
cases, to fully annotate an entire date span, the annotator is forced to use the same Date
tag twice, which does not happen in the source.
"(…) [ 30. Oktober] Date verarbeitet, [2019] Date (...)"
"(...) [October 30, 2019] Date (…)"
The same issue was seen for the category currencies. In our target dataset, it is
visible that, in some cases, the MT model separates values from its correspondent
currency. This tendency influences our annotation given that we must use the
Currencies tag more than once to fully capture the entire NE. See the following
examples:
Ex.21
EN MT:
"[5000.00 SAR]

Currency

and the alternative only cost [4000.50 SAR]

Currency

which

means that it was cheaper than the original price.
DE MT:
[5000.00 SAR]

Currency

und die alternative [SAR] Currency kosten nur [4000.50] Currency,

was bedeutet, dass sie billiger war als der ursprüngliche Preis.
DE PE:
[5000.00 SAR]

Currency

und die alternative [SAR]

Currency

kosten nur [4000.50]

,

Currency

was bedeutet, dass sie billiger war als der ursprüngliche Preis.
Concerning the category Name, see the following examples:
Ex.24
EN:
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[Candy]

Name

concerning your arrival time at [14:00] Time [15:00] Time at the property and

informed us that you could arrive anytime.
DE MT:
[Gratis] - in Bezug auf Ihre Anreise Zeit am [14:00]

Time

[15:00] Time auf dem

Unterkunft und dem Sie uns mitgeteilt haben, dass Sie jederzeit eintreffen können.
As seen by the example above (24), the MT model replaced the vocative, the
name Candy, by Gratis, not being annotated by annotator two, rendering a false
negative. With a NER model in the MT pipeline, the name Candy would be identified
and blocked for translation, hence it would remain faithful to the original in the source,
avoiding such critical mistakes, guaranteeing better MT performances. Moreover, the
use of a NER model would ease the post-editor community work, having the entities
blocked would mean that a post-editor could focus on editing other MT issues.
One can, however, speculate that the type of error illustrated above is
undoubtedly corrected during the PE step. However, by comparing the DE annotations,
we were able to determine that the post-edition did not produce better annotation
agreement results, since the PE dataset only shows a NE annotation improvement of
0.93%. Despite this result, we must emphasize that a post-edition step conducted by
humans over machine translations outputs is determinant to ensure high-quality
translations. According to Moniz et al. in Unbabel´s internal document:
“The interaction between AI and the communities follows the classical
human-in-the-loop approach, whereby an AI makes a first run and then, if it
fails, a human is called in.” (Moniz et al., 2020)

Based on these results, we concluded that, despite the overall inter-annotation
agreement, that helped to assert Unbabel's guidelines as a success in assisting
annotators in recognizing and classifying named entities, we must accept the fact that
for some categories, like Products and Services and Organizations and even Locations,
the annotation task is not fully consensual, leading to inter-annotator mismatches.
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5.2.3 Technological domain
The following section provides a summarized overlook over the results
obtained for the EN/PT-BR NE alignment experiment. The analysis is displayed for
each category, focusing mainly on the F1 results.

For the category Name, SimAlign and AwesomeAlign appeared to have
high-quality alignments, with constant F1 values of 1, which happened regardless of
the configurations used.
FastAlign with the following settings:
● Model: train;
● Heuristics: grow-diag-final and; intersect
● Training data: client; generic data; mixed data
eflomal settings were the following:
● Model: train
● Heuristics: grow-diag-final- and; intersect
● Training data: client; generic-data; mixed data
39.29 % of all alignments carried out by FastAlign and Eflomal were dimed having a
F1 quality value under 1. The remaining 60.71 % were dimed having F1 result of 1,
which means a perfect score.

For the category Currencies, SimAlign and AwesomeAlign, similarly for the
category Names, obtained F1 results of 1, for every configuration used.
FastAligns and eflomal with the following configurations:
FastAlign:
● Mode: train; production;
● Heuristics: grow-diag-final-and; intersect
● Training data: generic; mixed data; no data
eflomal:
● Mode: train
● Heuristics: grow-diag-final-and; intersect
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● Training data: generic; mixed data; no data; client data
Both have produced 28 alignments results, out of 54 in total, with F1 values, ranging
from a quality value of 0 up to 0.75. None of the alignments carried out by these two
models were able to reach a quality of 1, which provides a big contrast with the results
obtained by SimAlign and AwesomeAlign.

For the category Organizations, AwesomeAlign and eflomal obtained,
regardless of the configurations used, F1 quality results of 1. FastAlign and SimAlign
were responsible for the F1 results under 1, values that range between 0.9156 and
0.9667, which in percentages correspond to 11.11% for SimAlign and 50% for
FastAlign of all alignments carried out by these two aligners, with the remaining with
F1 results of 1.
The responsible configurations for the under-achieved values were the following:
SimAlign:
● Mode: bert
● Heuristic: Itermax
● Training data: no-data
and
FastAlign:
● Mode: train; production
● heuristic: grow-diag-final-and
● Training data: mixed; generic; no-data

For the category Email, only eight aligners’ configurations, out of the 54
possible combinations for all models, did not reach a value of 1. The model responsible
for the above-mentioned results was FastAlign with 50% of its alignment results with
an F1 value of 0. See following problematic configurations:
● Mode: production; train
● Heuristic: grow-diag-final-and; intersect
● Training data: na data; generic
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All remaining aligners, AwesomeAlign, eflomal and SimAlign, independently
of the configurations used, consistently showed F1 alignment results of 1.

For the category URL, FastAlign, once again, underperformed in comparison
with the other models, being the solemn responsible for all F1 quality values under 1.
None of the alignments carried out by FastAlign managed to score higher than 0.6667.
The following aligners, AwesomeAlign, eflomal and SimAlign, independently of the
configurations used, obtained constant F alignment results of 1.

The alignments for the category Products and Services showed a different
alignment pattern. None of the models have managed to obtain an alignment result of
1. The F1 results for this category varied between 0.5852 and 0.9733. Nevertheless, we
were still able to identify that both AwesomeAlign and SimAlign had better F1 results
than the remaining models, with a solid result of 0.9733. The results for FastAlign and
eflomal, on the other hand, averaged between under 0.9733.

For the category Refnumber, AwesomeAlign, SimAlign and eflomal aligners all
had independently of the configuration used, a F1 quality value of 1. FastAlign, once
again, underperformed in comparison, with an F1 of 0.7500 for all used configurations.
In this dataset no more NE were identified.
According to the data collected we were able to conclude that AwesomeAlign
produced the best NE alignments, followed immediately by SimAlign, that, only in the
category Organization, with the following configurations, did not obtain a F quality
value of 1:
● Mode: bert
● Heuristic: Itermax
● Training data: no-data

Nevertheless, it is important to have in mind that the dataset used for alignment
is only comprised of 360 nuggets, with a very small amount of NEs per category,
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which statistically decreases the possibility of alignment errors and can explain the F1
obtained by AwesomeAlign and SimAlign, independently of the settings used.
As for the model that produced better alignment results, all AwesomeAlign
configurations produced alignments with F1 results of 1, similarly to SimAlign, which
is unusual. The alignment results confirm the above-mentioned problem. The lack or
enough NEs representing a category can lead to the following issue: if a NE category is
only represented in the dataset by a unique name entity, and in case the NE is correctly
aligned, the quality result will render automatically a F1 value of 1, which gives a
biased result.
With regards to FastAlign, it still underperforms in comparison with the other
aligners, being for some categories the aligner that presented the worst alignment
results.
We sense that, due to the small dataset used, the results do not represent the real
aligners panorama. We propose to revise the alignment experiment for this language
pair, however, with a more relevant dataset.
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6. Conclusions and future work

In our present work, we focused on giving a general overview on the pivotal
importance of Named Entities from a linguistic and historical perspective, highlighting
its relevance within an automatic-translation scenario. Moreover, together with the
NLP team, we were able to test four different aligners for the creation of
semi-automatic multilingual gold standards through Named Entity projection in
parallel corpora. With the research results concerning the semi-automatic creation of
Multilingual gold standards, we were able to advise Unbabel to replace the aligner
more commonly used in production, Fastalign, by SimAlign, this way ensuring a
reliable integration of this cross-lingual technique for the creation of multilingual NER
gold standards, and for the creation of MT system gold standards for multiple
language pairs as well. The manual-annotation tasks performed along the experiments
also allowed us to highlight the fact that particular Named Entities can play ambiguous
roles and can be responsible for inter-annotator mismatches, thus needing special
attention. To this respect, we also contributed to the improvement of Unbabel´s Named
Entities annotation guidelines, with the addition of five new NEs from the food
delivery domain. .
The work that we developed together with the NLP team has also contributed
to the continuous discussion of generic vs domain-specific NER. In this sense, we were
able to test with success a methodology to identify domain-specific Named Entities
within a corpus, thus contributing to update Unbabel´s Named Entity typology and
annotation guidelines. Also, and according to the experiment results performed with
the goal of creating a domain-specific NER system, we were able to understand that
dedicated NER models are less prone to error in comparison to more domain-general
models, greatly due to the fact that they deal with a more narrow scope. Our work
shows the relevance and impactfulness of having domain-specific NER models
available. Based on the work we developed, we can observe that having a fine-tuned
NER model to correspond to a particular domain or to a particular customer content
can represent a significant advantage in improving Unbabel´s NER model results,
which will undoubtedly be translated as high-quality MT translations. Moreover, our
approach was also applied to another research project on gaming with very positive
results, showing the relevance of the methodology applied in this thesis.
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Also, we see future possibilities of using the NER system to leverage
Unbabel´s Translation Memories. We believe that the identification of Named Entities
in the Translation Memories followed by their replacement with corresponding
placeholders will lead to an increase in the number of Translation Memories matches,
which in return promotes more accurate MT end-translation results, while lessening,
simultaneously, the need for human post-edition.

Finally, a note still on the contribution of our work to the anonymization
module in the pipeline. The NE work conducted ultimately reflects improvements on
the anonymization module, crucial to any company compliant with Responsible AI
Principles. In the future, we will continue our work concerning the NER task, however
with a particular focus on the anonymization step.
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Appendices:
Appendix 1

Figure 1: Alignments ranking for the category Email
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Appendix 2
The following tables show the alignment results for experiment two and should be
interpreted as follows:
1) The tables are divided by categories, with each category having two tables.
2) The first table shows the top 5 aligners performances, with their corresponded
configurations used for alignment (Mode; Heuristics; Train data), also is
possible to see the Precision, Recall and F1 values and the alignment time for
each aligner
3) The second table shows the top 5 FastAlign performances featuring different
configurations for each alignment experiment
4) The second table also indicates how FastAlign ranks in the Named entity
Alignment Model Ranking, which takes into account the performance of each
aligner plus its particular settings, and assigns a place in the Alignment Model
Ranking that can go from 0 ( the top performer aligner) down to 24 (with worse
results). This information is expressed in the Model column with an ordinal
number.
Organizations
Model

Mode

Heuristic

category

Precision

Recall

F1

inter

Train
data
No-data

SimAlign

xlmr

ORG

0.9702

0.9616

0.9534

SimAlign

Kiwi

intermax

No-data

ORG

0.9636

0.9644

0.9505

SimAlign

Kiwi

inter

No-data

ORG

0.9736

0.9507

0.9458

SimAlign

Bert

inter

No-data

ORG

0.9700

0.9372

0.9376

SimAlign

xlmr

intermax

No-data

ORG

0.9467

0.9571

0.9360

Model

Mode

Heuristic

Train
data

category

Precision

Recall

F1

time

time
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FastAlign
17th
FastAlign
18th

train

Intersect

Train

FastAlign
19th

production

FastAlign
20th
FastAlign
21st

production

Grow-dia
g-final-an
d
Grow-dia
g-final-an
d
intersect

train

intersect

Mixed-d
ata
Mixed-d
ata

ORG

0.9876

0.7924

0.8170

ORG

0.8118

0.8507

0.8017

No-data

ORG

0.8319

0.8400

0.7989

No-data

ORG

0.9692

0.7785

0.7948

generic

ORG

0.9808

0.7689

0.7942

NAME

Model
Eflomal

Mode
Train

Train data
Mixed data

category
Name

Precison
0.9750

Recall
0.9875

F1
0.9792

Client-data

Name

0.9750

0.9875

0.9792

kiwi

Heuristic
Grow-diag-fi
nal-and
Grow-diag-fi
nal-and
Inter

Eflomal

train

SimAlign

No data

Name

0.9875

0.9750

0.9750

Eflomal

train

intersect

Mixed_data

Name

0.9750

0.9750

0.9708

Awesome
Align

bert

softmax

No_data

Name

0.9594

0.9875

0.9678

Model
FastAlign
17th
FastAlign
18th
FastAlign
19th
FastAlign
20th
FastAlign
21st

Mode
train
train
train
production
production

Heuristic
Grow-diagfinal-and
Grow-diagfinal
Grow-diagfinal
intersect

Train data
generic

category
Name

Precision
0.9271

Recall
0.9333

F1
0.9098

Mixed_data

Name

0.9271

0.9333

0.9098

Cliente_data

Name

0.8608

0.9458

0.8805

No_data

Name

0.9500

0.7958

0.8417

Grow-diaf-f
inal-and

No data

Name

0.7746

0.9542

0.8252

time

time
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CURRENCIES
Model

Mode

heuristic

SimAlign

Bert

inter

SimAlign

kiwi

inter

SimAlign
SimAlign
SimAlign

Kiwi
xlmr
Kiwi

intermax
mwmf
mwmf

Model

Mode

Heuristic

FastAlign
17th
FastAlign
18th
FastAlign
19th
FastAlign
20th
FastAlign
21th

production

Grow-dia
g-final
intersect

production
train
Train
train

Grow-dia
g-final
Grow-dia
g-final
intersect

Train
data
No-dat
a
No-dat
a
No data
No data
No data

category

precision

Recall

F1

time

CRR

0.9816

0.9754

0.9761

0.0205

CRR

0.9816

0.9747

0.9743

0.0284

CRR
CRR
CRR

0.9764
0.9768
0.9768

0.9782
0.9778
0.9778

0.9743
0.9737
0.9737

0.318
0.4719
0.3695

Train
data
No data

category

Precision

Recall

F1

time

CRR

0.9343

0.8943

0.8998

0.0007

No data

CRR

0.9738

0.8538

0.8899

0.0007

Mixed
data
generic

CRR

0.9143

0.8830

0.8835

0.0005

CRR

0.9069

0.8814

0.8782

0.0005

Mixed-d
ata

CRR

0.9750

0.8240

0.8663

0.0005

REFNUMBER
Model

Mode

Heuristic

Awesome
Align
Awesome
Align
SimAlign

Bert

entmax

Bert

softmax

Bert

inter

SimAlign

Bert

itermax

SimAlign

Kiwi

itermax

Model

Mode

Heuristic

FastAlign
17th
FastAlign
18th
FastAlign
19th
FastAlign
20th

train

Grow-dia
g-final
Grow-dia
g-final
Grow-fin
al-diag
Grow-fin
al-diag

production
train
train

Train
data
No
data
No
data
No
data
No
data
No
data

category

Precision

Recall

F1

time

REFNUMBER

0.8500

0.8250

0.8250

0.0714

REFNUMBER

0.8500

0.8250

0.8250

0.0397

REFNUMBER

1

0.8000

0.8000

0.0205

REFNUMBER

1

0.8000

0.8000

0.0396

REFNUMBER

1

0.8000

0.8000

0.0318

Train
data
generic

category

Precision

Recall

F1

REFNUMBER

0.2500

0.2250

0.2083

No data

REFNUMBER

0.3250

0.2250

0.2083

Mixed
data
Cliente
data

REFNUMBER

0.2438

0.2250

0.2017

REFNUMBER

0.1875

0.2250

0.2000

time
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FastAlign
21st

train

intersect

Cliente
data

REFNUMBER

0.7750

0.2000

0.2000

PRS
Model

Mode

Heuristic

SimAlign

xlmr

inter

FastAlig
n
eflomal

train

SimAlign

kiwi

Grow-dia
g-final
Grow-dia
g-final
itermax

eflomal

train

train

Grow-dia
g-final

Train
data
No-dat
a
generic

category

Precision

Recall

F1

time

PRS

1

1

1

0.0313

PRS

1

1

1

0.0005

generic

PRS

1

1

1

0.0198

No-dat
a
Mixeddata

PRS

1

1

1

0.0318

PRS

1

1

1

0.0139

Model

Mode

Heuristic

Train
data
generic

category

Precision

Recall

F1

time

FastAlig
n
1st
FastAlig
n
6th
FastAlig
n
10th
FastAlig
n
13th
FastAlig
n
17th

train

Grow-dia
-final

PRS

1

1

1

0.0005

Train

Grow-dia
g-final

Mixeddata

PRS

1

1

1

0.0005

Train

Grow-dia
g-final

Clientdata

PRS

1

1

1

0.0005

Production

Grow-dia
g-final

No-dat
a

PRS

1

1

1

0.0007

Train

Intersect

Clientdata

PRS

1

1

1

0.0006
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Appendix 3
The following results represent FastAlign and SimAlign quality rankings for each
category, simultaneously taking into account the corresponding setting.
SimAlign
Categories

Ranking

Mode

Euristic

Train-data

Organization

1st place

Xlmr

Intersect

no-data

FastAlign
Categories

Ranking

Mode

Euristic

Train-data

Organization

18st place

Train

Intersect

mixed-data

SimAlign
Categories

Ranking

Mode

Euristic

Train-data

Currencies

1st place

bert

Intersect

no-data

FastAlign
Categories

Ranking

Mode

Euristic

Train-data

Currencies

18st place

Production

grow-diag-final

no-data

SimAlign
Categories

Ranking

Mode

Euristic

Train-data

City

1st place

Xlmr

mwmf

no-data
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FastAlign
Categories

Ranking

Mode

Euristic

Train-data

City

18st place

Production

Intersect

no-data

SimAlign
Categories

Ranking

Mode

Euristic

Train-data

Products and
Services

1st place

Xlmr

Inter

no-data

FastAlign
Categories

Ranking

Mode

Euristic

Train-data

Products and
Services

2nd place

Train

grow-diag-final

generic
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