Starting to Cook a Coaching Dialogue System
in the Olympus framework
Joana Paulo Pardal and Nuno J. Mamede

Abstract This paper presents the C OOK C OACH, a system that guides the user while
cooking a recipe during a spoken dialogue coaching session. We describe our experience creating the first version of our coaching dialogue system that helps the user
cook a selected dish. We use the CMU dialogue systems framework O LYMPUS. The
main challenge we faced was the change of paradigm: instead of the system being
driven by the user, the user is guided by the system. The result is a system capable
of dictating generic tasks to the user. The methodology allows us to create different
systems in diverse domains for similar guidance tasks that support the user while
s/he performs some procedural task. The use of ontologies to facilitate the creation
of new systems is briefly explored.
Key words: Coaching, Ontologies, Cooking, Knowledge Acquisition, Interface
Design, Human-Human Dialogue Corpora

1 Introduction
Everyone needs to eat. Most of us need to cook. Once in a while, or daily. Whether
we like it or not. However, most cooking books scatter the related knowledge across
different sections assuming a common level of expertise. This means that an unexperienced cook needs to navigate the cooking book to find all s/he needs, to cook
what s/he has in mind. It also means that an experienced cook will read superfluous
information s/he might already know. It is also a scenario where the person needs to
stop what s/he is doing to read and handle the book, shifting focus from the task and
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taking the chance of getting the book wet or dirty. It even constitutes danger when
operating sharp utensils. Being so, having a system that reads out loud the needed
recipe and supports navigation through it allows the user to fully engage hands and
eyes in the current task. Speech is the most natural modality for humans to communicate with each other and with interactive agents. In task-based coaching scenarios
like ours a spoken system enhances the communication and frees the occupied hands
and eyes. It also has the capability of providing the cooks with different levels of
detail according to their expertise.
In what follows, we explain why and how we used the O LYMPUS framework to
build our system (Sect. 2.1). We detail the interaction design (Sect. 2.2), the recipes
modeling (Sect. 2.3) and acquisition (Sect. 2.4), and the interface design (Sect. 2.5).
We then report our previous prototype of the system (Sect. 2.6). In the future work
section (Sect. 3) we discuss the possible benefits of the use of ontologies for reasoning about the task at hand (Sect. 3.1), for learning from the web and from the user
in runtime (Sect. 3.2) and to build new systems in a different domains or languages
(Sect. 3.3). Some final remarks conclude the paper (Sect. 4).

2 C OOK C OACH
The C OOK C OACH is a coaching (spoken) dialogue system that helps a user while
s/he cooks something. A typical session starts with the selection of the recipe according to its title (name). After a recipe has been selected, the system checks with
the user if all the necessary ingredients are available. If they are, it continues to
the recipe execution phase where it dictates all the steps that will guide the user
through the cooking procedure. Additional supporting details are given as needed
and requested. A screenshot of the running system is shown on Fig. 1.

Fig. 1 Screenshot of the C OOK C OACH.
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2.1 O LYMPUS /R AVEN C LAW framework
Our system was cooked up on top of the Carnegie Mellon University O LYMPUS dialogue systems framework [1]. The O LYMPUS architecture incorporates the R AVEN C LAW dialogue manager [2], a task-independent dialogue engine that has been used
successfully to build several dialogue systems in varying domains.
This framework was selected because it is the open source framework with the
most active community, and it is actively being improved (current developments
include an operating system independent version). Also because this framework is
gaining the interest of the research community and emerging as a de facto standard
for dialogue systems comparison and evaluation (something that is not independent
from the source code availability). In fact, the community is using this framework
for the Spoken Dialog Challenge [3] where an anyone willing to replace the existing modules with their own and have it tested in a common framework and with a
comparable set of users. The collected data is also made available for training and
testing learning algorithms in the field.
A promising fact that supported our decision was the existence of LARRI [4] and
IPA [5, 6], two dialogue systems previously build with the O LYMPUS /R AVEN C LAW
framework that provided a similar interaction to the one we wanted in our system.
LARRI, L ANGUAGE - BASED A GENT FOR R ETRIEVAL OF R EPAIR I NFORMATION,
is a dialogue system that supports maintenance and repair of aircraft machines. IPA,
I NTELLIGENT P ROCEDURE A SSISTANT, is also a multi-modal dialogue system
with the main goal of supporting and assisting astronauts on board of the International Space Station (ISS) during the execution of maintenance tasks.
IPA and LARRI were the baseline prototypes for C LARISSA1 , the first dialogue
system actually deployed in space, installed in the ISS in January 2005. C LARISSA
is a fully voice-operated procedure browser, that enables astronauts to be more efficient with their hands and eyes and to give full attention to the task they are doing,
while they navigate through the procedure using spoken commands.
Even if these systems test and use features that are relevant for the coding of our
coaching system, they both are prototype systems and take advantage of the fact
that the users have military training and are used to a commands scripted language.
Regular people will need support for a more common language and interaction phenomena.
Nevertheless, given the daily-basis needs related to cooking, this is a scenario
that has been largely explored across the fields of user interaction research. This
enriched the ideas that brought this system to life and will take it further.
Knowing that it was possible to create a system like ours in the framework, we
adopted it and started building our cooking coach following the experience reported
by the developers of LARRI, IPA and C LARISSA.

1

Official webpage:
http://ti.arc.nasa.gov/tech/cas/user-centered-technologies/
clarissa/
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The current architecture of the C OOK C OACH is shown on Fig. 2. It is based on
three main modules provided by the framework: P HOENIX the robust semantic CFG
parser; R AVEN C LAW an agenda-based dialogue manager, that relies on a task tree
and an agenda; ROSETTA an active template language generation system.

Fig. 2 C OOK C OACH O LYMPUS-based architecture.

The C OOK C OACH dialogue task tree is shown on Fig. 3. The task tree describes
the dialogue sequence and the information that needs to be collected on each step of
the dialogue. In the cooking coach, these are: negotiate and select the recipe; check
the existence of the needed ingredients; and perform the selected recipe.

Fig. 3 C OOK C OACH dialogue task tree.
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The current selection of the recipe is done according to the title that the user
provides to the system. The back-end searches for those words in the recipes titles
and then a set of 5 is selected and presented to the user. In the future this selection
will include some reasoning about the different recipes that match the known criteria
(name of the recipe, ingredients we want to use, region, kind of dish, calories, etc.).
It would also be possible to organize the matching set according to their properties
in a trie prefix tree and let the user navigate it to select the recipe to be cooked.
For the moment, the verification of the existing ingredients was kept simple, but
soon it will be enriched to include some negotiation over unavailable ingredients
that can be replaced by similar ones (like replacing sugar by sweetener).
The execution of the recipe is restricted to navigation (next/previous step) until
the ontology is enriched with the textual (or logical) and multimedia description of
the most common tasks in the kitchen (those that usually are described in a separate
chapter because they are needed in several recipes), like ’baking’ or ’whisking eggs’.

2.2 Interaction design
To understand how humans support each other in this scenario, we have recorded
three sessions where two people cooperate to cook a chocolate mousse, and they do
it through speech only. They are recorded both in audio and image, but they only
are provided with the audio of each other. Fig. 4 shows one of the volunteer teams.
This corpus provided useful insight about the kind of reasoning a system like
ours will need to performs to fully support the user. It also highlighted the kind of
questions that will need to be answered.
The main interaction requests the user does are navigation and dictation (next
step, repeat, details). However, there are also some questions on the location of
objects or about the most adequate utensil to be used, (which of the 5 existing pans,
for example). Based on these observations of the corpus and the related literature [7],
the current version of the system dictates each step and repeats as necessary, and
moves back and forth, as instructed by the user, producing sessions similar to the
one on Fig. 5.

Fig. 4 Snapshot of the human–human cooking corpus.
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U: I want to cook a chocolate cake.
S: OK! We will need this ingredients.
U: Next
S: 4 oz of sweet dark chocolate.
U: Next
S: 5 eggs
U: Can you repeat?
S: 5 eggs
U: Next
S: 1/2 cup of butter
U: How much is that in liters?
S: 125 mL of butter
(...)
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S: Separate egg whites and egg yolks.
U: Next step
S: Whisk the eggs whites.
S: Use an electric mixer.
S: Whisk until forming stiff peaks.
U: How? (go down)
S: Put eggs whites in a container.
U: How?
S: Let me show you with a brief movie...
(plays video)
U: OK! Got it! Next step (go up)
S: Add sugar as needed.
(...)

Fig. 5 An interaction example (U for User and S for System).

Details of each step can be asked (and the systems understands them) but are not
answered yet, because they are not coded in the back-end database yet. Videos will
be shown as soon as the GUI is finished (cf. Sect. 2.6). It would also be useful to
help the user find the needed ingredients and utensils, but it is out of our current
scope as it would require more complex sensors and identification methods.
A Wizard-of-Oz is being designed and developed to assess the actual behaviour
of the users with a dialogue system. This is needed to address the different expectations people have when talking to another person or when talking to a machine. The
later are usually significantly lower.

2.3 Recipes Model and OntoChef
With our system, in the long run, we want to find effective methods to extend a
dialogue system to new knowledge domains through ontologies (cf. Sect. 3). For
that purpose, we have developed the O NTO C HEF [8], an ontology for the cooking
domain, that could be integrated in a dialogue system.
The O NTO C HEF ontology comprehends four main modules covering the key
concepts of the cooking domain – actions, food, recipes, and utensils – and two
auxiliary modules – units and measures, and equivalencies. Fig. 6 shows the relations between the main concepts represented in the ontology.
In the O NTO C HEF, a Recipe is organized into three Phases: preparation, cooking
and presentation. Each Phase is an ordered sequence of Tasks, some of which may
be optional. A Task is composed by an Action, its duration time, and incorporates
information about needed and produced Ingredients. The Ingredients of all Tasks
are also part of the Phase that uses them. The Phase also has a duration (Measure
of time Units). Each Recipe has a Classification, a list of Ingredients and required
Utensils.
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Fig. 6 O NTO C HEF model.

The current version of the cooking ontology has about 1151 classes, 92 slots (of
which 52 establish relations between classes) and 311 instances, distributed by the
seven modules.
Following this model, in the current version of the system, a recipe has 2
main items: a list of ingredients and a list of steps (procedure). This is compliant
with RecipeML2 , a recipe markup language proposed by Format Data as a standard. It is also compatible with REML3 , the Recipe Exchange Markup Language,
RecipeBookXML4 , and microformat hRecipe5 .
Fig. 7 shows a typical recipe and the hierarchical detail of steps through text and
multimedia. Fig. 8 shows a possible XML representation of such recipe information,
similar to RecipeML.

2.4 Acquiring recipes
Our model, and the similarities with so many standards allows us to read most
recipes available on the web into our ontology-based format. In some cases, only
minor conversions are needed. In some other, the steps are described in natural language and need a more sophisticated tool.
2

RecipeML website: http://www.formatdata.com/recipeml/spec/
REML website: http://reml.sourceforge.net/
4 RecipeBookXML website: http://www.happy-monkey.net/recipebook/
5 hRecipe website: http://microformats.org/wiki/hrecipe
hRecipe format is being proposed by Google to help them find the published recipes.
More informations here: http://www.google.com/landing/recipes/
3
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<recipe>
<head>
<title>Chocolate Mousse</title>
<categories>
<cat>Desserts</cat>
</categories>
<yield>1</yield>
</head>
<ingredients>
<ing>
<amt> <qty>4</qty>
<unit>ounces</unit>
</amt>
<item>Sweet dark chocolate</item>
</ing>
...
<directions>
<step>
separate egg whites and egg yolks
</step>
...
</directions>
</recipe>

Fig. 7 Recipe model.

Fig. 8 Recipe markup language example.

To take advantage of those recipes found in the thousands (if not millions) of
dedicated web sites and blogs, an appropriate tool was created [9] that is capable of
understanding the common natural language used in such sites. It takes natural language input, identifies the ingredients list and, based on that, determines the actions
that are made over each ingredient producing an ontology-based representation of
the recipe that is included in the OntoChef.
Additionally, several projects like CURD [10], Carnegie Mellon University
Recipe Database, have made available collections of annotated recipes. In the case
of CURD6 , 260 English recipes.
Another source we are exploring is the USENET CookBook [11], an old experiment in electronic publishing, where the goal was to create a collaborativelyproduced cookbook. Contributors worldwide provided over 400 recipes7 .
Additionally, there is the Computer Cooking Contest, a case-based reasoning
annual competition8 . The main goal is to provide modifications of a recipe according
to dietary restrictions or unavailable ingredients. They provide an annotated recipe
book that can be explored in our context. Adding to this, some teams release their
own resources and tools.

6

CURD website: http://www.ark.cs.cmu.edu/CURD/
Recipes available on several mirror websites: http://www.lysator.liu.se/etexts/
recept/main.html. The original source was lost.
8 Website of the 2011 edition: http://liris.cnrs.fr/ccc/ccc2011/doku.php
7
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2.5 Interface Design
The current version of the system is being tested mainly as a text-based interface.
Speech is definitely in our plans but we still need to study how to create proper
acoustic models for such a dynamic environment where the level of noise is highly
variable, but could be determined by reasoning over the current task if that information was available. The microphones location is also an issue to be addressed.
In the cooking scenario, we want to reach the user through speech. The user’s
hands and eyes are busy and we should not distract him/her. Textual descriptions are
useful when a user lacks appropriate expertise for a harder recipe. However, these
descriptions, in natural language, can be confusing and ambiguous. Sometimes, the
best choice in such cases, is to ask the user to stop what s/he is doing and watch a
short video, animation or image that conveys the message faster and better. In such
cases, an image, is indeed worth a thousand words. A GUI that was implemented in
a previous version (cf. Sect. 2.6) is being adapted to the current version.

2.6 Cook Tutor
A preliminary prototype of our cooking coach system was created in mid-2008. That
version was built on D IG A, D IALOG A SSISTANT, dialogue systems framework [12,
13]. For that version of the system, we had a simple, but sufficient model for recipes
and related concepts: an XML file with a list of ingredients, and ordered steps, where
each step can be detailed into simpler steps. This model provided enough elements
to test if the coaching system could be built over D IG A framework. Fig. 9 show the
graphical interface of that version. Some parts of it are being ported to the current
system.
D IG A was built in our Lab. However, some recent development and research
decisions along with the similar and encouraging scenarios made us switch to the
O LYMPUS framework.

3 Pursuing ontology-based dialogue systems
A framework that allows an easy creation of new systems needs to provide a clear
separation between the knowledge and the system; and between the domain-specific
and the generic knowledge. Ontologies are used to model and conceptualize a domain, and can be successfully used as a means to improve the separation between
the generic dialogue system and the domain information as shown and proposed by
several authors [14, 15, 16, 17, 18, 19]. However no systematic relationship was
established between the complexity of the knowledge stored in the ontology and the
kind of interactions the system is able to respond to, because of that knowledge.
This is a topic we want to address in one of the next versions of the system.
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Fig. 9 Screenshot of the Cook Tutor interface (initial version).

3.1 Reasoning
Taking complex knowledge into account can be difficult. For a given task, like in a
coaching domain, however, the system can be a better helper if, through reasoning,
we can provide more information about the world and its behaviour. For example,
if we know that an ingredient ’disappears’ after being used, we know that it can no
longer be mentioned. If the system knows the ’normal’ time of completion of a given
task, it might know that it is not a good moment to interrupt or it could mean that all
the detected noise is normal and that the task is moving forward. It also means the
system needs to increase its own volume if it wants to be heard by the user.

3.2 Learning
The current version of the system uses the CURD annotated recipes knowledge base.
The next version is planned to use the OntoChef. The import of the CURD recipes
into the cooking ontology is also work in progress. The use of ontologies makes
it easier to incorporate knowledge from websites according to the user requests,
enriching the recipes database as needed while the system is being used.
Another opportunity when using ontologies is the possibility to incorporate
knowledge about a given recipe while helping the user with the requested task.
Recording (with permission) how an experienced user performs a given task, would
allow the system to learn how it is done and, later on, to teach it to an unexperienced
user.
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This could lead to Shared Semantic CookBooks, like the one proposed by Schneider [20] in his Smart Kitchen.

3.3 New Systems
Coaching in a cooking task can be similar to coaching in several other domains like
gardening, auto-repair or first aid. The previous version of the system included a
car assistant coach that could help the user to change a tire or check the oil level
in the engine. In this version we did not try that yet, but it would be interesting to
distinguish the domain specific parts, from the language specifics, from the coaching
specifics. That would also help in the study of the benefits of using ontologies to
build new dialogue systems in different domains.
Another possible improvement related with the use of semantic knowledge is the
possibility of generating different natural languages from the logic representations.
That would smooth the hard translation process and would allow the system to run
in new languages.

4 Conclusion
We have presented the C OOK C OACH, a cooking coach spoken dialogue system that
guides and supports the user while s/he is cooking something s/he chose. The system
was built with the O LYMPUS /R AVEN C LAW framework. Work is still needed but an
initial version of the system is up and running on a new framework. The role that
ontologies can play in such complex domains and tasks to enrich the interaction and
allow a smoother evolution of the system is being studied.
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